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Open Shortest Path First 
 

Open Shortest Path First (OSPF) is an open-standard Link State routing protocol. Link State 

routing protocols advertise the state of their links. When a Link State router begins operating on 

a network link, information associated with that logical network is added to its local Link State 

Database (LSDB). The local router then sends Hello messages on its operational links to 

determine whether other Link State routers are operating on the interfaces as well. OSPF runs 

directly over Internet Protocol using IP protocol number 89. The ROUTE exam objective 

covered in this chapter is as follows: 

 

 Implement a multi-area OSPF network, given a network design and a set of 

requirements 

This chapter contains the following sections: 

 

 OSPF Overview and Fundamentals 

 OSPF Configuration Fundamentals 

 OSPF Packet Types 

 Establishing Adjacencies 

 OSPF LSAs and the Link State Database (LSDB) 

 OSPF Areas 

 Route Metrics and Best Route Selection 

 OSPF Default Routing 

 OSPF Virtual Links 

 OSPF Route Summarization 

 OSPF Passive Interfaces 

 Securing OSPF Messages 

 Configuring OSPF over Non-Broadcast Networks 

 OSPF Logging and Reporting 

 

 

OSPF Overview and Fundamentals 
 

Several Requests for Comments (RFCs) have been written for OSPF. In this section, we will 

learn about the history of OSPF based on some of the most common RFCs that pertain to OSPF. 

The OSPF working group was formed in 1987 and it has since released numerous RFCs. Some 

of the most common RFCs on OSPF are listed below: 

 

 RFC 1131 - OSPF Specification 

 RFC 1584 - Multicast Extensions to OSPF 

 RFC 1587 - The OSPF NSSA Option 

 RFC 1850 - OSPF Version 2 Management Information Base 
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 RFC 2328 - OSPF Version 2 

 RFC 2740 - OSPF Version 3 

 

RFC 1131 describes the first iteration of OSPF and it was used in initial tests to determine 

whether the protocol worked.  

 

RFC 1584 provides extensions to OSPF for the support of IP Multicast traffic. This is commonly 

referred to as Multicast OSPF (MOSPF). However, this standard is seldom used and, most 

importantly, it is not supported by Cisco. 

 

RFC 1587 describes the operation of an OSPF Not-So-Stubby Area (NSSA). An NSSA allows for 

the injection of external routing knowledge by an ASBR using an NSSA External LSA. NSSAs 

are described in detail later in this chapter. 

 

RFC 1850 allows network management of OSPF using the Simple Network Management 

Protocol (SNMP). SNMP is used in network management systems to monitor network-attached 

devices for conditions that warrant administrative attention. The implementation of this 

standard is beyond the scope of the ROUTE exam requirements and is not described in this 

guide.  

 

RFC 2328 details the latest update to OSPF version 2 (OSPFv2), which is the default version of 

OSPF in use today. OSPFv2 was initially described in RFC 1247, which addressed a number of 

issues discovered during the initial rollout of OSPF version 1 (OSPFv1) and modified the 

protocol to allow future modifications without generating backward-compatibility issues. 

Because of this, OSPFv2 is not compatible with OSPFv1. 

 

Finally, RFC 2740 describes the modifications to OSPF to support version 6 of the Internet 

Protocol (IPv6). IPv6 is described in detail later in this guide. It should be assumed that all 

references to OSPF in this chapter are for OSPFv2. 

 

Link State Fundamentals 
 

When a Link State routing protocol is enabled for a particular link, information associated with 

that network is added to the local Link State Database (LSDB). The local router then sends Hello 

messages on its operational links to determine whether other Link State routers are operating 

on the interfaces as well. The Hello messages are used for neighbor discovery as well as to 

maintain adjacencies between neighbor routers. These messages are described in detail later in 

this chapter. 

 

When a neighbor router is located, the local router attempts to establish an adjacency, assuming 

both routers share the same common subnet, are in the same area, and that other parameters, 

such as authentication and timers, are identical. This adjacency enables the two routers to 
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advertise summary LSDB information to each other. This exchange is not the actual detailed 

database information but is instead a summary of the data.  

 

Each individual router evaluates the summary information against its local LSDB to ensure that 

it has the most up-to-date information. If one side of the adjacency realizes that it requires an 

update, the router requests the new information from the adjacent router. The update from the 

neighbor includes the actual data contained in the LSDB. This exchange process continues until 

both routers have identical LSDBs. OSPF uses different types of messages to exchange the 

database information and to ensure that all routers have a consistent view of the network. These 

different packet types are described in detail later in this chapter. 

 

Following the database exchange, the SPF algorithm runs and creates a shortest-path tree to all 

hosts in an area or in the network backbone, with the router that is performing the calculation at 

the root of that tree. The SPF algorithm is described in detail in Chapter 1. 

 

OSPF Fundamentals 
 

Unlike EIGRP, which can support multiple Network Layer protocols, OSPF can only support 

the Internet Protocol (IP), specifically IPv4 and IPv6. Like EIGRP, OSPF supports VLSM and 

authentication and utilizes IP Multicast when sending and receiving updates on multi-access 

networks, such as Ethernet.  

 

OSPF is a hierarchical routing protocol that logically divides the network into sub-domains 

referred to as areas. This logical segmentation is used to limit the scope of Link State 

Advertisements (LSAs) flooding throughout the OSPF domain. LSAs are special types of 

packets sent by routers running OSPF. Different types of LSAs are used within an area and 

between areas. By restricting the propagation of certain types of LSAs between areas, the OSPF 

hierarchical implementation effectively reduces the amount of routing protocol traffic within 

the OSPF network. 

 

NOTE:  OSPF LSAs will be described in detail later in this chapter.  

 

In a multi-area OSPF network, one area must be designated as the backbone area or Area 0. The 

OSPF backbone is the logical center of the OSPF network. All other non-backbone areas must be 

connected physically to the backbone. However, because it is not always possible or feasible to 

have a physical connection between a non-backbone area and the backbone, the OSPF standard 

allows the use of virtual connections to the backbone. These virtual connections are described in 

detail later in this chapter. 

 

Routers within each area store detailed topology information for the area in which they reside. 

Within each area, one or more routers, referred to as Area Border Routers (ABRs), facilitate 

inter-area routing by advertising summarized routing information between the different areas. 

This functionality allows for the following within the OSPF network: 
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 Reduces the scope of LSAs flooding throughout the OSPF domain 

 Hides detailed topology information between areas 

 Allows for end-to-end connectivity within the OSPF domain 

 Creates logical boundaries within the OSPF domain 

 

The OSPF backbone area receives summarized routing information from the ABRs. The routing 

information is disseminated to all other non-backbone areas within the OSPF network. When a 

change to the network topology occurs, this information is disseminated throughout the entire 

OSPF domain, allowing all routers in all areas to have a consistent view of the network. The 

network topology illustrated in Figure 3-1 below is an example of a multi-area OSPF 

implementation: 
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Fig. 3-1. A Multi-Area OSPF Network 
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Figure 3-1 illustrates a basic multi-area OSPF network. Areas 1 and 2 are connected to Area 0, 

the OSPF backbone. Within Area 1, routers R1, R2, and R3 exchange intra-area routing 

information and maintain detailed topology for that area. R3, the ABR, generates an inter-area 

summary route and advertises this to the OSPF backbone. 

 

R4, the ABR for Area 2, receives the summary information from Area 0 and floods it into its 

adjacent area. This allows routers R5 and R6 to know of the routes that reside outside of their 

local area but within the OSPF domain. The same concept would also be applicable to the 

routing information within Area 2. 

 

In summation, the ABRs maintain LSDB information for all the areas in which they are 

connected. All routers within each area have detailed topology information pertaining to that 

specific area. These routers exchange intra-area routing information. The ABRs advertise 

summary information from each of their connected areas to other OSPF areas, allowing for 

inter-area routing within the domain. 

 

NOTE: OSPF ABRs and other OSPF router types are described in detail later in this chapter. 

 

Network Types 
 

OSPF uses different default network types for different media, which are as follows: 

 

 Non-Broadcast  

 Point-to-Point 

 Broadcast  

 Point-to-Multipoint 

 

Non-Broadcast networks are network types that do not support natively Broadcast or Multicast 

traffic. The most common example of a non-Broadcast network type is Frame Relay. Non-

Broadcast network types require additional configuration to allow for both Broadcast and 

Multicast support. On such networks, OSPF elects a Designated Router (DR) and/or a Backup 

Designated Router (BDR). These two routers are described later in this chapter.  

 

In Cisco IOS software, OSPF-enabled routers send Hello packets every 30 seconds on non-

Broadcast network types. If a Hello packet is not received in four times the Hello interval, or 120 

seconds, the neighbor router is considered ‘dead.’ The following illustrates the output of the 

show ip ospf interface command on a Frame Relay Serial interface: 

 
R2#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 150.1.1.2/24, Area 0 

  Process ID 2, Router ID 2.2.2.2, Network Type NON_BROADCAST, Cost: 64 

  Transmit Delay is 1 sec, State DR, Priority 1 
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  Designated Router (ID) 2.2.2.2, Interface address 150.1.1.2 

  Backup Designated router (ID) 1.1.1.1, Interface address 150.1.1.1 

  Timer intervals configured, Hello 30, Dead 120, Wait 120, Retransmit 5 

    oob-resync timeout 120 

    Hello due in 00:00:00 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 2, maximum is 2 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 1.1.1.1  (Backup Designated Router) 

  Suppress Hello for 0 neighbor(s) 

 

A point-to-point connection is simply a connection between two endpoints only. Examples of 

point-to-point connections include physical WAN interfaces using HDLC and PPP 

encapsulation, and Frame Relay and ATM point-to-point subinterfaces. No DR or BDR is 

elected on OSPF point-to-point network types. By default, OSPF sends Hello packets out every 

10 seconds on point-to-point network types. The ‘dead’ interval on these network types is four 

times the Hello interval, which is 40 seconds. The following illustrates the output of the show 

ip ospf interface command on a P2P link: 

 
R2#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 150.1.1.2/24, Area 0 

  Process ID 2, Router ID 2.2.2.2, Network Type POINT_TO_POINT, Cost: 64 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:03 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 1.1.1.1 

  Suppress Hello for 0 neighbor(s) 

 

Broadcast network types are those that natively support Broadcast and Multicast traffic, the 

most common example being Ethernet. As is the case with non-Broadcast networks, OSPF also 

elects a DR and/or a BDR on Broadcast networks. By default, OSPF sends Hello packets every 

10 seconds on these network types and a neighbor is declared ‘dead’ if no Hello packets are 

received within four times the Hello interval, which is 40 seconds. The following illustrates the 

output of the show ip ospf interface command on a FastEthernet interface: 

 
R2#show ip ospf interface FastEthernet0/0 
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FastEthernet0/0 is up, line protocol is up 

  Internet Address 192.168.1.2/24, Area 0 

  Process ID 2, Router ID 2.2.2.2, Network Type BROADCAST, Cost: 64 

  Transmit Delay is 1 sec, State BDR, Priority 1 

  Designated Router (ID) 192.168.1.3, Interface address 192.168.1.3 

  Backup Designated router (ID) 2.2.2.2, Interface address 192.168.1.2 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:04 

  Supports Link-local Signaling (LLS) 

  Index 1/1, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 192.168.1.3  (Designated Router) 

  Suppress Hello for 0 neighbor(s) 

 

Point-to-multipoint is a non-default OSPF network type. In other words, this network type must 

be configured manually using the ip ospf network point-to-multipoint [non-

broadcast] interface configuration command. By default, the command defaults to a 

Broadcast point-to-multipoint network type. This default network type allows OSPF to use 

Multicast packets to discover dynamically its neighbor routers. In addition, there is no DR/BDR 

election held on Broadcast point-to-multipoint network types. 

 

The [non-broadcast] keyword configures the point-to-multipoint network type as a non-

Broadcast point-to-multipoint network. This requires static OSPF neighbor configuration, as 

OSPF will not use Multicast to discover dynamically its neighbor routers. Additionally, this 

network type does not require the election of a DR and/or a BDR router for the designated 

segment. The primary use of this network type is to allow neighbor costs to be assigned to 

neighbors instead of using the interface-assigned cost for routes received from all neighbors. 

This concept will be described in detail later in this chapter. 

 

The point-to-multipoint network type is typically used in partial-mesh hub-and-spoke NBMA 

networks. However, this network type can also be specified for other network types, such as 

Broadcast Multi-Access networks (e.g., Ethernet). By default, OSPF sends Hello packets every 

30 seconds on point-to-multipoint networks. The default dead interval is four times the Hello 

interval, which is 120 seconds.  

 

The following illustrates the output of the show ip ospf interface command on a Frame 

Relay Serial interface that has been configured manually as a point-to-multipoint network: 

 
R2#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 150.1.1.2/24, Area 0 

 Process ID 2, Router ID 2.2.2.2, Network Type POINT_TO_MULTIPOINT, Cost: 64 
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  Transmit Delay is 1 sec, State POINT_TO_MULTIPOINT 

  Timer intervals configured, Hello 30, Dead 120, Wait 120, Retransmit 5 

    oob-resync timeout 120 

    Hello due in 00:00:04 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 2 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 1.1.1.1 

  Suppress Hello for 0 neighbor(s) 

 

The primary reason for the OSPF requirement that the network type be the same on both 

routers is because of the timer values. As illustrated in the outputs above, different network 

types use different Hello and Dead timer intervals. In order for an OSPF adjacency to be 

established successfully, these values must match on both routers.  

 

Cisco IOS software allows the default OSPF Hello and Dead timers to be changed using the ip 

ospf hello-interval <1-65535> and the ip ospf dead-interval [<1-

65535>|minimal] interface configuration commands. The ip ospf hello-interval 

<1-65535> command is used to specify the Hello interval in seconds. When issued, the 

software automatically configures the Dead interval to a value four times the configured Hello 

interval. For example, assume that a router was configured as follows: 

 
R2(config)#interface Serial0/0 

R2(config-if)#ip ospf hello-interval 1 

R2(config-if)#exit 

 

By setting the Hello interval to 1 on R2 above, Cisco IOS software automatically adjusts the 

default Dead timer to four times the Hello interval, which is 4 seconds. This is illustrated in the 

following output: 

 
R2#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 1, Dead 4, Wait 4, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:00 

... 

 

[Truncated Output] 
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While setting the Hello interval results in an automatic adjustment of the Dead timer, setting the 

Dead timer does not result in an automatic adjustment of the Hello interval. As an example, 

consider the following Dead timer configuration on the router: 

 
R2(config)#interface Serial0/0 

R2(config-if)#ip ospf dead-interval 60 

R2(config-if)#exit 

 

Despite this configuration, the Hello interval remains the same at 10 seconds (this is a P2P link) 

and is not affected by this configuration. This is illustrated in the following output: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 60, Wait 60, Retransmit 5 

    oob-resync timeout 60 

    Hello due in 00:00:09 

... 

 

[Truncated Output] 

 

NOTE: If the Dead interval is changed on one side of the link, or one of the routers on a multi-

access segment, the same value should be configured on all routers. Otherwise, OSPF 

adjacencies will not be established by the routers. 

 

Going back to the OSPF network types, note that different network types can be configured on 

either side of the link as long as the timer values are the same. However, when doing so, ensure 

that you configure similar network types.  

 

For example, you could adjust the OSPF timers to ensure that two routers, one configured with 

a Broadcast network type and the other with a non-Broadcast network type (because they both 

use DR and BDR routers), successfully establish an adjacency. The same could be applied to two 

routers, one configured with a point-to-point network type and the other configured with a 

point-to-multipoint network type, because neither type elects a DR or a BDR. The timers need to 

be changed only on one of the routers.  

 

To establish an OSPF adjacency between point-to-point and point-to-multipoint network types, 

change the point-to-point Hello and Dead timer values to match those of the point-to-

multipoint network type, or change those of the point-to-multipoint network type to match 

those of the point-to-point network type. Once the timers match, and assuming all other 

configuration is correct, the routers will establish an adjacency. 
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NOTE: While it is possible technically to establish an adjacency between dissimilar network 

types with the same timer values (e.g., between a Broadcast and a point-to-multipoint network 

type), for reasons beyond the scope of the ROUTE exam requirements, this is not recommended 

because it could result in unexpected behavior within the OSPF network.  

 

In addition to adjusting timer values to allow adjacencies to be established on different network 

types, OSPF timers can also be adjusted to reduce protocol convergence time. However, be 

cautious when setting aggressive timers, as this may cause more problems than are addressed. 

 

Designated and Backup Designated Routers 
 

As stated in the previous section, OSPF elects a Designated Router and/or a Backup Designated 

Router on Broadcast and non-Broadcast network types. It is important to understand that the 

BDR is not a mandatory component on these network types. In fact, OSPF will work just as well 

when only a DR is elected and there is no BDR; however, there will be no redundancy if the DR 

fails and the OSPF routers will need to go through the election process again to elect a new DR. 

 

On the segment, each individual non-DR/BDR router establishes an adjacency with the DR and, 

if one has also been elected, the BDR, but not with any other non-DR/BDR routers on the 

segment. The DR and BDR routers are fully adjacent with each other and all other routers on the 

segment. The non-DR/BDR routers send messages and updates to the AllDRRouters Multicast 

group address 224.0.0.6. Only the DR/BDR routers listen to Multicast messages sent to this 

group address. The DR then advertises messages to the AllSPFRouters Multicast group address 

224.0.0.5. This allows all other OSPF routers on the segment to receive the updates.  

 

It is important to understand the sequence of message exchanges when a DR and/or a BDR 

router have been elected. As an example, imagine a Broadcast network with four routers, which 

are R1, R2, R3, and R4. Assume that R4 has been elected DR, and R3 has been elected BDR. R2 

and R1 are neither DR nor BDR and are therefore referred to as DROther routers in Cisco OSPF 

terminology. A configuration change is made on R1 and R1 then sends an update to the 

AllDRRouters Multicast group address 224.0.0.6. R4, the DR, receives this update and sends an 

acknowledgement back to the AllSPFRouters Multicast group address 224.0.0.5. R4 then sends 

this update to all other non-DR/BDR routers using the AllSPFRouters Multicast group address. 

This update is received by the other DROther router, R2, and R2 sends an acknowledgement to 

the AllDRRouters Multicast group 224.0.0.6. This is illustrated in Figure  

3-2 below: 
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Fig. 3-2. OSPF DR and BDR Advertisements 

 

NOTE: The BDR simply listens to the packets sent to both Multicast groups. 

 

In order for a router to be the DR or the BDR for the segment, the router must be elected. This 

election is based on the following: 

 

 The highest router priority value 

 The highest router ID 

 

By default, all routers have a default priority value of 1. This value can be adjusted using the ip 

ospf priority <0-255> interface configuration command. The higher the priority, the 

greater the likelihood the router will be elected DR for the segment. The router with the second 

highest priority will then be elected BDR. If a priority value of 0 is configured, the router will 

not participate in the DR/BDR election process. 

 

When determining the OSPF router ID, Cisco IOS selects the highest IP address of configured 

Loopback interfaces. If no Loopback interfaces are configured, the software uses the highest IP 

address of all configured physical interfaces as the OSPF router ID. Cisco IOS software also 

allows administrators to specify the router ID manually using the router-id [address] 

router configuration command.  

 

It is important to remember that with OSPF, once the DR and the BDR have been elected, they 

will remain as DR/BDR routers until a new election is held. For example, if a DR and a BDR 

exist on a multi-access network and a router with a higher priority or IP address is added to the 



 Copyright Paul Browning 2014 – www.in60days.com 

same segment, the existing DR and BDR routers will not change. If the DR fails, the BDR will 

assume the role of the DR, not the new router with the higher priority or IP address. Instead, a 

new election will be held and that router will most likely be elected BDR. In order for that 

router to become the DR, the BDR must be removed or the OSPF process must be reset using 

the clear ip ospf command, forcing a new DR/BDR election. Once elected, OSPF uses the 

DR and the BDR routers as follows: 

 

 To reduce the number of adjacencies required on the segment 

 To advertise the routers on the multi-access segment 

 To ensure that updates are sent to all routers on the segment 

 

To better understand these fundamental concepts, reference the basic OSPF network topology 

illustrated in Figure 3-3 below: 
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Fig. 3-3. OSPF DR and BDR Fundamentals 

 

 

Referencing Figure 3-3, each router on the segment establishes an adjacency with the DR and 

the BDR but not with each other. In other words, non-DR/BDR routers do not establish an 

adjacency with each other. This prevents the routers on the segment from forming N(N-1) 

adjacencies with each other, which reduces excessive OSPF packet flooding on the segment. 

 

For example, without the concept of a DR/BDR on the segment, each individual router would 

need to establish an adjacency with every other router on the segment. This would result in 4(4-

1) or 12 adjacencies on the segment. However, with the DR/BDR, each individual router needs 
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to establish an adjacency with only these two routers and no other non-DR and BDR routers. 

The DR and BDR also establish an adjacency between themselves. This reduces the number of 

adjacencies required on the segment and on each individual OSPF router, which in turn reduces 

resources consumption (e.g., memory and processor utilization) on the routers. 

 

Regarding the second point, OSPF views a link as a connection between two routers or nodes. 

In multi-access networks, such as Ethernet, multiple routers can reside on the same segment, as 

illustrated in Figure 3-3. On such networks, OSPF uses the Network Link State Advertisement 

(Type 2 LSA) to advertise the routers on the multi-access segment. This LSA is generated by the 

DR and is flooded only within the area. Because the other non-DR/BDR routers do not establish 

adjacencies with each other, this LSA allows those routers to know about the other routers on 

the multi-access segment.  

 

To further clarify this point, referencing Figure 3-3, assuming that all routers on the segment 

have the default OSPF priority value of 1, R4 is elected as the Designated Router for the 

segment because it has the highest router ID. R3 is elected as Backup Designated Router for the 

segment because it has the second highest router ID. Because R2 and R1 are neither the DR nor 

the BDR, they are referred to as DROther routers in Cisco terminology. This can be validated 

using the show ip ospf neighbor command on all routers as follows: 

 
R1#show ip ospf neighbor 

 

Neighbor ID   Pri   State           Dead Time   Address         Interface 

2.2.2.2         1   2WAY/DROTHER    00:00:38    192.168.1.2     Ethernet0/0 

3.3.3.3         1   FULL/BDR        00:00:39    192.168.1.3     Ethernet0/0 

4.4.4.4         1   FULL/DR         00:00:38    192.168.1.4     Ethernet0/0 

 
R2#show ip ospf neighbor 

 

Neighbor ID  Pri   State         Dead Time   Address         Interface 

1.1.1.1        1   2WAY/DROTHER  00:00:32    192.168.1.1     FastEthernet0/0 

3.3.3.3        1   FULL/BDR      00:00:33    192.168.1.3     FastEthernet0/0 

4.4.4.4        1   FULL/DR       00:00:32    192.168.1.4     FastEthernet0/0 

 
R3#show ip ospf neighbor 

 

Neighbor ID  Pri   State         Dead Time   Address         Interface 

1.1.1.1        1   FULL/DROTHER  00:00:36    192.168.1.1     FastEthernet0/0 

2.2.2.2        1   FULL/DROTHER  00:00:36    192.168.1.2     FastEthernet0/0 

4.4.4.4        1   FULL/DR       00:00:35    192.168.1.4     FastEthernet0/0 

 
R4#show ip ospf neighbor 

 

Neighbor ID  Pri   State         Dead Time   Address         Interface 

1.1.1.1        1   FULL/DROTHER  00:00:39    192.168.1.1     FastEthernet0/0 

2.2.2.2        1   FULL/DROTHER  00:00:39    192.168.1.2     FastEthernet0/0 
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3.3.3.3        1   FULL/BDR      00:00:30    192.168.1.3     FastEthernet0/0 

 

NOTE: The DROther routers remain in the 2WAY/DROTHER state because they exchange 

their databases only with the DR and the BDR routers. Therefore, because there is no full 

database exchange between the DROther routers, they will never reach the OSPF Full adjacency 

state. 

 

Because R4 has been elected DR, it generates the Network LSA, which advertises the other 

routers on the multi-access segment. This LSA advertises the routers on the multi-access 

segment. This can be verified using the show ip ospf database network [link state 

ID] command on any router on the segment or the show ip ospf database network 

self-originate command on the DR only. The following illustrates the output of the show 

ip ospf database network self-originate command on the DR (R4): 

 
R4#show ip ospf database network self-originate 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 429 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 192.168.1.4 (address of Designated Router) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000006 

  Checksum: 0x7E08 

  Length: 40 

  Network Mask: /24 

        Attached Router: 4.4.4.4 

        Attached Router: 1.1.1.1 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 

Referencing the output above, the DR (R4) originates the Type 2 (Network LSA) representing 

the 192.168.1.0/24 subnet. Because multiple routers exist on this subnet, this 192.168.1.0/24 

subnet is referred to as a transit link in OSPF terminology. The Advertising Router field shows 

the router that originated this LSA. The Network Mask field shows the subnet mask of the 

transit network, which is 24-bit or 255.255.255.0.  

 

The Attached Router fields list the router IDs of all routers that are on the network segment. 

This allows all of the routers on the segment to know what other routers also reside on the 

segment. The output of the show ip ospf database network [link state ID] 

command on R1, R2, and R3 reflects the same information as illustrated in the following 

outputs: 
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R2#show ip ospf database network 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 923 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 192.168.1.4 (address of Designated Router) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000006 

  Checksum: 0x7E08 

  Length: 40 

  Network Mask: /24 

        Attached Router: 4.4.4.4 

        Attached Router: 1.1.1.1 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 
R1#show ip ospf database network 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 951 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 192.168.1.4 (address of Designated Router) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000006 

  Checksum: 0x7E08 

  Length: 40 

  Network Mask: /24 

        Attached Router: 4.4.4.4 

        Attached Router: 1.1.1.1 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 
R3#show ip ospf database network 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 
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                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 988 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 192.168.1.4 (address of Designated Router) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000006 

  Checksum: 0x7E08 

  Length: 40 

  Network Mask: /24 

        Attached Router: 4.4.4.4 

        Attached Router: 1.1.1.1 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 

The functionality of the Network LSA and how it is correlated to another LSA, specifically the 

Router LSA (Type 1), will be described in detail later in this chapter. For this section, primary 

emphasis should be placed on understanding that the DR generates and advertises the Network 

LSA on the multi-access segment to advertise other routers that reside on the same segment. 

This is because routers on the segment establish an adjacency only with the DR and the BDR 

routers and not with each other. Without an adjacency with each other, the routers would never 

know about other non-DR/BDR routers on the multi-access segment. 

 

Finally, regarding the third point made on DR/BDR routers, the DR/BDR routers ensure that all 

routers on the segment have complete databases. Non-DR/BDR routers send updates to the 

Multicast group address 224.0.0.6 (AllDRRouters). The DR then advertises these updates to 

other non-DR/BDR routers by sending the update to the Multicast group address 224.0.0.5 

(AllSPFRouters). Figure 3-4 below illustrates an update from R1 (a DROther) to the DR group 

address referencing the routers illustrated in Figure 3-3: 
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Fig. 3-4. DROther Update to DR/BDR Group Address 

 

 

R4 (DR) receives this update and in turn sends the same to Multicast group address 224.0.0.5. 

This group address is used by all OSPF routers, ensuring that all other routers on the segment 

receive this update. This update from the DR (R4) is illustrated in Figure 3-5 below: 

 

 

 
 

Fig. 3-5. DR Update to OSPF Group Address 

 

 

NOTE: We can determine this is the Update from R1 because the Advertising Router field in 

both Figures 3-4 and 3-5 contains the router ID (RID) of R1, which is 1.1.1.1. 

 

NOTE: The other LSAs used by OSPF will be described in detail later in this chapter. 
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Additional Router Types 
 

In addition to the Designated Router and the Backup Designated Router on multi-access 

segments, OSPF routers are also described based on their location and function within the OSPF 

network. The additional router types that are commonly found within the OSPF network 

include the following: 

 

 Area Border Routers 

 Autonomous System Boundary Routers 

 Internal Routers 

 Backbone Routers 

 

Figure 3-6 below illustrates a basic OSPF network comprised of two areas, the OSPF backbone 

area and an additional normal OSPF area (Area 2).R2 has an external BGP neighbor relationship 

with R1. This diagram will be used to describe the different OSPF router types within this 

network. 

 

 

R3

R1

R4

R2

Area 2

Area 0

External BGP Peering

 
 

Fig. 3-6. Additional OSPF Router Types 
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An Area Border Router (ABR) is an OSPF router that connects one or more OSPF areas to the 

OSPF backbone. This means that it must have at least one interface in Area 0 and another 

interface, or interfaces, within a different OSPF area. ABRs are members of all areas to which 

they belong and keep a separate Link State Database for every area to which they belong. 

Referencing Figure 3-6, R3 would be considered an ABR, as it connects Area 2 to the OSPF 

backbone, or Area 0. 

 

An Autonomous System Boundary Router (ASBR), in the traditional sense, resides at the edge 

of the routing domain and defines the boundary between the internal and the external 

networks. Referencing Figure 3-6, R2 would be considered an ASBR. In addition to injecting 

routing information from other protocols (e.g., BGP), a router can also be classified as an ASBR 

if it injects static routes or connected subnets into the OSPF domain.  

 

Internal routers maintain all operational interfaces within a single OSPF area. Based on the 

network topology illustrated in Figure 3-6, R4 would be considered an internal router because 

its only interface resides within a single OSPF area. 

 

Backbone routers are routers that have an interface in the OSPF backbone. Backbone routers can 

include routers that have interfaces only in the OSPF backbone area or routers that have an 

interface in the OSPF backbone area as well as interfaces in other areas (ABRs). Based on the 

topology illustrated in Figure 3-6, both R2 and R3 would be considered backbone routers. 

 

NOTE: OSPF routers can have multiple roles. For example, R2 is both an ASBR and a backbone 

router, while R3 is both a backbone router and an ABR. Throughout this chapter, we will take a 

detailed look at these types of routers and their roles and functions within the OSPF domain.  

 

 

OSPF Configuration Fundamentals 
 

This section describes OSPF configuration fundamentals and builds upon the configuration of 

OSPF as described in the CCNA certification course. 

 

Enabling OSPF in Cisco IOS Software 
 

OSPF is enabled in Cisco IOS software by issuing the router ospf [process id] global 

configuration command. The [process id] is locally significant and does not need to be the 

same on all routers in the network in order to establish an adjacency. The use of the locally 

significant process ID allows you to configure multiple instances of OSPF on the same router. 

 

The OSPF process ID is an integer between 1 and 65535. Each OSPF process maintains its own 

separate Link State Database; however, all routes are entered into the same IP routing table. In 

other words, there is no unique IP routing table for each individual OSPF process configured on 
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the router. A separate routing table is used only when OSPF Virtual Routing and Forwarding or 

VPN Routing and Forwarding (VRF) configuration is implemented on the router. VRF will be 

described in detail later in this guide. 

 

In earlier versions of Cisco IOS software, OSPF would not be enabled if the router did not have 

at least one interface configured with a valid IP address in the up/up state. This restriction has 

been removed in current versions of Cisco IOS software. In the event that the router has no 

interfaces configured with a valid IP address and in the up/up state, Cisco IOS will create a  

Proximity Database (PDB) and allow the process to be created. However, it is important to 

remember that the process will be inactive until a router ID is selected, which can be performed 

in the following two ways: 

 

1. Configuring a valid IP address on an interface and bringing the interface up 

2. Configuring the router ID manually using the router-id command 

 

As an example, consider the following router, which has all interfaces disabled: 
 
R3#show ip interface brief 

Interface          IP-Address      OK? Method Status                Protocol 

FastEthernet0/0    unassigned      YES manual administratively down down 

Serial0/0          unassigned      YES NVRAM  administratively down down 

Serial0/1          unassigned      YES unset  administratively down down 

 

Next, OSPF is enabled on the router using the router ospf [process id] global 

configuration command as illustrated in the following output: 

 
R3(config)#router ospf 1 

R3(config-router)#exit 

 

Based on this configuration, Cisco IOS software assigns the process a default router ID of 0.0.0.0 

as illustrated in the following output of the show ip protocols command: 

 
R3#show ip protocols 

Routing Protocol is "ospf 1" 

  Outgoing update filter list for all interfaces is not set 

  Incoming update filter list for all interfaces is not set 

  Router ID 0.0.0.0 

  Number of areas in this router is 0. 0 normal 0 stub 0 nssa 

  Maximum path: 4 

  Routing for Networks: 

 Reference bandwidth unit is 100 mbps 

  Routing Information Sources: 

    Gateway         Distance      Last Update 

  Distance: (default is 110) 
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However, the show ip ospf [process id] command reveals that the process is not 

actually active and indicates that a router ID needs to be configured as illustrated below: 

 
R3#show ip ospf 1 

%OSPF: Router process 1 is not running, please configure a router-id 

 

Enabling OSPF Routing for Interfaces or Networks 
 

After OSPF has been enabled, two actions can be performed to enable OSPF routing for one or 

more networks or interfaces on the router as follows: 

 

1. Using the [network] [wildcard] area [area id] router configuration 

command 

2. Using the ip ospf [process id] area [area id] interface configuration 

command 

 

The network [network] [wildcard] area [area id] router configuration command 

is a legacy method (regarding the newer Cisco IOS versions) of enabling OSPF routing for one 

or more links. Unlike EIGRP, the wildcard mask is mandatory in OSPF and must be configured; 

however, as is the case with EIGRP, it serves the same function in that it matches interfaces 

within the range specified. As an example, the statement network 10.0.0.0 

0.255.255.255 Area 0 would enable OSPF routing for interfaces with the IP address and 

subnet mask combination of 10.0.0.1/30, 10.5.5.1/24, and even 10.10.10.1/25. The interfaces 

would all be assigned to OSPF Area 0 based on the OSPF network configuration. 

 

NOTE: As was described in Chapter 2, the wildcard mask for OSPF can also be entered in the 

same format as a traditional subnet mask, for example, network 10.0.0.0 255.0.0.0 

Area 0. In this case, Cisco IOS software will invert the subnet mask and the wildcard mask 

will be entered into the running configuration. In addition, it is important to remember that 

OSPF also supports the use of the all ones or all zeros wildcard mask to enable OSPF routing for 

a specific interface. This configuration enables OSPF on a particular interface but the router 

advertises the actual subnet mask configured on the interface itself. 

 

After the network [network] [wildcard] area [area id] command has been issued, 

the router sends out Hello packets on interfaces matching the specified network and wildcard 

mask combination and attempts to discover neighbors. The connected subnet is then advertised 

to one or more neighbor routers during the OSPF database exchange, and, finally, this 

information is then added to the OSPF Link State Database of the OSPF routers. 

 

When the network [network] [wildcard] area [area id] command is issued, the 

router matches the most specific entry in order to determine the area the interface will be 

assigned to. Consider the following OSPF network statement configurations, as an example: 
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 First configuration statement: network 10.0.0.0 0.255.255.255 Area 0 

 Second configuration statement: network 10.1.0.0 0.0.255.255 Area 1 

 Third configuration statement: network 10.1.1.0 0.0.0.255 Area 2 

 Fourth configuration statement: network 10.1.1.1 0.0.0.0 Area 3 

 Fifth configuration statement: network 0.0.0.0 255.255.255.255 Area 4 
 

Following this configuration on the router, the Loopback interfaces shown in Table 3-1below 

are then configured on the same router: 

 

Table 3-1. Assigning Interfaces to OSPF Areas 

 

Interface IP Address/Mask 
Loopback 0 10.0.0.1/32 

Loopback 1 10.0.1.1/32 

Loopback 2 10.1.0.1/32 

Loopback 3 10.1.1.1/32 

Loopback 4 10.2.0.1/32 

 

 

As was previously stated, when the network [network] [wildcard] area [area id] 

command is issued, the router matches the most specific entry in order to determine the area in 

which the interface will be assigned. Taking the network statement configuration and the 

Loopback interfaces configured on the router, the show ip ospf interface brief 

command would show that the interfaces were assigned to the following OSPF areas: 

 
R1#show ip ospf interface brief 

Interface    PID   Area            IP Address/Mask    Cost  State Nbrs F/C 

Lo4          1     0               10.2.0.1/32        1     LOOP  0/0 

Lo1          1     0               10.0.1.1/32        1     LOOP  0/0 

Lo0          1     0               10.0.0.1/32        1     LOOP  0/0 

Lo2          1     1               10.1.0.1/32        1     LOOP  0/0 

Lo3          1     3               10.1.1.1/32        1     LOOP  0/0 

 

NOTE: Regardless of the order in which the network statements are entered, within the 

running configuration, the most specific entries are listed first in the output of the show 

running-config command on the router. 

 

The ip ospf [process id] area [area id] interface configuration command negates 

the need to use the network [network] [wildcard] area [area id] router 

configuration command. This command enables OSPF routing for the specified interface and 

assigns the interface to the specified OSPF area. These two commands perform the same basic 

function and may be used interchangeably.  
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Additionally, if, for example, two routers are connected back-to-back, with one router 

configured using the ip ospf [process id] area [area id] interface configuration 

command and the neighbor router configured using the network [network] [wildcard] 

area [area id] router configuration command, then, assuming the area IDs are the same, 

the routers will successfully establish an OSPF adjacency. 

 

Using the OSPF Interface and Network Configuration Commands 

 

There are several important reasons for using both the ip ospf [process id] area 

[area id] interface configuration command and the network [network] [wildcard] 

area [area id] router configuration command with which you should be familiar. These 

aspects are described in detail in the sections that follow. 

 

The first important reason is that if an interface is already enabled for OSPF routing via the use 

of the network command, and the ip ospf interface configuration command is issued 

assigning the interface to a different OSPF process or area, then the explicit interface 

configuration will be used. Assume that a Cisco IOS router has the following Loopback 

interfaces configured on it: 

 
R2#show ip interface brief | include Loopback 

Loopback0               10.2.2.2        YES manual up up   

Loopback1               20.2.2.2        YES manual up up   

 

Next, an OSPF process ID of 1 is enabled on the router and both Loopback interfaces are 

assigned to Area 1 under this process as illustrated in the following output: 

 
R2(config)#router ospf 1 

R2(config-router)#network 10.2.2.2 0.0.0.0 Area 1 

R2(config-router)#network 20.2.2.2 0.0.0.0 Area 1 

R2(config-router)#exit 

 

Based on this configuration, the Loopback interfaces are both assigned to Area 1 under an OSPF 

process ID of 1. This can be validated using the show ip ospf interface brief command 

as illustrated in the following output: 

 
R2#show ip ospf interface brief 

Interface    PID   Area            IP Address/Mask    Cost  State Nbrs F/C 

Lo0          1     1               10.2.2.2/32        1     LOOP  0/0 

Lo1          1     1               20.2.2.2/32        1     LOOP  0/0 

 

This same information can be validated by using the show ip ospf interface command as 

illustrated in the following output: 

 
R2#show ip ospf interface Loopback0 
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Loopback0 is up, line protocol is up 

  Internet Address 10.2.2.2/32, Area 1 

  Process ID 1, Router ID 2.2.2.2, Network Type LOOPBACK, Cost: 1 

  Loopback interface is treated as a stub Host 

 

Now the ip ospf interface configuration command is issued under Loopback 0 using a local 

process ID of 2 and assigning this interface to Area 2 as follows: 

 
R2(config)#interface Loopback0 

R2(config-if)#ip ospf 2 Area 2 

R2(config-if)#exit 

 

Based on this configuration, the ip ospf interface-specific configuration takes precedence 

over the network configuration and the interface will be removed from process ID 1 and 

reattached to process ID 2. This is illustrated in the following output: 

 
R2#show ip ospf interface brief 

Interface    PID   Area            IP Address/Mask    Cost  State Nbrs F/C 

Lo1          1     1               20.2.2.2/32        1     LOOP  0/0 

Lo0          2     2               10.2.2.2/32        1     LOOP  0/0 

 

A detailed look at the interface reveals that it is configured using interface-specific 

configuration and not the network router configuration command as illustrated in the 

following output: 

 
R2#show ip ospf interface Loopback0 

Loopback0 is up, line protocol is up 

  Internet Address 10.2.2.2/32, Area 2 

  Process ID 2, Router ID 2.2.2.3, Network Type LOOPBACK, Cost: 1 

  Enabled by interface config, including secondary ip addresses 

  Loopback interface is treated as a stub Host 

 

By default, the ip ospf interface configuration command also enables OSPF routing for any 

secondary addresses configured on the interface as illustrated above. However, this default 

behavior can be disabled by issuing the ip ospf [process id] area [area id] 

secondaries none interface configuration command when enabling OSPF under the desired 

interface. This is illustrated in the following configuration output: 

 
R2(config)#interface Loopback0 

R2(config-if)#ip ospf 1 Area 1 secondaries none 

R2(config-if)#exit 

 

The show ip ospf interface command can be used to validate this configuration as 

illustrated in the following output: 
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R2#show ip ospf interface Loopback0 

Loopback0 is up, line protocol is up 

  Internet Address 10.2.2.2/32, Area 1 

  Process ID 1, Router ID 10.2.2.2, Network Type LOOPBACK, Cost: 1 

  Enabled by interface config, excluding secondary ip addresses 

  Loopback interface is treated as a stub Host 

 

In addition, also keep in mind that even though the ip ospf interface configuration command 

has been issued for the Loopback interface, the network configuration is not removed from the 

configuration. It must be removed manually from the router configuration. 

 

The second important reason is that the ip ospf interface configuration command can be used 

even if the router ospf command has not been issued. In such cases, Cisco IOS software 

simply creates the OSPF process ID specified using the interface configuration command. This 

is performed transparently; that is, there is no warning or other message printed on the console 

indicating that a new OSPF process has been enabled based on the new interface configuration. 

 

The third important reason is that if the interface is included for the same OSPF process ID and 

resides in the same area for both the network and the ip ospf interface configuration 

commands, then, again, the ip ospf interface configuration command takes precedence and 

the router will indicate that the interface has been configured using an interface-specific 

command, even though the network statement is retained. As an example, assume that 

Loopback 0 is enabled under a process ID of 1 and is assigned to Area 1 as illustrated in the 

following configuration: 

 
R2(config)#router ospf 1 

R2(config-router)#network 10.2.2.2 0.0.0.0 Area 1 

R2(config-router)#exit 

 

The output of the show ip ospf interface command reveals that the interface falls under 

the process ID of 1 configuration and is assigned to Area 1 as follows: 

 
R2#show ip ospf interface Loopback0 

Loopback0 is up, line protocol is up 

  Internet Address 10.2.2.2/32, Area 1 

  Process ID 1, Router ID 2.2.2.2, Network Type LOOPBACK, Cost: 1 

  Loopback interface is treated as a stub Host 

 

Next, the interface-specific configuration is applied using the same OSPF process ID and area 

allocation as illustrated in the following output: 

 
R2(config)#interface Loopback0 

R2(config-if)#ip ospf 1 Area 1 

R2(config-if)#exit 
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The output of the show ip ospf interface command now displays the following: 

 
R2#show ip ospf interface Loopback0 

Loopback0 is up, line protocol is up 

  Internet Address 10.2.2.2/32, Area 1 

  Process ID 1, Router ID 2.2.2.2, Network Type LOOPBACK, Cost: 1 

  Enabled by interface config, including secondary ip addresses 

  Loopback interface is treated as a stub Host 

 

NOTE: You can also use the show ip protocols command to determine which interfaces 

have interface-specific configuration applied to them as follows: 

 
R2#show ip protocols 

Routing Protocol is "ospf 1" 

  Outgoing update filter list for all interfaces is not set 

  Incoming update filter list for all interfaces is not set 

  Router ID 2.2.2.2 

  Number of areas in this router is 1. 1 normal 0 stub 0 nssa 

  Maximum path: 4 

  Routing for Networks: 

    10.2.2.2 0.0.0.0 Area 1 

    20.2.2.2 0.0.0.0 Area 1 

  Routing on Interfaces Configured Explicitly (Area 1): 

    Loopback0 

 Reference bandwidth unit is 100 mbps 

  Routing Information Sources: 

    Gateway         Distance      Last Update 

  Distance: (default is 110) 

 

The fourth important reason is that if OSPF routing is enabled for an interface using ip ospf 

interface-specific configuration and the no router ospf [process id] command is 

issued on the router specifying the process ID configured on the interface, then the interface-

specific configuration is removed along with all other configuration for that OSPF process.  

 

However, if OSPF routing is enabled for an interface using the ip ospf interface-specific 

configuration, and the same process is also configured globally on the router with one or more 

network commands, then issuing the no ip ospf interface configuration command does not 

remove the global OSPF configuration on the router.  

 

OSPF Area Fundamentals 
 

The OSPF area ID may be configured either as an integer between 0 and 4294967295 or using 

dotted-decimal notation (i.e., using IP address format). Unlike the OSPF process ID, the OSPF 

area ID must match in order for adjacency to be established. Mismatched area IDs are 

analogous to mismatched EIGRP autonomous system numbers. The most common type of 
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OSPF area configuration is using an integer to specify the OSPF area. However, ensure that you 

are familiar with both supported methods of area configuration.  

 

 

OSPF Packet Types 
 

The different types of packets sent by OSPF routers are contained in the common 24-byte OSPF 

header. While delving into the specifics of the OSPF header is beyond the scope of the ROUTE 

exam requirements, it is still important to have a basic understanding of the fields contained 

within this header and what they are used for. Figure 3-7 below illustrates the common 24-octet 

OSPF header: 

 

 

Version Type Packet Length

Router ID

Area ID

Checksum Authentication Type

Authentication Data

 

Fig. 3-7. The OSPF Packet Header 

 
 

The 8-bit Version field specifies the OSPF version. The default value for this field is 2. However, 

when OSPFv3 is enabled, this field is also set to 3. OSPFv3 will be described in detail later in 

this guide.  

 

The 8-bit Type field is used to specify the OSPF packet type. The five main OSPF packet types, 

which are described in detail later in this chapter, are as follows: 

 

 Type 1 = Hello packet 
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 Type 2 = Database Description packet 

 Type 3 = Link State Request packet 

 Type 4 = Link State Update packet 

 Type 5 = Link State Acknowledgement packet 
 

The 16-bit Packet Length field is used to specify the length of the protocol packet. This length 

includes the standard OSPF header.  

 

The 32-bit Router ID field is used to specify the IP address of the router from which the packet 

originated. On Cisco IOS devices, this field will contain the highest IP address of all physical 

interfaces configured on the device running OSPF. If Loopback interfaces are configured on the 

device, the field will contain the highest IP address of all configured Loopback interfaces. 

Alternatively, this field can also contain a manually configured router ID if one has been 

explicitly configured or specified by the administrator. 

 

NOTE: When the router ID has been selected, it will never change unless the router is reloaded, 

the interface that the IP address was derived from is shut down or removed, or the OSPF 

process is reset using the clear ip ospf process privileged EXEC command on the router. 

 

The 32-bit Area ID field is used to identify the OSPF area of the packet. A packet can belong 

only to a single OSPF area. If the packet is received via a virtual link, then the Area ID will be 

the OSPF backbone, or Area 0. Virtual links are described in detail later in this chapter.  

 

The Checksum field is 16-bits long and indicates the standard IP checksum of the entire 

contents of the packet, starting with the OSPF packet header but excluding the 64-bit 

Authentication Data field. If the packet’s length is not an integral number of 16-bit words, the 

packet is padded with a byte of zero before being checksummed. 

 

The 16-bit Authentication (Auth) Type field identifies the type of authentication used. This field 

is valid only for OSPFv2 and may contain one of the following three codes: 

 

 Code 0 – This means that there is null (no) authentication; this is the default 

 Code 1 – This means that the authentication type is plain text 

 Code 2 – This means that the authentication type is Message Digest 5 (MD5) 

 

NOTE: OSPF authentication is a core ROUTE exam requirement. It is described later in this 

chapter. 
 

Finally, the 64-bit Authentication Data field is for the actual authentication information or data, 

if authentication has been enabled. It is important to remember that this field is valid only for 

OSPFv2. If plain text authentication is being used, this field contains the authentication key. 

However, if MD5 authentication is being used, this field is redefined into several other fields, 
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which are beyond the scope of the ROUTE exam requirements. Figure 3-8 below shows the 

different fields as they appear in a wire capture of an OSPF packet: 

 

 

 
 

Fig. 3-8. OSPF Packet Header Capture 

 

 

Within the OSPF packet header, the 8-bit Type field is used to specify the OSPF packet type. 

Again, the five OSPF packet types are as follows: 

 

 Type 1 = Hello packet 

 Type 2 = Database Description packet 

 Type 3 = Link State Request packet 

 Type 4 = Link State Update packet 

 Type 5 = Link State Acknowledgement packet 

 

OSPF Hello Packets 
 

Hello packets are used to discover other directly connected OSPF routers and to establish OSPF 

adjacencies between OSPF routers. OSPF uses Multicast to send Hello packets for Broadcast and 

point-to-point network types. These packets are addressed to the AllSPFRouters Multicast 

group address 224.0.0.5. For non-Broadcast links (e.g., Frame Relay), OSPF uses Unicast to send 

Hello packets directly to statically configured neighbors.  

 

NOTE: By default, all OSPF packets (i.e., Multicast and Unicast) are sent with an IP TTL of 1. 

This limits these packets to the local link. In other words, you cannot establish an OSPF 

adjacency with another router that is more than one hop away. This is also applicable to EIGRP. 

 

OSPF Hello packets are also used on Broadcast links to elect a Designated Router (DR) and a 

Backup Designated (BDR) router. The DR listens specifically to the Multicast address 224.0.0.6 
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(AllDRRouters). The DR and the BDR were described in detail previously in this chapter.  

Figure 3-9 below illustrates the fields contained within the OSPF Hello packet: 

 

 

 
 

Fig. 3-9. OSPF Hello Packet 

 

 

The 4-byte Network Mask field contains the subnet mask of the advertising OSPF interface. The 

network mask is checked only on Broadcast media. Unnumbered point-to-point interfaces and 

virtual links, both of which will be described later in this chapter, set this value to 0.0.0.0.  

 

The 2-byte Hello field displays the value of the Hello interval, which is the number of seconds 

between two Hello packets, requested by the advertising router. Possible values range from 1 to 

255. By default, the Hello interval is 10 seconds on Broadcast and point-to-point media and 30 

seconds on all other media. 

 

The 1-byte Options field is used by the local router to advertise optional capabilities. Each bit in 

the Options field represents a different function. The various bit definitions are as follows: 

 

 The DN bit is used for loop prevention in a Virtual Private Network environment. An 

OSPF router receiving an update with this bit set does not forward that update. 
 

 The O bit indicates that the local router supports Opaque LSAs, mentioned in RFC 2370. 

Opaque LSAs are described later in this chapter. 
 

 The DC bit indicates that the local router supports Demand Circuits, mentioned in RFC 

1793. Demand Circuits are described later in this chapter. 
 

 The L bit, which is set only in OSPF Hello and Database Description packets, indicates 

that the local router supports Link Local Signaling (LLS). When this bit is sent, OSPF 
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routers add a special data block at the end of OSPF packets or right after the 

authentication data block when cryptographic authentication is used. LLS is beyond the 

scope of the ROUTE exam requirements and will not be described in any further detail 

in this guide. 
 

 The NP bit describes the handling and support of Not-So-Stubby Area (NSSA) LSAs, 

mentioned in RFC 1587. NSSAs are described later in this chapter. 
 

 The MC bit indicates that the local router supports Multicast OSPF LSAs. This is not 

supported in Cisco IOS software, as Cisco does not support Multicast OSPF. 

 

 The E bit describes the handling and support of external LSAs. 
 

The 1-byte Router Priority field contains the priority of the local router. By default, this field has 

a value of 1. The value is used in the election of the Designated Router and the Backup 

Designated Router. Possible values range from 0 to 255. The higher the priority, the higher the 

chances the local router will become the DR. A priority value of 0 means the local router will 

not participate in the DR or the BDR election. 

 

The 4-byte Router Dead Interval field shows the value of the dead interval. The dead interval is 

the time (seconds) before a neighbor router is declared dead. This value is requested by the 

advertising router. The default value for the dead interval is four times the value of the Hello 

interval, which would be a default of 40 seconds on Broadcast and point-to-point interfaces and 

120 seconds on all other types of media.  

 

The 4-byte Designated Router field lists the IP address of the DR. A value of 0.0.0.0 is used 

when no designated router has been elected, for example, on a point-to-point link or when a 

router has been explicitly configured not to participate in this election. 

 

The 4-byte Backup Designated Router field identifies the BDR and lists the interface address of 

the current BDR. A value of 0.0.0.0 is used when no BDR has been elected. 

 

Finally, the (Active) Neighbor field is a variable length field that displays the router ID of all 

OSPF routers for which a Hello packet has been received on the network segment. 

 

Database Description Packets 
 

Database Description packets are used during the database exchange when each OSPF router 

advertises its local database information. These packets are commonly referred to as DBD 

packets or also as DD packets. The first DBD packet is used for the Master and Slave election for 

database exchange. The DBD packet also contains the initial sequence number selected by the 

Master. The router with the highest router ID becomes the Master and initiates database 

synchronization. This is the only router that can increment the sequence number. The Master 
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router begins the database exchange and polls the Slave for information. The Master and Slave 

election is held on a per-neighbor basis. 

 

It is important to understand that the Master and Slave election process is not the same as the 

DR and BDR election process. This is commonly incorrectly assumed. The Master and Slave 

election process is based solely on the router with the highest IP address; however, the DR/BDR 

election process may be determined using either the IP address or the priority value.  

 

Assume, for example, two routers named R1 and R2 are beginning the adjacency establishment 

process. R1 has a RID of 1.1.1.1 while R2 has a RID of 2.2.2.2. The network administrator has 

configured R1 with an OSPF priority value of 255 to ensure that this router will be elected the 

DR. During the Master and Slave determination process, R2 will be elected master by virtue of 

the higher RID. However, the priority value configured on R1 results in R1 being elected the 

DR. In essence, the DR (R1) can be the Slave during the Master and Slave election process. 

 

After the Master and Slave have been elected, DBD packets are used to summarize the local 

database by sending LSA headers to the remote router. The remote router analyzes these 

headers to determine whether it lacks any information within its own copy of the LSDB. The 

OSPF Database Description packet is illustrated in Figure 3-10 below: 

 

 

 
 

Fig. 3-10. OSPF Database Description Packet 

 

 

Within the DBD packet, the 2-byte Interface MTU field contains the MTU value, in octets, of the 

outgoing interface. In other words, this field contains the largest data size that can be sent 

through the associated interface (in bytes). When the interface is used on a virtual link, the field 

is set to a value of 0x0000. In order for an OSPF neighbor adjacency to be established 
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successfully, the MTU must be the same on all routers. If you change this value on one router, 

you must configure the same value on all other routers on the same subnet. 

 

NOTE: The interface MTU values for EIGRP do not have to be the same in order for an EIGRP 

neighbor relationship to be established successfully. 

 

The 1-byte Options field contains the same options contained within the OSPF Hello packet. For 

brevity, these options will not be described again. 

 

The Database Description or Flags field is a 1-byte field that provides an OSPF router with the 

capability to exchange multiple DBD packets with a neighbor during an adjacency formation. 

The various bit definitions contained within this field are as follows: 

 

 The R bit indicates Out-Of-Band (OOB) LSDB resynchronization. All DBD packets sent 

during the OOB resynchronization procedure are sent with the R-bit set. Going into 

detail on this field is beyond the scope of the ROUTE exam requirements. 

 

 The Initial (I) bit designates whether this DBD packet is the first in a series of packets. 

The first DBD packet has a value of 1, while subsequent packets have a value of 0. 

 

 The More (M) bit informs the neighboring router whether the DBD packet is the last in a 

series. The last packet has a value of 0, while previous packets have a value of 1. In other 

words, if this field has a value of 1, it means more packets will follow. 

 

 The Master/Slave (MS) bit is used to identify which OSPF router is in control of the 

actual database synchronization process. The Master router uses a value of 1 in this field, 

while the Slave uses a value of 0 in this field. 
 

The 4-byte DBD Sequence Number field is used to guarantee that all DBD packets are received 

and processed during the synchronization process through use of a sequence number. The 

Master router initializes this field to a unique value in the first DBD packet, with each 

subsequent packet being incremented by 1. The sequence number is incremented only by the 

Master. 

 

Finally, the variable length LSA Header field carries the LSA headers describing the local 

router’s database information. Each header is 20 octets in length and uniquely identifies each 

LSA in the database. Each DBD packet may contain multiple LSA headers.  

 

Link State Request Packets 
 

Link State Request (LSR) packets are sent by OSPF routers to request missing or out-of-date 

database information. These packets contain identifiers that uniquely describe the requested 

Link State Advertisement. An individual LSR packet may contain a single set of identifiers or 
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multiple sets of identifiers to request multiple Link State Advertisements. LSR packets are also 

used after database exchange to request LSAs that were seen during the database exchange that 

the local router does not have. Figure 3-11 below illustrates the format of the OSPF LSR packet: 

 

 

 
 

Fig. 3-11. OSPF Link State Request Packet 

 

 

The 4-byte Link State Advertisement Type field contains the type of LSA being requested. It 

may contain one of the following fields: 

 

 Type 1 = Router Link State Advertisement  

 Type 2 = Network Link State Advertisement 

 Type 3 = Network Summary Link State Advertisement 

 Type 4 = ASBR Summary Link State Advertisement 

 Type 5 = AS External Link State Advertisement  

 Type 6 = Multicast Link State Advertisement 

 Type 7 = NSSA External Link State Advertisement  

 Type 8 = External Attributes Link State Advertisement 

 Type 9 = Opaque Link State Advertisement – Link Local 

 Type 10 = Opaque Link State Advertisement – Area  

 Type 11 = Opaque Link State Advertisement – Autonomous System  

 

NOTE: The LSAs listed above are described in detail in the following section. 

 

The 4-byte Link State ID field encodes information specific to the LSA. The information that is 

contained in this field depends on the type of LSA. Finally, the 4-byte Advertising Router field 

contains the RID of the router that first originated the LSA. 

 

Link State Update Packets 
 

Link State Update (LSU) packets are used by the router to advertise LSAs. LSU packets may be 

Unicast to an OSPF neighbor in response to a received Link State Request from that neighbor. 
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Most commonly, however, they are reliably flooded throughout the network to the 

AllSPFRouters Multicast group address 224.0.0.5 until each router has a copy. The flooded 

updates are then acknowledged in the LSA Acknowledgement packet. If the LSA is not 

acknowledged, it will be retransmitted every five seconds, by default. Figure 3-12 below shows 

an LSU sent to a neighbor in response to an LSR: 

 

 

 
 

Fig. 3-12. Unicast LSU Packet 

 

 

Figure 3-13 below illustrates an LSU that is reliably flooded to the Multicast group address 

224.0.0.5: 

 

 

 
 

Fig. 3-13. Multicast LSU Packet 
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The LSU is comprised of two parts. The first is the 4-byte Number of LSAs field. This field 

displays the number of LSAs carried within the LSU packet. The second part is one or more 

Link State Advertisements. This variable-length field contains the complete LSA. Each type of 

LSA has a common header format along with specific data fields to describe its information. An 

LSU packet may contain a single LSA or multiple LSAs. 

 

Link State Acknowledgement Packets 
 

The Link State Acknowledgement (LSAck) packet is used to acknowledge each LSA and is sent 

in response to LSU packets. By explicitly acknowledging packets with LSAcks, the flooding 

mechanism used by OSPF is considered reliable.  

 

The LSAck contains the common OSPF header followed by a list of LSA headers. This variable-

length field allows the local router to acknowledge multiple LSAs using a single packet. LSAcks 

are sent using Multicast. On multi-access networks, if the router sending the LSAck is a DR or a 

BDR router, then Link State Acknowledgements are sent to the Multicast group address 

224.0.0.5 (AllSPFRouters). However, if the router sending the Link State Acknowledgements is 

not a DR or a BDR device, then LSAck packets are sent to the Multicast group address 224.0.0.6 

(AllDRRouters). Figure 3-14 below illustrates the format of the LSAck: 

 

 

 
 

Fig. 3-14. Link State Acknowledgement Packet 

 

 

In conclusion, it is important to remember the different OSPF packet types and what 

information they contain. This not only will benefit you in the exam but also will aid you to 

understand the overall operation of OSPF as a protocol.  

 

In Cisco IOS software, you can use the show ip ospf traffic command to view OSPF 

packet statistics. This command shows the total count for the sent and received OSPF packets 

and then segments this further to the individual OSPF process and, finally, to the interfaces 
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enabled for OSPF routing under that process. This command can also be used to troubleshoot 

OSPF adjacency establishment and is not as processor-intensive as debugging. The information 

printed by this command is illustrated in the following output: 

 
R4#show ip ospf traffic 

 

OSPF statistics: 

  Rcvd: 702 total, 0 checksum errors 

        682 hello, 3 database desc, 0 link state req 

        12 link state updates, 5 link state acks 

 

  Sent: 1378 total 

        1364 hello, 2 database desc, 1 link state req 

        5 link state updates, 6 link state acks 

 

 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

OSPF queue statistics for process ID 4: 

 

                   InputQ     UpdateQ    OutputQ 

  Limit            0          200        0 

  Drops            0          0          0 

  Max delay [msec] 4          0          0 

  Max size         2          2          2 

    Invalid        0          0          0 

    Hello          0          0          1 

    DB des         2          2          1 

    LS req         0          0          0 

    LS upd         0          0          0 

    LS ack         0          0          0 

  Current size     0          0          0 

    Invalid        0          0          0 

    Hello          0          0          0 

    DB des         0          0          0 

    LS req         0          0          0 

    LS upd         0          0          0 

    LS ack         0          0          0 

 

 

Interface statistics: 

 

 

    Interface Serial0/0 

 

OSPF packets received/sent 

    Invalid  Hellos   DB-des   LS-req   LS-upd   LS-ack   Total 

Rx: 0        683      3        0        12       5        703 
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Tx: 0        684      2        1        5        6        698 

 

OSPF header errors 

  Length 0, Auth Type 0, Checksum 0, Version 0, 

  Bad Source 0, No Virtual Link 0, Area Mismatch 0, 

  No Sham Link 0, Self Originated 0, Duplicate ID 0, 

  Hello 0, MTU Mismatch 0, Nbr Ignored 0, 

  LLS 0, Unknown Neighbor 0, Authentication 0, 

  TTL Check Fail 0, 

 

OSPF LSA errors 

  Type 0, Length 0, Data 0, Checksum 0, 

 

 

    Interface FastEthernet0/0 

 

OSPF packets received/sent 

    Invalid  Hellos   DB-des   LS-req   LS-upd   LS-ack   Total 

Rx: 0        0        0        0        0        0        0 

Tx: 0        682      0        0        0        0        682 

 

OSPF header errors 

  Length 0, Auth Type 0, Checksum 0, Version 0, 

  Bad Source 0, No Virtual Link 0, Area Mismatch 0, 

  No Sham Link 0, Self Originated 0, Duplicate ID 0, 

  Hello 0, MTU Mismatch 0, Nbr Ignored 0, 

  LLS 0, Unknown Neighbor 0, Authentication 0, 

  TTL Check Fail 0, 

 

OSPF LSA errors 

  Type 0, Length 0, Data 0, Checksum 0, 

 

 

Summary traffic statistics for process ID 4: 

 

  Rcvd: 703 total, 0 errors 

        683 hello, 3 database desc, 0 link state req 

        12 link state upds, 5 link state acks, 0 invalid 

  Sent: 1380 total 

        1366 hello, 2 database desc, 1 link state req 

        5 link state upds, 6 link state acks, 0 invalid 

 

 

Establishing Adjacencies 
 

Routers running OSPF transition through several states before establishing an adjacency. The 

routers exchange different types of packets during these states. This exchange of messages 
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allows all routers that establish an adjacency to have a consistent view of the network. 

Additional changes to the current network are simply sent out as incremental updates. The 

different states are the Down, Attempt, Init, 2-Way, Exstart, Exchange, Loading, and Full states 

as described below: 

 

 The Down state is the starting state for all OSPF routers. However, the local router may 

also show a neighbor in this state when no Hello packets have been received within the 

specified router dead interval for that interface. 

 

 The Attempt state is valid only for OSPF neighbors on NBMA networks. In this state, a 

Hello has been sent but no information has been received from the statically configured 

neighbor; however, some effort is being made to establish an adjacency with this 

neighbor.  

 

 The Init state is reached when an OSPF router receives a Hello packet from a neighbor 

but the local RID is not listed in the received Neighbor field. If OSPF Hello parameters, 

such as timer values, do not match, then OSPF routers will never progress beyond this 

state. 

 

 The 2-Way state indicates bi-directional communication with the OSPF neighbor(s). In 

this state, the local router has received a Hello packet with its own RID in the Neighbor 

field and Hello packet parameters are identical on the two routers. On multi-access 

networks, the DR and BDR routers are elected during this phase.  

 

 The Exstart state is used for the initialization of the database synchronization process. It 

is at this stage that the local router and its neighbor establish which router is in charge of 

the database synchronization process. The Master and Slave are elected in this state and 

the first sequence number for DBD exchange is decided by the Master in this stage.  

 

 The Exchange state is where routers describe the contents of their databases using DBD 

packets. Each DBD sequence is explicitly acknowledged, and only one outstanding DBD 

is allowed at a time. During this phase, LSR packets are also sent to request a new 

instance of the LSA. The M (More) bit is used to request missing information during this 

stage. When both routers have exchanged their complete databases, they will both set 

the M bit to 0.  

 

 In the Loading state, OSPF routers build an LSR and Link State Retransmission list. LSR 

packets are sent to request the more recent instance of an LSA that has not been received 

during the Exchange process. Updates that are sent during this phase are placed on the 

Link State Retransmission list until the local router receives an acknowledgement. If the 

local router also receives an LSR during this phase, it will respond with a Link State 

Update that contains the requested information. 
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 The Full state indicates that the OSPF neighbors have exchanged their entire databases 

and both agree (i.e., have the same view of the network). Both neighboring routers in 

this state add the adjacency to their local database and advertise the relationship in a 

Link State Update packet. At this point, the routing tables are calculated, or recalculated 

if the adjacency was reset. 

 

In order for an OSPF adjacency to be established successfully, certain parameters on both 

routers must match. These parameters include the following: 

 

 The interface MTU values 

 The Hello and Dead Timers 

 The Area ID 

 The Authentication Type and Password 

 The Stub Area flag 

 

These parameters will be described as we progress through this chapter. If these parameters do 

not match, the OSPF adjacency will never fully establish. The different states that the router 

may show for the neighbor due to a mismatch of any one of the parameters above is beyond the 

scope of the ROUTE exam requirements; however, you will be expected to understand the 

implications of such mismatches in the TSHOOT exam. This information is included in that 

guide. 

 

NOTE: In addition to mismatched parameters, it is also important to remember that on a multi-

access network, if both routers are configured with a priority value of 0, then the adjacency will 

not be established. The DR must be present on such network types. 

 

 

OSPF LSAs and the Link State Database (LSDB) 
 

As stated in the previous section, OSPF uses several types of Link State Advertisements. Each 

LSA begins with a standard 20-byte LSA header. This header contains the following: 

 

 Link State Age 

 Options 

 Link State Type 

 Link State ID 

 Advertising Router 

 Link State Sequence Number 

 Link State Checksum 

 Length 
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The 2-byte Link State Age field states the time (in seconds) since the LSA was originated. The 

maximum age of the LSA is 3600 seconds, which means that if the age reaches 3600 seconds, the 

LSA is removed from the database. To avoid this, the LSA is refreshed every 1800 seconds. 

 

The 1-byte Options field contains the same options as those in the OSPF Hello packet.  

 

The 1-byte Link State Type field represents the types of LSAs. These different LSA packet types 

are described in detail in the following sections. 

 

The 4-byte Link State ID field identifies the portion of the network that is being described by the 

LSA. The contents of this field depend on the advertisement’s LS type.  

 

The 4-byte Advertising Router field represents the router ID of the router originating the LSA. 

 

The 1-byte Link State Sequence Number field detects old or duplicate Link State 

Advertisements. Successive instances of an LSA are given successive Link State Sequence 

Numbers. The first sequence number 0x80000000 is reserved; therefore, the first sequence 

number is always 0x80000001. This value is incremented as packets are sent. The maximum 

sequence number is 0x7FFFFFFF.  

 

The 2-byte Link State Checksum field performs the Fletcher checksum of the complete contents 

of the LSA, including the LSA header. The Link State age field is not included in the checksum. 

The checksum is performed because Link State Advertisements can be corrupted while being 

stored in memory due to router software or hardware issues or during flooding due to Physical 

Layer errors, for example. 

 

NOTE: The checksum is performed at the time the LSA is generated or is received. In addition, 

the checksum is performed at every CheckAge interval, which is 10 minutes. If this field has a 

value of 0, then it means that the checksum has not been performed.  

 

The 2-byte Length field is the final field and includes the length (in bytes) of the LSA. This 

includes the 20-byte LSA header. Figure 3-15 below illustrates the LSA header: 
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Fig. 3-15. Link State Advertisement Header 

 

 

While OSPF supports 11 different types of Link State Advertisements, only LSAs Type 1, 2, and, 

3, which are used to calculate internal routes, and LSAs Type 4, 5, and 7, which are used to 

calculate external routes, are within the scope of the ROUTE exam requirements. These LSAs 

will be described in detail in the following section. The basic network topology illustrated in 

Figure 3-16 below will be used to describe the different types of LSAs. 
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R1

R4

R2
Se0/0: 10.0.0.1/24Se0/0: 10.0.0.2/24
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Fa0/0: 172.16.4.0/24
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Fig. 3-16. Understanding OSPF LSAs 

 

 

In Cisco IOS software, the show ip ospf database command is used to view the contents 

of the Link State Database. This command, when used without any keywords, prints out a 

summary of LSAs in all areas to which the router is connected. The command supports several 

keywords that provide greater granularity in allowing network administrators to restrict output 

only to specific types of LSAs, LSAs advertised by the local router, or even LSAs advertised by 

other routers within the OSPF domain.  

 

While illustrating the output of the usage of each keyword is unrealistic, the following section 

describes the different LSAs and the common keywords used in conjunction with the show ip 

ospf database command to view detailed information on these LSAs. The keywords 

supported by this command are illustrated in the following output: 

 
R3#show ip ospf database ? 

  adv-router        Advertising Router link states 

  asbr-summary      ASBR Summary link states 

  database-summary  Summary of database 

  external          External link states 

  network           Network link states 

  nssa-external     NSSA External link states 

  opaque-area       Opaque Area link states 

  opaque-as         Opaque AS link states 

  opaque-link       Opaque Link-Local link states 

  router            Router link states 

  self-originate    Self-originated link states 

  summary           Network Summary link states 

  |                 Output modifiers 

  <cr> 

 

Router Link State Advertisements (Type 1) 
 

Type 1 LSAs are generated by each router for each area to which it belongs. The Router LSA 

lists the originating router’s router ID (RID). Each individual router will generate a Type 1 LSA 

for the area in which it resides. The Router LSAs are the first LSA types printed in the output of 

the show ip ospf database command. For example, referencing Figure 3-16 above, both R3 

and R4 will generate a Type 1 LSA for Area 2 as illustrated in the following outputs: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 
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Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         704         0x80000005 0x0048A2 2 

3.3.3.3         3.3.3.3         424         0x80000004 0x003AA4 2 

 

... 

 

[Truncated Output] 

 
R4#show ip ospf database 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         249         0x80000004 0x0082DA 2 

4.4.4.4         4.4.4.4         62          0x80000005 0x00273E 4 

 

... 

 

[Truncated Output] 

 

When a router is connected to more than one area, it generates a Type 1 LSA for each area to 

which it is connected. For example, in addition to generating a Type 1 LSA for Area 2, R3 will 

also generate a Type 1 LSA for Area 0, to which it is also connected. This is illustrated in the 

following output: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         793         0x80000005 0x0048A2 2 

3.3.3.3         3.3.3.3         513         0x80000004 0x003AA4 2 

 

... 

 

[Truncated Output] 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         515         0x80000004 0x0082DA 2 

4.4.4.4         4.4.4.4         329         0x80000005 0x00273E 4 
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... 

 

[Truncated Output] 

 

NOTE: The same would be applicable to R2, which is also connected to more than one area. 

 

To view detailed information on the Router LSA, you can use the show ip ospf database 

router command. The options available with this command are listed in the output below:  

 
R4#show ip ospf database router ? 

  A.B.C.D         Link state ID (as an IP address) 

  adv-router      Advertising Router link states 

  internal        Internal LSA information 

  self-originate  Self-originated link states 

  |               Output modifiers 

  <cr> 

 

Within the output of this command, the Link ID identifies the link itself. This field will differ 

depending on the link type. The following link types are supported: 

 

 Point-to-Point Link 

 Link to Transit Network 

 Link to Stub Network 

 Virtual Link 

 

For a point-to-point link type, the Link ID will always be the neighbor RID. For a link to a 

transit network, the Link ID will always be the IP address of the DR. This was illustrated earlier 

in this chapter and will be illustrated again when we discuss Type 2 LSAs. A Stub network 

simply refers to a link on which no DR/BDR has been elected, such as a point-to-point network 

type. Links to Stub networks are also links for which no neighbors have been discovered. For 

these link types, the Link ID will always be the network/subnet number. Finally, for a virtual 

link, the Link ID will always contain the neighbor ID. Virtual links will be described later in this 

chapter. 

 

The Advertising Router field displays the IP address of the router advertising this information. 

This field will contain the RID of the advertising router. The Age field indicates the age of the 

LSA. By default, OSPF re-floods all LSAs every 30 minutes (1800 seconds) based on the Link 

State Age field. The Age is reset when a new LSA is received by the router. If a router wants to 

remove a particular LSA, it can flood the LSA with a MaxAge value of 3600 seconds.  

 

Other routers that receive an LSA with this Age flush or purge the LSA from their databases. 

For example, if a router previously advertising an External LSA for a route was reconfigured 

and the route redistribution configuration was removed, then the router would flood the 

removed External LSAs with a MaxAge value of 3600 seconds and a maximum metric value 
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throughout the domain, allowing other routers to flush or purge this LSA entry from their Link 

State Database as illustrated in the following output: 

 
R4#show ip ospf database external 

 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  Delete flag is set for this LSA 

  LS age: MAXAGE(3600) 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 192.168.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000003 

  Checksum: 0x5E5E 

  Length: 36 

  Network Mask: /22 

        Metric Type: 1 (Comparable directly to link state metric) 

        TOS: 0 

        Metric: 16777215 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

It should be noted that it is also possible for the router to be removed before it can send out the 

flood update for the LSA with the MaxAge set. In such cases, the LSA is retained in the 

databases of other OSPF routers; however, the Age counter continues to increment and when it 

reaches 3600 seconds, the LSA is removed or purged.  

 

NOTE: In Cisco IOS software, the max-metric router-lsa [external-lsa <max-
metric-value>] [include-stub] [on-startup <seconds> | wait-for-bgp] 

[summary-lsa <max-metric-value>] OSPF router configuration command can be issued 

to configure the router to advertise a maximum metric so that other routers do not prefer the 

router as an intermediate hop in their shortest path first (SPF) calculations. This command may 

be applied in the following situations: 

 

 When reloading a router, and you do not want other routers to attempt to forward 

traffic through that router, as it may result in a black-holing of network traffic 

 

 When introducing a new router into the OSPF network and you do not want other 

routers to forward traffic through the new router for the time being 

 

 When gracefully removing a router from the network, which allows other routers to 

select alternate paths before the router is actually removed from the network 
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The Sequence number is the Link State sequence number. This is used to detect old or duplicate 

LSAs. As stated at the beginning of this section, the first sequence number of 0x80000000 is 

reserved; therefore, LSAs will always begin with the sequence number 0x80000001. This value is 

incremented by the router that originates the LSA when it re-floods it every 30 minutes. This 

action also resets the Age of the LSA. 

 

The Checksum field pertains to the Fletcher checksum of the complete contents of the LSA. 

Finally, the Link Count field indicates the number of interfaces detected for the router. For 

example, to view detailed Type 2 LSA information, the show ip ospf database router 

4.4.4.4 command could be used on R4 as illustrated in the following output: 

 
R4#show ip ospf database router 4.4.4.4 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

  LS age: 870 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 4.4.4.4 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000006 

  Checksum: 0x253F 

  Length: 72 

  Number of Links: 4 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 4.4.4.4 

     (Link Data) Network Mask: 255.255.255.255 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 172.16.4.0 

     (Link Data) Network Mask: 255.255.255.0 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: another Router (point-to-point) 

     (Link ID) Neighboring Router ID: 3.3.3.3 

     (Link Data) Router Interface address: 10.0.2.4 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

    Link connected to: a Stub Network 
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     (Link ID) Network/subnet number: 10.0.2.0 

     (Link Data) Network Mask: 255.255.255.0 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

Take a moment to understand the output above. First, the Link State ID of R4’s Type 1 LSA is 

printed above as 4.4.4.4. This is the RID assigned to R4. 

 

Next, look at the number of links. We know that R4 has three interfaces: Loopback0, 

FastEthernet0/0 (connected to the 172.16.4.0/24 subnet), and Serial0/0 (connected to the 

10.0.2.0/24 subnet, and a P2P link to R3). By default, all Loopback interfaces are considered Stub 

networks by OSPF. Therefore, the first link described as a link to a Stub network is that for the 

Loopback0 interface on R4.  

 

The second link, also described as a link to a Stub network, is that for the FastEthernet0/0 

172.16.4.0/24 subnet because, although the interface is not a Loopback interface, there are no 

other OSPF neighbors discovered off that particular link. 

 

The third link, described as a link connected to another router, represents the Serial0/0 P2P link 

between R4 and R3. This is a point-to-point link type as shown in parenthesis (brackets). For 

these link types, the Link ID will always be the neighbor RID. Finally, because there is no 

DR/BDR election on the P2P link between R4 and R3, the link is also designated as connected to 

a Stub network. The link ID is therefore the network/subnet number and the subnet mask for 

the link is included in the Link Data field, as is the case for the other two links connected to Stub 

networks.  

 

Because Type 1 LSAs are flooded within a single area and all routers within the area receive 

these LSAs from all other routers in the same area, the show ip ospf database router 

adv-router 3.3.3.3 command can be issued on R4 to view the Type 1 LSAs advertised by 

R3. The output of this command would be the same as the output of the show ip ospf 

database router 3.3.3.3 command on R3 itself. This is illustrated in the following 

output: 

 
R4#show ip ospf data router adv-router 3.3.3.3 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

  Routing Bit Set on this LSA 

  LS age: 526 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 3.3.3.3 

  Advertising Router: 3.3.3.3 
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  LS Seq Number: 80000006 

  Checksum: 0x7EDC 

  Length: 48 

  Area Border Router 

  Number of Links: 2 

 

    Link connected to: another Router (point-to-point) 

     (Link ID) Neighboring Router ID: 4.4.4.4 

     (Link Data) Router Interface address: 10.0.2.3 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 10.0.2.0 

     (Link Data) Network Mask: 255.255.255.0 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

Referencing the output above, the Link State ID of R3’s Type 1 LSA is printed as 3.3.3.3. This is 

the RID assigned to R3. Although R3 is connected to two different areas, the router will flood 

the Type 1 LSA into all areas to which it is connected. In other words, on R3, this same LSA 

would also be flooded into Area 0.  

 

Unlike R4, R3 has only a single link in Area 2, which is the Serial0/0 interface. Loopback0 is 

configured as part of Area 0 as illustrated in Figure 3-16. Using the same logic, Serial0/0 is 

described as a link connected to another router because it is a point-to-point link type 

connecting R3 and R4. The same link is also described as being connected to a Stub network 

because there is no DR/BDR elected on that link.  

 

Before we move on to Network LSAs (Type 2), we will look at the Type 1 LSAs on R3, which 

has connections in both Area 0 and Area 2 and is therefore an Area Border Router (ABR). This is 

illustrated in the following output: 

 
R3#show ip ospf database router 3.3.3.3 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

  LS age: 386 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 3.3.3.3 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 8000000C 

  Checksum: 0x2AAC 

  Length: 48 
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  Area Border Router 

  Number of Links: 2 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 3.3.3.3 

     (Link Data) Network Mask: 255.255.255.255 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: a Transit Network 

     (Link ID) Designated Router address: 10.0.1.2 

     (Link Data) Router Interface address: 10.0.1.3 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

 

 

                Router Link States (Area 2) 

 

  LS age: 387 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 3.3.3.3 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 8000000C 

  Checksum: 0x72E2 

  Length: 48 

  Area Border Router 

  Number of Links: 2 

 

    Link connected to: another Router (point-to-point) 

     (Link ID) Neighboring Router ID: 4.4.4.4 

     (Link Data) Router Interface address: 10.0.2.3 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 10.0.2.0 

     (Link Data) Network Mask: 255.255.255.0 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

From the output above, the Link State ID shows R3’s Type 1 LSA into Area 0. This LSA contains 

the RID of R3, which is 3.3.3.3. Because R3 is connected to both Area 0 and Area 2, it is 

considered an Area Border Router (ABR). Within Area 0, the LSA shows two links. The first is 

for the Loopback0 interface, which is listed as a Stub network connection.  
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The second link is connected to a transit network. Recall earlier in this chapter we learned that 

multi-access links are referred to as transit networks in OSPF terminology. The Link ID for this 

LSA will always list the router ID of the Designated Router, while the Link Data field contains 

the actual IP address of the router interface. The same would also be reflected on R2 as 

illustrated in the following output: 
 
R3#show ip ospf database router adv-router 2.2.2.2 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 1688 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 2.2.2.2 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 8000000B 

  Checksum: 0x3CA8 

  Length: 48 

  Area Border Router 

  Number of Links: 2 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 2.2.2.2 

     (Link Data) Network Mask: 255.255.255.255 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: a Transit Network 

     (Link ID) Designated Router address: 10.0.1.2 

     (Link Data) Router Interface address: 10.0.1.2 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

From this output, we can determine that R2 is the elected DR. Additionally, we also know that a 

Type 2 LSA is generated to represent the routers attached to the segment. Type 2 LSAs are 

described in the following section. 

 

Network Link State Advertisements (Type 2) 
 

OSPF uses the Network Link State Advertisement (Type 2 LSA) to advertise the routers on the 

multi-access segment. This LSA is generated by the DR and is flooded only within the area. 

Because the other non-DR/BDR routers do not establish adjacencies with each other, the 

Network LSA allows those routers to know about the other routers on the multi-access segment.  

 



 Copyright Paul Browning 2014 – www.in60days.com 

To view information specific to the Network LSAs, the show ip ospf database network 

[options] commands should be used. As stated earlier, using the show ip ospf 

database command not only reduces the amount of information you have to parse through, it 

also indicates that you understand what you are looking for. The show ip ospf database 

network command on R3 is illustrated in the following output: 

 
R3#show ip ospf database network 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 248 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 10.0.1.2 (address of Designated Router) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000008 

  Checksum: 0x8E7B 

  Length: 32 

  Network Mask: /24 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 

From the output above, the Link State ID prints the interface address of the DR. This is the same 

address that is printed in the (Link ID) Designated Router address field in the Type 1 LSA for 

the transit network, as was shown in the previous section. The Advertising Router field contains 

the RID for the DR. The Attached Router field lists the router IDs of all routers connected or 

attached to the same multi-access network segment.  

 

NOTE: The same information can be viewed using the show ip ospf database network 

adv-router 2.2.2.2 command, which lists the Network LSAs advertised by the DR (R2), or 

the show ip ospf database network 10.0.1.2 command, which lists the Link State ID 

and which is also the physical address of the router. This is illustrated in the following outputs: 

 
R3#show ip ospf database network adv-router 2.2.2.2 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 728 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 
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  Link State ID: 10.0.1.2 (address of Designated Router) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000008 

  Checksum: 0x8E7B 

  Length: 32 

  Network Mask: /24 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 
R3#show ip ospf database network 10.0.1.2 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 755 

  Options: (No TOS-capability, DC) 

  LS Type: Network Links 

  Link State ID: 10.0.1.2 (address of Designated Router) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000008 

  Checksum: 0x8E7B 

  Length: 32 

  Network Mask: /24 

        Attached Router: 2.2.2.2 

        Attached Router: 3.3.3.3 

 

Network Summary Link State Advertisements (Type 3) 
 

The Network (Type 3) LSA is a summary of destinations outside of the local area but within the 

OSPF domain. In other words, this LSA advertises inter-area routing information. The Network 

LSA does not carry any topological information. Instead, the only information contained in the 

LSA is an IP prefix. Type 3 LSAs are generated by ABRs and are flooded to all adjacent areas. 

By default, each Type 3 LSA matches a single Router or Network LSA on a one-for-one basis. In 

other words, a Type 3 LSA exists for each individual Type 1 and Type 2 LSA. Special attention 

must be paid to how these LSAs are propagated in relation to the OSPF backbone. This 

propagation or flooding is performed as follows: 

 

 Network Summary (Type 3) LSAs are advertised from a non-backbone area to the OSPF 

backbone for intra-area routes (i.e., for Type 1 and Type 2 LSAs) 

 

 Network Summary (Type 3) LSAs are advertised from the OSPF backbone to other non-

backbone areas for both intra-area (i.e., Area 0 Type 1 and Type 2 LSAs) and inter-area 

routes (i.e., for the Type 3 LSAs flooded into the backbone by other ABRs) 
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The same network topology used in previous LSA examples is again shown in Figure 3-17 

below and will be used to reinforce the theoretical discussion pertaining to Type 3 LSAs in the 

network: 

 

 

R3

R1

R4

R2
Se0/0: 10.0.0.1/24Se0/0: 10.0.0.2/24

Se0/0: 10.0.2.3/24 Se0/0: 10.0.2.4/24

Area 2

Area 1

Area 0

Fa0/0: 10.0.1.2/24

Fa0/0: 10.0.1.3/24

Lo0:1.1.1.1/32

Lo0:2.2.2.2/32

Lo0:3.3.3.3/32

Lo0:4.4.4.4/32

Et0/0: 172.16.1.0/24

Fa0/0: 172.16.4.0/24

 
 

Fig. 3-17. Understanding OSPF LSAs 

 

 

In Cisco IOS software, the show ip ospf database summary [options] command is 

used to view the Summary LSAs in the LSDB. If no options are specified, then the entire LSDB 

is printed as illustrated in the following output:  

 
R4#show ip ospf database 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         427         0x80000001 0x0088D7 2 

4.4.4.4         4.4.4.4         426         0x80000002 0x0087E0 4 

 

                Summary Net Link States (Area 2) 
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Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         353         0x80000001 0x009753 

2.2.2.2         3.3.3.3         354         0x80000001 0x00E640 

3.3.3.3         3.3.3.3         412         0x80000001 0x00AE75 

10.0.0.0        3.3.3.3         28          0x80000003 0x0035AE 

10.0.1.0        3.3.3.3         427         0x80000001 0x00AB79 

172.16.1.0      3.3.3.3         353         0x80000001 0x008F98 

 

In the output above, we can see that a Network Summary 3 LSA is included in the LSDB for all 

inter-area routes in the network. These LSAs are generated by the ABR, which is R3, and are 

then flooded into Area 2. The show ip ospf database summary command prints detailed 

information on each of the individual LSAs. In addition to other information, the show ip 

ospf database summary command prints the Link State ID for each LSA, the network mask, 

and the route metric, which is the ABR lowest-cost metric (best route) to the destination 

network, not the metric of the local router that receives the LSA. The output of this command is 

illustrated below: 

 
R4#show ip ospf database summary 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Summary Net Link States (Area 2) 

 

  Routing Bit Set on this LSA 

  LS age: 1612 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 1.1.1.1 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0x9753 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 66 

 

  Routing Bit Set on this LSA 

  LS age: 1612 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 2.2.2.2 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xE640 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 2 

 

  Routing Bit Set on this LSA 
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  LS age: 1677 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 3.3.3.3 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xAE75 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 1 

 

Routing Bit Set on this LSA 

  LS age: 1487 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 10.0.0.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000003 

  Checksum: 0x35AE 

  Length: 28 

  Network Mask: /24 

        TOS: 0  Metric: 65 

... 

 

[Truncated Output] 

 

NOTE: As can be seen in the output above, the metric for the 2.2.2.2 route, for example, is listed 

as 2. This is the metric to reach that subnet from R3, not from R4. R3 would calculate its metric 

to this same destination by adding that metric to the cost (metric) between itself and R4. 

Assuming a default OSPF cost of 64 for the link between R4 and R3, the route metric for the 

2.2.2.2 route would be calculated by adding 64 and 2, resulting in a metric of 66 as illustrated 

below: 

 
R4#show ip route 2.2.2.2 255.255.255.255 

Routing entry for 2.2.2.2/32 

  Known via "ospf 4", distance 110, metric 66, type inter area 

  Last update from 10.0.2.3 on Serial0/0, 00:22:11 ago 

  Routing Descriptor Blocks: 

  * 10.0.2.3, from 3.3.3.3, 00:22:11 ago, via Serial0/0 

      Route metric is 66, traffic share count is 1 

 

The same would be applicable for the other entries in the LSDB. The route metric for 1.1.1.1 

would be 64 + 66, which results in a metric of 130, while the route metric for 10.0.0.0 would be 

64 + 65, which results in a metric of 129. This is reflected in the following outputs: 

 
R4#show ip route 1.1.1.1 255.255.255.255 

Routing entry for 1.1.1.1/32 
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  Known via "ospf 4", distance 110, metric 130, type inter area 

  Last update from 10.0.2.3 on Serial0/0, 00:22:58 ago 

  Routing Descriptor Blocks: 

  * 10.0.2.3, from 3.3.3.3, 00:22:58 ago, via Serial0/0 

      Route metric is 130, traffic share count is 1 

 
R4#show ip route 10.0.0.0 255.255.255.0 

Routing entry for 10.0.0.0/24 

  Known via "ospf 4", distance 110, metric 129, type inter area 

  Last update from 10.0.2.3 on Serial0/0, 00:24:24 ago 

  Routing Descriptor Blocks: 

  * 10.0.2.3, from 3.3.3.3, 00:24:24 ago, via Serial0/0 

      Route metric is 129, traffic share count is 1 

 

It is important to understand this concept when viewing the LSDB, as it is often a source of 

confusion. OSPF metric calculation will be described in detail later in this chapter. 

 

In a large multi-area OSPF network, this command prints a great deal of information. Therefore, 

if you know exactly what you are looking for, information on specific Type 3 LSAs can be 

viewed by issuing the show ip ospf database summary [Link State ID] command 

as illustrated in the following output for the 172.16.1.0/24 link on router R1 as seen on router R4: 

 
R4#show ip ospf database summary 172.16.1.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Summary Net Link States (Area 2) 

 

  Routing Bit Set on this LSA 

  LS age: 76 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 172.16.1.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000002 

  Checksum: 0x8D99 

  Length: 28 

  Network Mask: /24 

        TOS: 0  Metric: 75 

 

The next three Link State Advertisements, Type 4, Type 5, and Type 7, are used in external 

route calculation. Type 4 and Type 5 LSAs are described in the following section. Type 7 LSAs 

will be described later in this chapter when we discuss the different types of OSPF areas.  

 

Network Summary Link State Advertisements (Type 4) 
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The Type 4 LSA describes information regarding the Autonomous System Boundary Router 

(ASBR). This LSA contains the same packet format as the Type 3 LSA and performs the same 

basic functionality, with some notable differences. Like the Type 3 LSA, the Type 4 LSA is 

generated by the ABR. For both LSAs, the Advertising Router field contains the RID of the ABR 

that generated the summary LSA. However, the Type 4 LSA is created by the ABR for each 

ASBR reachable by a Router LSA. The ABR then injects the Type 4 LSA into the appropriate 

area. This LSA provides reachability information on the ASBR itself. The key differences 

between the Type 3 and Type 4 LSAs that you should be familiar with are listed below in Table 

3-2: 

 

 

Table 3-2. Type 3 and Type 4 Summary LSAs 

Type 3 Summary LSA Type 4 Summary LSA 
Provides information about the network link Provides information about the ASBR 

The Network Mask field contains the subnet mask 

value of the network 

The Network Mask field will always contain a 

value of 0.0.0.0 or simply just 0 

The Link State ID field contains the actual 

network number 

The Link State ID field contains the router ID of 

the ASBR 

 

Based on the topology illustrated in Figure 3-17, the current LSBD on R4 shows the Type 1 and 

Type 3 LSAs as illustrated in the previous examples. Keep in mind that no Type 2 LSAs exist 

because R4 is connected to R3 via a P2P link. Now, R1 will be configured as an ASBR by 

configuring a static route on the router and redistributing this information into OSPF. This 

configuration is implemented on R1 as follows: 

 
R1(config)#ip route 150.100.0.0 255.255.0.0 Null0 

R1(config)#router ospf 1 

R1(config-router)#redistribute static subnets 

R1(config-router)#exit 

 

NOTE: Route redistribution is described in detail later in this guide. 

 

Because R1 is injecting external information into the OSPF domain, it automatically becomes an 

ASBR, and a Type 4 LSA is generated by the ABR and flooded into their connected areas. 

Beginning with R3, the Type 4 LSA is generated by R2 (ABR) and advertised to this router. This 

entry is now present in the LSDB on R3 as illustrated in the following output: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

... 

 

[Truncated Output] 
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                Summary ASB Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         161         0x80000001 0x00935C 

 

... 

 

[Truncated Output] 

 

                Summary ASB Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         161         0x80000001 0x007F6B 

 

... 

 

[Truncated Output] 

 

In the output above, the Type 4 LSA flooded in Area 0 contains the Link ID (router ID) of the 

ASBR, which is 1.1.1.1. This LSA is generated by R2, as specified in the ADV Router field. 

Because R3 is also an ASBR, it generates the Type 4 LSA for Area 4 and changes the ADV 

Router field to itself (3.3.3.3). Detailed information on the Type 4 LSA can be viewed by issuing 

the show ip ospf database asbr-summary [Link State ID] command as follows: 

 
R3#show ip ospf database asbr-summary 1.1.1.1 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary ASB Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 426 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(AS Boundary Router) 

  Link State ID: 1.1.1.1 (AS Boundary Router address) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0x935C 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 64 

 

 

                Summary ASB Link States (Area 2) 

 

  LS age: 425 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(AS Boundary Router) 
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  Link State ID: 1.1.1.1 (AS Boundary Router address) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0x7F6B 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 65 

 

On R4, the show ip ospf database asbr-summary command also lists the router ID of 

the ASBR (R1) but indicates that the LSA is generated by R3 (ABR) as illustrated below: 

 
R4#show ip ospf database asbr-summary 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Summary ASB Link States (Area 2) 

 

  Routing Bit Set on this LSA 

  LS age: 1974 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(AS Boundary Router) 

  Link State ID: 1.1.1.1 (AS Boundary Router address) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0x7F6B 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 65 

 

External Summary Link State Advertisements (Type 5) 
 

The External Link State Advertisement is used to describe destinations that are external to the 

autonomous system. In other words, Type 5 LSAs provide the network information necessary 

to reach the external networks. In addition to external routes, the default route for an OSPF 

routing domain can also be injected as a Type 5 Link State Advertisement. 

 

The External LSA has a domain-flooding scope. This means that the ABR no longer stops the 

flooding process but, instead, continues it into its respective areas. The only areas that External 

LSAs are not flooded to are Stub-type areas. Stub-type areas are special OSPF areas that will be 

described in detail in the following section. Before Type 5 LSAs are installed into the routing 

table, the following two conditions must be satisfied: 

 

1. The router calculating the Type 5 LSA must have a Type 4 LSA for the ASBR 

2. The router must know about the forwarding address contained in the Type 5 LSA  
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Without a Type 4 LSA in the LSDB, it is not possible for the router to calculate the route to the 

ASBR. As described in the previous section, the Type 4 LSA is generated by the ABR and 

advertises the route to the ASBR; however, it does not actually advertise the external routing 

information to the rest of the OSPF domain. 

 

The Forwarding Address is a 4-byte field that is contained within the External Type 5 LSA. This 

field specifies the address to which data to the advertised external network should be 

forwarded. The default value contained in this field is 0.0.0.0, which means that traffic to the 

advertised external network should be forwarded to the ASBR. Continuing from the previous 

output, R4 received the Type 4 LSA from R3 when R1 was configured as an ASBR. The 

corresponding External Type 5 LSA for the external route is therefore also included in the Link 

State Database on R4 as illustrated in the following output: 

 
R4#show ip ospf database 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

... 

 

[Truncated Output]  

 

                Summary ASB Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         1391        0x80000002 0x007D6C 

 

                Type-5 AS External Link States 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.0.0     1.1.1.1         430         0x80000004 0x006935 0 

 

... 

 

[Truncated Output]  

 

Detailed information regarding the Type 5 LSA can be viewed via the show ip ospf 

database external command. The output printed by this command is illustrated below: 

 
R4#show ip ospf database external 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 483 

  Options: (No TOS-capability, DC) 
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  LS Type: AS External Link 

  Link State ID: 150.100.0.0 (External Network Number) 

  Advertising Router: 1.1.1.1 

  LS Seq Number: 80000004 

  Checksum: 0x6935 

  Length: 36 

  Network Mask: /16 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

Referencing the output shown above, the Link State type field indicates that this is an External 

Type 5 LSA. The Link State ID field contains the external network number. The Advertising 

Router field contains the router ID (RID) of the ASBR, which is R1. R4 is able to reach the ASBR 

because of the Type 4 LSA in the LSDB. The Network Mask field contains the mask of the 

external network.  

 

OSPF uses two types of external metrics: Type 1 or Type 2. By default, Cisco IOS software will 

always specify external routes as Type 2 externals. The difference between Type 1 and Type 2 

external metrics is that in a Type 1 metric, the OSPF metric and costs change at every hop in the 

network; however, with Type 2, the external metric does not change. External Type 1 routes 

consider both internal and external metrics (costs), whereas external Type 2 routes consider the 

external metric (costs). This will be described in detail again in the following chapter on route 

redistribution. 

 

Finally, the Forward Address field contains all zeros, which means traffic to the external 

network should be forwarded to the ASBR. However, four situations in which this field will 

contain a non-zero value are as follows: 

 

 The ASBR’s next-hop interface network type is not P2P, or point-to-multipoint. 

 OSPF is enabled on the ASBR’s next-hop interface. 

 The next-hop interface of the ASBR falls into a defined OSPF network range. 

 The ASBR’s next-hop interface is not a passive OSPF interface. 

 

As an example of when a non-zero Forward Address would be shown, the static route that was 

previously configured on R1 is changed to point to the next-hop address 172.16.1.254 of the 

Ethernet0/0 interface of R1 instead of the Null0 interface as illustrated in the following output: 

 
R1(config)#no ip route 150.100.0.0 255.255.0.0 Null0 

R1(config)#ip route 150.100.0.0 255.255.0.0 Ethernet0/0 172.16.1.254 

R1(config)#router ospf 1 

R1(config-router)#redistribute static subnets 

R1(config-router)#exit 
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Because the 172.16.1.0/24 subnet on R1 has already been advertised by OSPF, there is no need to 

configure a network statement for this subnet. However, based on this configuration change, 

and because the next-hop interface of the ASBR falls into a defined OSPF network range, the 

Forward Address on the Type 5 LSA contains the next-hop IP address and not the default all-

zero value as illustrated below on R4: 

 
R4#show ip ospf database external 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 322 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 150.100.0.0 (External Network Number) 

  Advertising Router: 1.1.1.1 

  LS Seq Number: 80000001 

  Checksum: 0x9A4A 

  Length: 36 

  Network Mask: /16 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 172.16.1.254 

        External Route Tag: 0 

 

Now that we have a solid understanding of the different types of LSAs, we will conclude this 

section by learning how to protect the Link State Database. 

 

Protecting the Link State Database 
 

In very large networks, the LSDB may become very, very large. This large number of LSAs 

requires more router resources, such as memory and processing cycles, to process. If these 

resources are heavily taxed, other router functions, such as the forwarding of data, may be 

affected. The size of the LSDB may be controlled by utilizing one of the following two methods: 

 

1. Configuring Stub-type areas, restricting the propagation of certain LSAs to those areas 

2. Restricting the number of non-self-originated LSAs the router will store in the LSDB 

 

NOTE: The operation and configuration of different Stub-type OSPF areas will be described in 

detail in the following section. This will not be included in this section. 
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Regarding the second point made above, the max-lsa <maximum-number> [threshold-
percentage] [warning-only] [ignore-time <minutes>] [ignore-count 

<count-number>] [reset-time <minutes>] router configuration command can be used 

to specify the maximum number of LSAs generated by other routers that the local router will 

keep in the LSDB. The threshold-percentage allows you to specify a threshold, which, 

once exceeded, will cause the router to generate and log a warning message.  

 

By default, the router will generate and log a warning message at 75% of the value specified in 

the max-lsa <maximum-number> configuration. The warning-only keyword configures 

the router to log a warning message and take no further action. The ignore-time 

<minutes> keyword configures the router to ignore all neighbors for the configured interval. 

The default value for this keyword is five minutes. The ignore-count <count-number> 

keyword specifies the number of times the OSPF process can be placed into the ignore state. The 

default for this keyword is five times. Finally, the reset-time <minutes> keyword 

specifies the time period after which the ignore count will be reset to zero. The default for this 

keyword is 10 times. 

 

NOTE: You are not expected to perform any advanced OSPF configurations using the max-

lsa command. However, it is important that you have a basic understanding of its 

functionality and what it is used for. The following configuration example illustrates how to 

configure the router to store up to 100 LSAs from neighbors and generate a warning when 

received LSAs have reached 50% of this number: 

 
R4(config)#router ospf 4 

R4(config-router)#max-lsa 100 50 

R4(config-router)#exit 

 

This configuration is validated using the show ip ospf [process ID] command 

illustrated below: 

 
R4#show ip ospf 4 

 Routing Process "ospf 4" with ID 4.4.4.4 

 Start time: 08:58:49.887, Time elapsed: 01:47:47.459 

 Supports only single TOS(TOS0) routes 

 Supports opaque LSA 

 Supports Link-local Signaling (LLS) 

 Supports area transit capability 

 Maximum number of non-self-generated LSA allowed 100 

    Threshold for warning message 50% 

    Ignore-time 5 minutes, reset-time 10 minutes 

    Ignore-count allowed 5, current ignore-count 0 

 Router is not originating router-LSAs with maximum metric 

 Initial SPF schedule delay 5000 msecs 

 Minimum hold time between two consecutive SPFs 10000 msecs 

 Maximum wait time between two consecutive SPFs 10000 msecs 
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... 

 

[Truncated Output] 

 

NOTE: The other variables that are configurable using the additional keywords supported by 

the max-lsa router configuration command are using their default values. 

 

 

OSPF Areas 
 

In addition to the backbone (Area 0) and other non-backbone areas described and used in the 

examples in previous sections of this chapter, the OSPF specification also defines several 

‘special’ types of areas. The configuration of these areas is used primarily to reduce the size of 

the Link State Database on routers residing within those areas by preventing the injection of 

different types of LSAs (primarily Type 5 LSAs) into certain areas, which include the following: 

 

 Not-so-stubby Areas 

 Totally Not-so-stubby Areas  

 Stub Areas 

 Totally Stubby Areas 

 

Not-so-stubby Areas (NSSAs) 
 

Not-so-stubby Areas (NSSAs) are a type of OSPF Stub area that allows the injection of external 

routing information by an ASBR using an NSSA External LSA (Type 7). As stated in the 

previous section, Type 4, Type 5, and Type 7 LSAs are used for external route calculation. Type 

4 and Type 5 LSAs were described in the previous section. In this section, we will examine in 

detail Type 7 LSAs and how they are used in NSSAs. 

 

The Type 7 LSA is used for external routing information from the ASBR within the NSSA. The 

external routing information within the LSA is converted by the ABR into a Type 5 LSA at the 

area boundary. The ABR then floods the Type 5 LSA into the OSPF domain, and other routers 

in the network are aware of the external networks. Type 7 LSAs have an area flooding scope, so 

only routers in the NSSA receive the Type 7 LSA. Figure 3-18 below illustrates the flooding and 

conversion of Type 7 LSAs to Type 5 LSAs: 
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Fig. 3-18. Type 7 LSA to Type 5 LSA Conversion 

 

 

Referencing Figure 3-18, R2, the ASBR, redistributes EIGRP routes into OSPF. R2 resides in an 

NSSA and generates Type 7 LSAs for the external routes. These LSAs are flooded only within 

the NSSA. The Type 7 LSAs are received by R3, the ABR. R3 converts the Type 7 LSAs to Type 5 

LSAs and floods them to adjacent areas. These External LSAs are propagated to R4 and, 

ultimately, to R5. The Type 7 LSAs never leave Area 1. NSSAs have the following 

characteristics: 

 

 They use Type 7 LSAs to carry external information within the NSSA 

 The NSSA ABR converts Type 7 LSAs into Type 5 LSAs 

 Type 4 and Type 5 LSAs are not allowed into Not-so-stubby Areas  

 Network Summary LSAs are allowed into the NSSA 

 

While Type 5 and Type 7 LSAs are used for external routes, there are some differences between 

the two types of LSAs with which you should be familiar. The first difference is that while both 

use a similar packet format, the Type field contains the value 7 instead of 5, indicating that this 

is a Type 7 LSA and not a Type 5 LSA. 

 

The second important difference is that the Forwarding Address calculation is different for a 

Type 7 LSA. With Type 5 LSAs, the Forward Address field contains a value of 0, unless one of 

the following exceptions applies: 

 

 The ASBR’s next-hop interface network type is not P2P, or point-to-multipoint 
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 OSPF is enabled on the ASBR’s next-hop interface 

 The next-hop interface of the ASBR falls into a defined OSPF network range 

 The ASBR’s next-hop interface is not a passive OSPF interface 

 

With Type 7 LSAs, if the route has a next-hop address (i.e., it is not a connected network), use 

the next-hop address in the Forward Address field. This holds true only if the route is an 

internal OSPF route. In other words, if the network between the NSSA boundary router and the 

adjacent AS is advertised into OSPF as an internal OSPF route, then the forwarding address 

should be the next-hop address. 

 

However, if the network is not advertised into OSPF as an internal route, the Forward Address 

should be any of the active interfaces on the router. This means that if there is a Loopback 

interface enabled for OSPF routing in the area announcing the LSAs on the router, then use that 

interface. If there are no Loopback interfaces, then the address of the first operational interface 

in that area should be used.  

 

The third difference also pertains to the LSA packet format. The Type 7 LSA Options field is 

slightly different for NSSAs. For Type 7 LSAs, the N/P bits must be used.  

 

The N-bit describes the handling and support of NSSA LSAs as mentioned in RFC 1587. It is 

used in Hello packets and ensures NSSA configuration. When the N-bit is reset in the Hello 

packet sent out of a particular interface, it means that the router will neither send nor receive 

Type 7 LSAs on that interface. Two routers will not form an adjacency unless they agree on the 

state of the N-bit. In addition, it is imperative to know that if the N-bit is set in the options field, 

the E-bit must be reset.  

 

As stated earlier in this chapter, the E-bit is used in External (Type 5) LSAs and specifies the 

type of external metric. NSSAs do not use E1 and E2 external routes but instead use N1 and N2 

external routes. These routes are basically the same as those in External LSAs, but they pertain 

to NSSAs. N1 routes are comparable to E1 routes and N2 routes are comparable to E2 routes. By 

default, external NSSA routes are N2 in Cisco IOS software. 

 

The P- (Propagation) bit is used for propagation control and tells the NSSA ABR whether to 

translate Type 7 LSAs into Type 5 LSAs. If the P-bit is set to 0, then no Type 7 to Type 5 LSA 

translation will occur. This typically occurs when the NSSA ASBR is also an NSSA ABR.  

 

However, if the P-bit is set to 1, then Type 7 to Type 5 LSA translation will occur. In the event 

that multiple NSSA ABRs are present, the router with the lowest RID will perform the Type 7 to 

Type 5 LSA translation. NSSA configuration in Cisco IOS software is a straightforward process. 

The area [area ID] nssa [default-information-originate [metric <value> | 
metric-type <type> | no-redistribution | no-summary | translate type7 

suppress-fa]] router configuration command is used to configure an area as an NSSA. The 
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minimal required configuration would simply be the configuration area [area ID] nssa 

command on all routers within the NSSA. 
 

The default-information-originate [metric | metric-type] keyword may be 

used on either the ABR or the NSSA ASBR. This keyword is used to generate a Type 7 default 

into the NSSA. The metric keyword is used to specific the metric for the default route, and the 

metric-type keyword is used to specify whether the default route should be N1 or N2. By 

default, external NSSA routes are N2 in Cisco IOS software. 
 

The no-redistribution keyword is used on the NSSA ABR to prevent external routes into 

the NSSA, while allowing external routes into other (normal) OSPF areas. The no-summary 

keyword prevents Summary LSAs from being advertised into the NSSA. 

 

Finally, the translate type7 suppress-fa keyword is used to configure OSPF 

Forwarding Address Suppression in Translated Type-5 LSAs. This configuration instructs the 

router to suppress the Forwarding Address in translated Type 5 LSAs. This configuration 

causes the router to be noncompliant with RFC 1587 – The OSPF NSSA Option. This 

configuration is beyond the scope of the ROUTE exam requirements and is not illustrated in 

this chapter. 

 

The topology shown in Figure 3-19 below will be used to illustrate NSSA configuration: 

 

 

R3

R1

R4

R2
Se0/0: 10.0.0.1/24Se0/0: 10.0.0.2/24
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Area 1 (NSSA)
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Lo0:1.1.1.1/32

Lo0:2.2.2.2/32

Lo0:3.3.3.3/32

Lo0:4.4.4.4/32

Et0/0: 172.16.1.0/24

Fa0/0: 172.16.4.0/24
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Fig. 3-19. Configuring NSSAs 

 

 

Referencing the topology illustrated in Figure 3-19, Area 1 will be configured as an NSSA. R1 

will also be configured as an ASBR and will redistribute the following static networks: 

 

 150.100.254.0/24 – Next-hop 172.16.1.254 

 150.101.254.0/24 – Next-hop 172.16.1.254 

 150.102.254.0/24 – Next-hop 172.16.1.254 

 150.103.254.0/24 – Next-hop 172.16.1.254 

 

NOTE: It should be assumed that basic OSPF configuration has already been implemented on 

the other routers in the network and all adjacencies are established. The basic configuration on 

R1 is performed as follows: 
 
R1(config)#ip route 150.100.254.0 255.255.255.0 172.16.1.254 

R1(config)#ip route 150.101.254.0 255.255.255.0 172.16.1.254 

R1(config)#ip route 150.102.254.0 255.255.255.0 172.16.1.254 

R1(config)#ip route 150.103.254.0 255.255.255.0 172.16.1.254 

R1(config)#router ospf 1 

R1(config-router)#redistribute static subnets 

R1(config-router)#area 1 nssa 

R1(config-router)#exit 

 

Next, R2, the Area Border Router, is configured so that Area 1 is also an NSSA as follows: 

 
R2(config)#router ospf 2 

R2(config-router)#area 1 nssa 

R2(config-router)#exit 

 

On R1, the ASBR, the external routes are added to the LSDB as Type 7 External routes as 

illustrated in the following output: 

 
R1#show ip ospf database | begin Type-7 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         78          0x80000001 0x00187C 0 

150.101.254.0   1.1.1.1         78          0x80000001 0x000C87 0 

150.102.254.0   1.1.1.1         78          0x80000001 0x00FF92 0 

150.103.254.0   1.1.1.1         78          0x80000001 0x00F39D 0 

 

On R2, the same routes are received as N2 external routes, which is the default. This is 

illustrated in the following output: 
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R2#show ip route ospf | include N2 

O N2    150.102.254.0 [110/20] via 10.0.0.1, 00:05:06, Serial0/0 

O N2    150.103.254.0 [110/20] via 10.0.0.1, 00:05:06, Serial0/0 

O N2    150.100.254.0 [110/20] via 10.0.0.1, 00:05:06, Serial0/0 

O N2    150.101.254.0 [110/20] via 10.0.0.1, 00:05:06, Serial0/0 

 

As the ABR, R2 adds the Type 7 LSAs to the LSDB and generates Type 5 LSAs for each of the 

Type 7 LSAs. This is illustrated in the following output: 

 
R2#show ip ospf database | begin Type-7 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         534         0x80000001 0x0011CA 0 

150.101.254.0   1.1.1.1         534         0x80000001 0x0005D5 0 

150.102.254.0   1.1.1.1         534         0x80000001 0x00F8E0 0 

150.103.254.0   1.1.1.1         534         0x80000001 0x00ECEB 0 

 

                Type-5 AS External Link States 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   2.2.2.2         416         0x80000001 0x00875A 0 

150.101.254.0   2.2.2.2         416         0x80000001 0x007B65 0 

150.102.254.0   2.2.2.2         416         0x80000001 0x006F70 0 

150.103.254.0   2.2.2.2         416         0x80000001 0x00637B 0 

 

NOTE: The configuration of the NSSA results in a Type 4 LSA being generated for the ABR. In 

essence, the ABR becomes an ASBR because it is translating the Type 7 LSAs to Type 5 LSAs. 

The Type 4 LSA is flooded to all adjacent areas announcing the location of the ASBR. This can 

be verified on R3, for example, which floods the Type 4 LSA into Area 2. This is illustrated in 

the following output: 

  
R3#show ip ospf database asbr-summary 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary ASB Link States (Area 2) 

 

  LS age: 1121 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(AS Boundary Router) 

  Link State ID: 2.2.2.2 (AS Boundary Router address) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000006 

  Checksum: 0xC45D 

  Length: 28 

  Network Mask: /0 
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        TOS: 0  Metric: 1 

 

Reverting back to NSSA configuration and validation, the show ip ospf database nssa-

external [link state ID] command is used to view detailed information on the Type 7 

LSAs. In the following output, the Forward Address field contains the IP address of the next-

hop because the 172.16.1.0/24 network is advertised by OSPF on R1. This is illustrated below: 

 
R2#show ip ospf database nssa-external 150.100.254.0 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Type-7 AS External Link States (Area 1) 

 

  Routing Bit Set on this LSA 

  LS age: 659 

  Options: (No TOS-capability, Type 7/5 translation, DC) 

  LS Type: AS External Link 

  Link State ID: 150.100.254.0 (External Network Number) 

  Advertising Router: 1.1.1.1 

  LS Seq Number: 80000001 

  Checksum: 0x11CA 

  Length: 36 

  Network Mask: /24 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 172.16.1.254 

        External Route Tag: 0 

 

The same Forward Address is also used in the Type 5 LSAs generated by R2 as illustrated 

below: 

 
R4#show ip ospf database external 150.100.254.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 636 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 150.100.254.0 (External Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0x875A 

  Length: 36 

  Network Mask: /24 
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        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 172.16.1.254 

        External Route Tag: 0 

 

However, if the 172.16.1.0/24 subnet was not advertised by OSPF, the Forward Address field 

would default to the highest Loopback address of R1 for the Type 7 LSA. This value would also 

be included in the Type 5 LSAs generated by R2 and flooded to the rest of the OSPF domain as 

illustrated in the following output: 

 
R2#show ip ospf database nssa-external 150.100.254.0 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Type-7 AS External Link States (Area 1) 

 

  Routing Bit Set on this LSA 

  LS age: 13 

  Options: (No TOS-capability, Type 7/5 translation, DC) 

  LS Type: AS External Link 

  Link State ID: 150.100.254.0 (External Network Number) 

  Advertising Router: 1.1.1.1 

  LS Seq Number: 80000008 

  Checksum: 0xA83 

  Length: 36 

  Network Mask: /24 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 1.1.1.1 

        External Route Tag: 0 

 

The same Forward Address is also used in the Type 5 LSAs generated by R2 as illustrated 

below: 

 
R4#show ip ospf database external 150.100.254.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 45 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 150.100.254.0 (External Network Number) 

  Advertising Router: 2.2.2.2 
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  LS Seq Number: 80000008 

  Checksum: 0x8013 

  Length: 36 

  Network Mask: /24 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 1.1.1.1 

        External Route Tag: 0 

 

While the ABR translates Type 7 LSAs into Type 5 LSAs and floods the Type 5 LSAs to adjacent 

areas, because external routes (Type 5) are not permitted in NSSAs, the ABR will not translate 

Type 5 LSAs into Type 7 LSAs and flood them into the NSSA. For example, referencing the 

network topology illustrated in Figure 3-19, R4 is configured with an additional Loopback 

interface, which is then redistributed into OSPF to generate a Type 5 LSA. This is performed as 

illustrated in the following output: 

 
R4(config)#interface loopback 144 

R4(config-if)#ip address 144.144.144.4 255.255.255.255 

R4(config-if)#exit 

R4(config)#router ospf 4 

R4(config-router)#redistribute connected subnets 

R4(config-router)#exit 

 

The Type 5 LSA is flooded throughout the OSPF domain and is present in the LSDB on R2 as 

illustrated in the following output: 

 
R2#show ip ospf database | begin Type-7 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         583         0x80000003 0x00147E 0 

150.101.254.0   1.1.1.1         583         0x80000003 0x000889 0 

150.102.254.0   1.1.1.1         583         0x80000003 0x00FB94 0 

150.103.254.0   1.1.1.1         583         0x80000003 0x00EF9F 0 

 

                Type-5 AS External Link States 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

144.144.144.4   4.4.4.4         15          0x80000001 0x00F2E7 0 

150.100.254.0   2.2.2.2         411         0x80000003 0x008A0E 0 

150.101.254.0   2.2.2.2         411         0x80000003 0x007E19 0 

150.102.254.0   2.2.2.2         411         0x80000003 0x007224 0 

150.103.254.0   2.2.2.2         411         0x80000003 0x00662F 0 

 

However, while the ABR (R2) will flood Summary LSAs into the NSSA, R2 will not flood the 

Type 5 LSA into the NSSA. This is illustrated in the following output on R1: 
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R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         1133        0x80000006 0x002E2F 3 

2.2.2.2         2.2.2.2         962         0x80000008 0x00B9B0 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         2.2.2.2         1721        0x80000005 0x009889 

3.3.3.3         2.2.2.2         1721        0x80000005 0x0074A8 

4.4.4.4         2.2.2.2         1067        0x80000001 0x00D00C 

10.0.1.0        2.2.2.2         1721        0x80000005 0x0067B7 

10.0.2.0        2.2.2.2         1721        0x80000005 0x00DEFE 

172.16.4.0      2.2.2.2         1721        0x80000005 0x00CF58 

 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         1133        0x80000003 0x00147E 0 

150.101.254.0   1.1.1.1         1133        0x80000003 0x000889 0 

150.102.254.0   1.1.1.1         1134        0x80000003 0x00FB94 0 

150.103.254.0   1.1.1.1         1134        0x80000003 0x00EF9F 0 

 

Based on the contents of the LSDB, R1 will not be able to reach the 144.144.144.4/32 address 

redistributed into OSPF on R4 for the following reasons: 

 

 Because external routes are not advertised into an NSSA 

 Because the ABR does not generate a default route for an NSSA by default 

 

The first reason is based on the design of the protocol. This cannot be changed. However, the 

second reason is one that can be addressed by issuing the area [area id] default-

information-originate [metric | metric-type] configuration command on the 

ABR. This configuration causes the ABR to generate a Type 7 default route into the NSSA. 

Referencing the network topology illustrated in Figure 3-19, this configuration would be 

implemented on R2 as follows: 

 
R2(config)#router ospf 2 

R2(config-router)#area 1 nssa default-information-originate 

R2(config-router)#exit 
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The default route is added to the LSDB on R2 as a Type 7 LSA. This route will be generated as a 

Type 2 (N2) external route with a route metric of 1 and will be flooded only into the NSSA. In 

addition, the Forward Address will be 0.0.0.0, indicating that the traffic should be forwarded to 

R2. This is illustrated in the following output: 

 
R2#show ip ospf database nssa-external 0.0.0.0 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Type-7 AS External Link States (Area 1) 

 

  LS age: 64 

  Options: (No TOS-capability, No Type 7/5 translation, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0xD0D8 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

The same information is also reflected in the LSDB on R1 as illustrated in the following output: 

 
R1#show ip ospf database nssa-external 0.0.0.0 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Type-7 AS External Link States (Area 1) 

 

  Routing Bit Set on this LSA 

  LS age: 509 

  Options: (No TOS-capability, No Type 7/5 translation, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0xD0D8 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 0.0.0.0 
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        External Route Tag: 0 

 

The default route is installed into the routing table and R1 is able to ping the external network 

that was redistributed into OSPF on R4 as illustrated below: 

 
R1#show ip route 0.0.0.0 

Routing entry for 0.0.0.0/0, supernet 

  Known via "ospf 1", distance 110, metric 1, candidate default path, type 

NSSA extern 2, forward metric 64 

  Last update from 10.0.0.2 on Serial0/0, 00:05:56 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 2.2.2.2, 00:05:56 ago, via Serial0/0 

      Route metric is 1, traffic share count is 1 

 

NOTE: The Forward Metric shown in the output above is the cost from R1 to R2. The actual 

route metric itself never changes for a Type 2 external route. 

 
When the area [area ID] nssa default-information-originate router 

configuration command is issued on R2, it effectively becomes an ASBR and a Type 4 LSA is 

generated for this router. A Type 4 LSA would also be generated for R4 because it is 

redistributing external routes into OSPF. However, a Type 4 LSA will not be generated for the 

NSSA ASBR. Both Type 4 LSAs will be listed in the LSDB on R3 as illustrated in the following 

output: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         186         0x8000000A 0x005A88 2 

3.3.3.3         3.3.3.3         536         0x8000000D 0x003E96 2 

 

                Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.0.1.3        3.3.3.3         536         0x80000007 0x0058AD 

 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         1441        0x80000005 0x00A348 

4.4.4.4         3.3.3.3         1769        0x80000003 0x00FEDE 

10.0.0.0        2.2.2.2         186         0x80000007 0x0041A3 

10.0.2.0        3.3.3.3         536         0x80000007 0x000DD1 

172.16.4.0      3.3.3.3         281         0x80000007 0x00FD2B 



 Copyright Paul Browning 2014 – www.in60days.com 

 

                Summary ASB Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

4.4.4.4         3.3.3.3         1769        0x80000003 0x00E6F6 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         537         0x80000009 0x0078DF 2 

4.4.4.4         4.4.4.4         1747        0x80000010 0x0071E6 4 

 

                Summary Net Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         1523        0x80000005 0x008F57 

2.2.2.2         3.3.3.3         537         0x80000007 0x00DA46 

3.3.3.3         3.3.3.3         537         0x80000007 0x00A27B 

10.0.0.0        3.3.3.3         537         0x80000007 0x002DB2 

10.0.1.0        3.3.3.3         537         0x80000007 0x009F7F 

 

                Summary ASB Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         3.3.3.3         537         0x80000006 0x00C45D 

 

                Type-5 AS External Link States 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

144.144.144.4   4.4.4.4         1230        0x80000003 0x00EEE9 0 

150.100.254.0   2.2.2.2         1448        0x80000005 0x008610 0 

150.101.254.0   2.2.2.2         1448        0x80000005 0x007A1B 0 

150.102.254.0   2.2.2.2         1448        0x80000005 0x006E26 0 

150.103.254.0   2.2.2.2         1448        0x80000005 0x006231 0 

 

Totally Not-so-stubby Areas (TNSSAs) 
 

Totally Not-so-stubby Areas (TNSSAs) are an extension of NSSAs. Like NSSAs, Type 5 LSAs are 

not allowed into a TNSSA. However, unlike NSSAs, Summary LSAs are not allowed into a 

TNSSA. In addition, when a TNSSA is configured, the default route is injected into the area as a 

Type 7 LSA. TNSSAs have the following characteristics: 

 

 Type 7 LSAs are converted into Type 5 LSAs at the NSSA ABR 

 They do not allow Network Summary LSAs 

 They do not allow External LSAs 

 The default route is injected as a Summary LSA 
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The no-summary keyword is used to configure an NSSA. This configuration prevents Network 

Summary LSAs from being advertised into the area. By default, when an area is configured as 

an NSSA, Network Summary LSAs are still flooded into the area. Referencing the topology 

illustrated in Figure 3-19, assuming that Area 1 is still configured as an NSSA, the Type 3 LSAs 

will still be flooded by R2 (ABR) into this area and can be seen on R1 as follows: 

 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         555         0x8000000C 0x002235 3 

2.2.2.2         2.2.2.2         791         0x8000000C 0x00B1B4 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         2.2.2.2         15          0x80000001 0x00A085 

3.3.3.3         2.2.2.2         15          0x80000001 0x007CA4 

4.4.4.4         2.2.2.2         15          0x80000001 0x00D00C 

10.0.1.0        2.2.2.2         15          0x80000001 0x006FB3 

10.0.2.0        2.2.2.2         15          0x80000001 0x00E6FA 

172.16.4.0      2.2.2.2         15          0x80000001 0x00D754 

 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         555         0x80000009 0x000884 0 

150.101.254.0   1.1.1.1         555         0x80000009 0x00FB8F 0 

150.102.254.0   1.1.1.1         557         0x80000009 0x00EF9A 0 

150.103.254.0   1.1.1.1         557         0x80000009 0x00E3A5 0 

 

To configure Area 1 as a TNSSA and prevent Summary LSAs from being advertised into the 

area, R2 (ABR) would be configured as follows: 

 
R2(config)#router ospf 2 

R2(config-router)#area 1 nssa no-summary 

R2(config-router)#exit 

 

When this configuration is implemented, R2 generates and advertises a default route into the 

area as a Type 3 LSA. All other Summary LSAs are not flooded into the area. This can be 

validated by checking the LSDB on R1 as illustrated in the following output: 

 
R1#show ip ospf database 
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            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         684         0x8000000C 0x002235 3 

2.2.2.2         2.2.2.2         920         0x8000000C 0x00B1B4 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

0.0.0.0         2.2.2.2         12          0x80000001 0x00FC31 

 

                Type-7 AS External Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

150.100.254.0   1.1.1.1         684         0x80000009 0x000884 0 

150.101.254.0   1.1.1.1         684         0x80000009 0x00FB8F 0 

150.102.254.0   1.1.1.1         684         0x80000009 0x00EF9A 0 

150.103.254.0   1.1.1.1         684         0x80000009 0x00E3A5 0 

 

The Link State ID for the default route will be set to 0.0.0.0. In addition, the route uses a default 

metric value of 1 as illustrated in the following output on R1: 

 
R1#show ip ospf database summary 0.0.0.0 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Summary Net Link States (Area 1) 

 

  Routing Bit Set on this LSA 

  LS age: 115 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 0.0.0.0 (summary Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0xFC31 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 1 

 

NOTE: The same entry is also installed into the LSDB on R2 for Area 1. In addition, it is 

important to remember that while the default route generated when the area [area ID] 

nssa default-information-originate router configuration command is used in NSSA 

configuration will be a Type 2 External NSSA route, the default route flooded into the area 
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when a TNSSA is configured will be marked as an inter-area route, not an external route as 

illustrated below on R1: 

 
R1#show ip route 0.0.0.0 

Routing entry for 0.0.0.0/0, supernet 

  Known via "ospf 1", distance 110, metric 65, candidate default path, type 

inter area 

  Last update from 10.0.0.2 on Serial0/0, 00:05:57 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 2.2.2.2, 00:05:57 ago, via Serial0/0 

      Route metric is 65, traffic share count is 1 

 

Notice that this time the route has a metric of 65. This metric is calculated by adding the metric 

advertised by R2 (1) and the cost of the link between R1 and R2 (64). To determine the default 

link cost, use the show ip ospf interface [name] command as follows: 

 
R1#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.0.1/24, Area 1 

  Process ID 1, Router ID 1.1.1.1, Network Type POINT_TO_POINT, Cost: 64 

  Transmit Delay is 1 sec, State POINT_TO_POINT, 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:06 

  Index 1/1, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 4, maximum is 4 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 2.2.2.2 

  Suppress Hello for 0 neighbor(s) 

 

NOTE: OSPF metrics are described in detail later in this chapter. 

 

Stub Areas 
 

Stub areas are somewhat similar to NSSAs with the major exception being that external routes 

(Type 5 or Type 7) are not allowed into Stub areas. It is important to understand that Stub 

functionality in OSPF and EIGRP is not at all similar. In OSPF, the configuration of an area as a 

Stub area reduces the size of the routing table and the OSPF database for the routers within the 

Stub area by preventing external LSAs from being advertised into such areas without any 

further configuration. Stub areas have the following characteristics: 

 

 The default route is injected into the Stub area by the ABR as a Type 3 LSA 

 Type 3 LSAs from other areas are permitted into these areas 
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 External route LSAs (i.e., Type 4 and Type 5 LSAs) are not allowed 

 

NOTE: Because Type 5 LSAs are not allowed into Stub areas, this negates the need to advertise 

Type 4 LSAs, which advertise the ASBR. Therefore, Type 4 LSAs are essentially also filtered 

from Stub areas. While we know that Type 5 LSAs are used for external routes, Type 4 LSAs 

should also be implied, because, as was stated earlier in this chapter, Type 1, Type 2, and Type 3 

LSAs are used for internal route calculation, while Type 4, Type 5, and Type 7 LSAs are used for 

external route calculation.  

 

In Cisco IOS software, Stub areas are configured using the area [area ID] stub [no-

summary] router configuration command. The no-summary keyword prevents Summary 

LSAs from being flooded into the area. If this keyword is used, the area becomes a Totally 

Stubby Area (TSA). TSAs are described in the following section. 

 

The topology shown in Figure 3-20 below will be used to illustrate Stub area configuration: 

 

 

R3

R1

R4

R2
Se0/0: 10.0.0.1/24Se0/0: 10.0.0.2/24

Se0/0: 10.0.2.3/24 Se0/0: 10.0.2.4/24

Area 2

Area 1 (Stub)

Area 0

Fa0/0: 10.0.1.2/24

Fa0/0: 10.0.1.3/24

Lo0:1.1.1.1/32

Lo0:2.2.2.2/32

Lo0:3.3.3.3/32

Lo0:4.4.4.4/32

Et0/0: 172.16.1.0/24

Fa0/0: 172.16.4.0/24

 
 

Fig. 3-20. Configuring Stub Areas 

 

 

Referencing the topology illustrated in Figure 3-20, Area 1 is configured as a Stub area by 

issuing the area 1 stub router configuration commands on R1 and R2 as follows: 
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R1(config)#router ospf 1 

R1(config-router)#area 1 stub 

R1(config-router)#exit 

 
R2(config)#router ospf 2 

R2(config-router)#area 1 stub 

R2(config-router)#exit 

 

Following this configuration, the ABR (R2) generates a default route into the Stub area. This is 

generated as a Type 3 LSA and is flooded only into the Stub area as illustrated below: 

 
R2#show ip ospf database summary 0.0.0.0 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Summary Net Link States (Area 1) 

 

  LS age: 199 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 0.0.0.0 (summary Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000004 

  Checksum: 0x6FC3 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 1 

 

By default, the route is assigned a metric of 1. In addition, the route is generated as an inter-area 

route as illustrated below in the output of the show ip route command on R1: 

 
R1#show ip route 0.0.0.0 

Routing entry for 0.0.0.0/0, supernet 

  Known via "ospf 1", distance 110, metric 65, candidate default path, type 

inter area 

  Last update from 10.0.0.2 on Serial0/0, 00:04:47 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 2.2.2.2, 00:04:47 ago, via Serial0/0 

      Route metric is 65, traffic share count is 1 

 

This external route is used by routers in the Stub area to reach external destinations because 

Type 5 LSAs are not flooded into Stub areas. However, Type 3 LSAs are still permitted. This can 

be validated by viewing the LSDB on R1 as illustrated in the following output: 

 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 
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                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         1829        0x80000011 0x008AD1 3 

2.2.2.2         2.2.2.2         85          0x80000012 0x001852 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

0.0.0.0         2.2.2.2         85          0x80000005 0x006DC4 

2.2.2.2         2.2.2.2         85          0x80000003 0x001517 

3.3.3.3         2.2.2.2         85          0x80000003 0x00F036 

4.4.4.4         2.2.2.2         85          0x80000003 0x00459D 

10.0.1.0        2.2.2.2         85          0x80000003 0x00E345 

10.0.2.0        2.2.2.2         85          0x80000003 0x005B8C 

172.16.4.0      2.2.2.2         85          0x80000003 0x004CE5 

 

If, for example, router R4 was configured as an ASBR by redistributing routes into OSPF, while 

the Type 4 and Type 5 LSAs would be propagated to R2, neither would be flooded into the Stub 

area. The LSDB of R2 would show the following entries: 

 
R2#show ip ospf database asbr-summary 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Summary ASB Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 763 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(AS Boundary Router) 

  Link State ID: 4.4.4.4 (AS Boundary Router address) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000008 

  Checksum: 0xDCFB 

  Length: 28 

  Network Mask: /0 

        TOS: 0  Metric: 64 

 

R2#show ip ospf database external 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 189 
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  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 144.144.144.4 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000008 

  Checksum: 0xE4EE 

  Length: 36 

  Network Mask: /32 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

However, neither would be flooded into Area 1 because of the following Stub configuration: 

 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         233         0x80000012 0x0088D2 3 

2.2.2.2         2.2.2.2         524         0x80000012 0x001852 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

0.0.0.0         2.2.2.2         524         0x80000005 0x006DC4 

2.2.2.2         2.2.2.2         524         0x80000003 0x001517 

3.3.3.3         2.2.2.2         524         0x80000003 0x00F036 

4.4.4.4         2.2.2.2         524         0x80000003 0x00459D 

10.0.1.0        2.2.2.2         524         0x80000003 0x00E345 

10.0.2.0        2.2.2.2         524         0x80000003 0x005B8C 

172.16.4.0     2.2.2.2         524         0x80000003 0x004CE5 

 

Totally Stubby Areas 
 

Totally Stubby Areas (TSAs) are an extension of Stub areas. However, unlike Stub areas, TSAs 

further reduce the size of the LSDB on routers in the TSA by restricting Type 3 LSAs in addition 

to the external LSAs. TSAs are typically configured on routers that have a single ingress and 

egress point into the network, for example in a traditional hub-and-spoke network. The area 

routers forward all external traffic to the ABR. The ABR is also the exit point for all backbone 

and inter-area traffic to the TSA, which has the following characteristics: 

 

 The default route is injected into Stub areas as a Type 3 Network Summary LSA 
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 Type 3, Type 4, and Type 5 LSAs from other areas are not permitted into these areas 

 

Totally Stubby Areas are configured by issuing the area [area ID] stub no-summary 

command on the ABR. Referencing the topology illustrated in Figure 3-20, Area 1 would be 

configured as a TSA by configuring R2 (ABR) as follows: 
 
R2(config)#router ospf 2 

R2(config-router)#area 1 stub no-summary 

R2(config-router)#exit 

 

This configuration results in a single Type 3 LSA (default route) being flooded into Area 1; 

however, all other Type 3 LSAs are suppressed as illustrated in the following output: 
 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         1288        0x80000012 0x0088D2 3 

2.2.2.2         2.2.2.2         1579        0x80000012 0x001852 2 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

0.0.0.0         2.2.2.2         581         0x80000006 0x006BC5 

 

The default route is advertised as an inter-area route with a default metric of 1. The cumulative 

metric is calculated on R1 by adding the default metric (1) to the cost of the link between R1 and 

R2 (64). This is illustrated in the following output: 
 
R1#show ip route 0.0.0.0 

Routing entry for 0.0.0.0/0, supernet 

  Known via "ospf 1", distance 110, metric 65, candidate default path, type 

inter area 

  Last update from 10.0.0.2 on Serial0/0, 00:09:55 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 2.2.2.2, 00:09:55 ago, via Serial0/0 

      Route metric is 65, traffic share count is 1 

 

Now that we have a solid understanding of the configuration of the different types of areas that 

are described in this section, it is important to understand where and when to use such 

configurations. NSSAs should be used on Stub routers (e.g., in the spoke routers in hub-and-

spoke networks) when you want to import (redistribute) external routes into OSPF. These 

routes may be static routes, connected routes, or even routes from another routing protocol. 
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Because external routing information (Type 4 and Type 5) is not allowed into the NSSA, this 

reduces the size of the LSDB. In addition, the TNSSA prevents the flooding of Network 

Summary LSAs into the TNSSA, further reducing the size of the LSDB. 

 

Stub areas should be configured when connecting to Stub routers. Unlike NSSAs, Stub areas do 

not allow any external routes. While Stub areas reduce the overall size of the LSDB for routers 

in those areas, they do have some limitations with which you are expected to be familiar. These 

limitations are as follows: 
 

 You cannot include an ASBR in a Stub area because external routes are not allowed 

 All routers in the Stub area must be configured as Stub routers 

 You cannot configure a virtual link across a Stub area 

 The OSPF backbone area (Area 0) cannot be configured as a Stub area 

 

 

Route Metrics and Best Route Selection 
 

In this section, we will learn about the OSPF metric and how it is calculated. We will also learn 

about inter-area and intra-area routes and how OSPF routers select the best route to the 

destination network. Finally, at the end of the section, we will look at the ways in which metric 

calculation can be influenced and the effects of such configurations. 

 

Calculating the OSPF Metric 
 

The OSPF metric is commonly referred to as the cost. The cost is derived from the bandwidth of 

a link using the formula 108/bandwidth (in bps). This means that different links are assigned 

different cost values, depending on their bandwidth. Using this formula, the OSPF cost of a 

10Mbps Ethernet interface would be calculated as follows: 

 

 Cost = 108/bandwidth (bps) 

 Cost = 100 000 000/10 000 000 

 Cost = 10 

 

Using the same formula, the OSPF cost of a T1 link would be calculated as follows: 

 

 Cost = 108/bandwidth (bps) 

 Cost = 100 000 000/1 544 000 

 Cost = 64.77 

 

NOTE: When calculating the OSPF metric, point math is not used. Therefore, any such values 

are always rounded down to the nearest integer. Regarding the previous example, the actual 

cost for a T1 link would be rounded down to 64. 



 Copyright Paul Browning 2014 – www.in60days.com 

 

The OSPF cost of an interface can be viewed using the show ip ospf interface [name] 

command as was illustrated in the previous section. The default reference bandwidth used in 

metric calculation can be viewed in the output of the show ip protocols command as is 

illustrated in the following output: 
 
R4#show ip protocols 

Routing Protocol is "ospf 4" 

  Outgoing update filter list for all interfaces is not set 

  Incoming update filter list for all interfaces is not set 

  Router ID 4.4.4.4 

  Number of areas in this router is 1. 1 normal 0 stub 0 nssa 

  Maximum path: 4 

  Routing for Networks: 

    0.0.0.0 255.255.255.255 Area 2 

 Reference bandwidth unit is 100 mbps 

  Routing Information Sources: 

    Gateway         Distance      Last Update 

    3.3.3.3              110      00:00:03 

  Distance: (default is 110) 

 

The default reference bandwidth used in OSPF cost calculation can be adjusted using the auto-

cost reference-bandwidth <1-4294967> router configuration command and specifying 

the reference bandwidth value in Mbps. This is particularly important in networks that have 

links that have a bandwidth value over 100Mbps, for example, GigabitEthernet links. In such 

networks, the default value assigned to the GigabitEthernet link would be the same as that of a 

FastEthernet link. In most cases, this is certainly not desirable, especially if OSPF attempts to 

load-balance across both links. 

 

To prevent this skewed calculation of cost value, the auto-cost reference-bandwidth 

1000 router configuration command should be issued on the router. This results in a 

recalculation of cost values on the router using the new reference bandwidth value. For 

example, following this configuration, the cost of a T1 link would be recalculated as follows: 

 

 Cost = 109/bandwidth (bps) 

 Cost = 1 000 000 000/1 544 000 

 Cost = 647.66 

 

NOTE: Again, because the OSPF metric does not support point values, this would be rounded 

down to a metric value of simply 647 as illustrated in the following output: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 647 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 60, Wait 60, Retransmit 5 
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    oob-resync timeout 60 

    Hello due in 00:00:01 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 0, Adjacent neighbor count is 0 

  Suppress Hello for 0 neighbor(s) 

 

When the auto-cost reference-bandwidth 1000 router configuration command is 

issued, Cisco IOS software prints the following message indicating that this same value should 

be applied to all routers within the OSPF domain. This is illustrated in the following output: 

 
R4(config)#router ospf 4 

R4(config-router)#auto-cost reference-bandwidth 1000 

% OSPF: Reference bandwidth is changed. 

        Please ensure reference bandwidth is consistent across all routers. 

 

While this may seem like an important warning, keep in mind that the use of this command 

simply affects the local router. It is not mandatory to configure it on all routers; however, for 

exam purposes, ensure that a consistent configuration is implemented on all routers. 

 

Intra-Area Route Metric Calculation 
 

Intra-area routes (Type 1 and Type 2 LSAs) are routes within a single OSPF area. In Cisco IOS 

software, these routes are preceded by an O in the output of the show ip route command. 

This is illustrated in the following output: 

 
R2#show ip route ospf 

     1.0.0.0/32 is subnetted, 1 subnets 

O       1.1.1.1 [110/65] via 10.0.0.1, 02:34:40, Serial0/0 

     3.0.0.0/32 is subnetted, 1 subnets 

O       3.3.3.3 [110/2] via 10.0.1.3, 02:34:40, FastEthernet0/0 

     4.0.0.0/32 is subnetted, 1 subnets 

 

The metric for intra-area routes is calculated by adding the cumulative cost of all links from the 

router to the destination network or link. To better understand this concept, refer to the network 

topology illustrated in Figure 3-21 below: 
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Fig. 3-21. Calculating Intra-Area Route Metrics 

 

 

Referencing Figure 3-21, R1, R2, and R3 are all backbone routers and reside in Area 0. R1 and R2 

are connected via a T1 Serial link (default cost = 64), while R2 and R3 are connected via a 

FastEthernet link (default cost = 1). To calculate the cost of the intra-area route from R1 to the 

Loopback interface of R3 (default cost = 1), you would simply add up the cumulative cost 

values as follows: 

 

 Route Metric = [cost of R1-R2 link + cost of R2-R3 link + cost of Loopback interface] 

 Route Metric = [64 + 1 + 1] 

 Route Metric = 66 

 

If you did not know the cost of the Loopback interface, or any of the links between R1 and R3, 

you could derive this value using one of the following two methods: 

 

1. Using the show ip ospf interface [name] command 

2. Adding up the metric (cost) values in the LSAs 

 

The show ip ospf interface [name] command includes the OSPF cost for a particular 

link or interface. Once derived, this would then be added to the cost values of all other transit 

links between the router and the destination network or link to derive the route metric. The 

following illustrates the output printed by this command for a Loopback interface: 



 Copyright Paul Browning 2014 – www.in60days.com 

 
R3#show ip ospf interface Loopback0 

Loopback0 is up, line protocol is up 

  Internet Address 3.3.3.3/32, Area 0 

  Process ID 3, Router ID 3.3.3.3, Network Type LOOPBACK, Cost: 1 

  Loopback interface is treated as a stub Host 

 

The second method involves a little more work and requires a greater understanding of both 

the overall network topology and LSDB. While there is no single standard method of using this 

method, as an example, we could first look at the Type 1 LSAs advertised by R2. This will 

provide us with all links on this router, which includes the P2P connection between R1 and R2 

and the LAN (transit) link between R2 and R3. Both are highlighted in bold below: 

 
R1#show ip ospf database router adv-router 2.2.2.2 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 0) 

 

  LS age: 1209 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 2.2.2.2 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000016 

  Checksum: 0x41DF 

  Length: 72 

  Number of Links: 4 

 

    Link connected to: another Router (point-to-point) 

     (Link ID) Neighboring Router ID: 1.1.1.1 

     (Link Data) Router Interface address: 10.0.0.2 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 10.0.0.0 

     (Link Data) Network Mask: 255.255.255.0 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 64 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 2.2.2.2 

     (Link Data) Network Mask: 255.255.255.255 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: a Transit Network 
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     (Link ID) Designated Router address: 10.0.1.3 

     (Link Data) Router Interface address: 10.0.1.2 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

Noting the metric value of 64 for the P2P link between R1 and R2, and the metric value of 1 for 

the LAN (transit) link between R2 and R3, next, we can use the same command to view the 

metric (cost) for the Loopback interface on R3 as follows: 

 
R1#show ip ospf database router 3.3.3.3 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 279 

  Options: (No TOS-capability, DC) 

  LS Type: Router Links 

  Link State ID: 3.3.3.3 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000018 

  Checksum: 0x28A1 

  Length: 48 

  Area Border Router 

  Number of Links: 2 

 

    Link connected to: a Stub Network 

     (Link ID) Network/subnet number: 3.3.3.3 

     (Link Data) Network Mask: 255.255.255.255 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

    Link connected to: a Transit Network 

     (Link ID) Designated Router address: 10.0.1.3 

     (Link Data) Router Interface address: 10.0.1.3 

      Number of TOS metrics: 0 

       TOS 0 Metrics: 1 

 

If we add up the metrics in the LSAs, we would get 64 + 1 + 1 = 66. This is a longer, alternate 

method of arriving at the metric derived using the simple addition in the first method. 

However, the second method’s advantage is that the more you look at the LSDB, the more 

familiar you become with the output and the information contained therein, as well as the 

different commands that you can use to look up different things. Regardless of the method 

used, the route metric calculated is printed in the output of the show ip route command as 

follows: 
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R1#show ip route 3.3.3.3 255.255.255.255 

Routing entry for 3.3.3.3/32 

  Known via "ospf 1", distance 110, metric 66, type intra area 

  Last update from 10.0.0.2 on Serial0/0, 00:08:15 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 3.3.3.3, 00:08:15 ago, via Serial0/0 

      Route metric is 66, traffic share count is 1 

 

Inter-Area Route Metric Calculation 
 

Inter-area routes (Type 3 LSAs) are for routes outside of the local area but within the routing 

domain. Inter-area routes are preceded by an O IA in the output of the show ip route 

command as illustrated in the following output: 

 
R1#show ip route ospf 

O IA    4.4.4.4 [110/130] via 10.0.0.2, 00:18:56, Serial0/0 

     172.16.0.0/24 is subnetted, 2 subnets 

O IA    172.16.4.0 [110/130] via 10.0.0.2, 00:18:56, Serial0/0 

     144.144.0.0/32 is subnetted, 1 subnets 

O IA    144.144.144.4 [110/130] via 10.0.0.2, 00:18:56, Serial0/0 

     10.0.0.0/24 is subnetted, 3 subnets 

O IA    10.0.2.0 [110/129] via 10.0.0.2, 00:18:56, Serial0/0 

 

The same basic calculation used in the first method in intra-area route metric calculation can be 

used to calculate the inter-area cost. However, because Type 3 LSAs provide only a summary of 

the information contained in other areas, routers cannot use this same basic method. Instead, 

routers calculate the cost of inter-area routes by adding the cost (metric) included in the Type 3 

LSA to the cost of reaching the ABR that originated the LSA. The route metric included in the 

Type 3 LSA is the ABRs best (lowest) metric to the destination network or host.  

 

Referencing the topology illustrated in Figure 3-21, R1 would calculate the route metric for the 

4.4.4.4/32 route on R4 by adding the metric in the Type 3 LSA to the cost of reaching R3 (ABR) 

from R1. The metric in the Type 3 LSA can be viewed using the show ip ospf database 

summary adv-router 3.3.3.3 or show ip ospf database summary 4.4.4.4 

commands on R1. The output printed by the latter of the two commands is illustrated below: 

 
R1#show ip ospf database summary 4.4.4.4 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Summary Net Link States (Area 0) 

 

  Routing Bit Set on this LSA 

  LS age: 1175 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 
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  Link State ID: 4.4.4.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000004 

  Checksum: 0xFCDF 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 65 

 

In the output above, the LSA is originated by R3, which is listed as the Advertising Router. The 

metric of 65 is R3’s metric to this address. This is derived simply by adding the cost of the 

connected link (default cost for the Loopback = 1) to the cost of the P2P connection between R3 

and R4 (default cost for T1 Serial interface = 64): therefore, 64 + 1 = 65. 

 

Using this information, R1 calculates the route to the same network by adding 65 to the cost of 

getting from itself to the ABR (R3). Using basic math, we can add the cost of the T1 Serial link 

between R1 and R2 to the cost of the FastEthernet link between R2 and R3 to 65 and calculate 

the metric for the 4.4.4.4/32 route on R1 as follows: 

 

 Route Metric = [ABR cost + cost of reaching the ABR] 

 Route Metric = [ABR cost + cost of R1-R2 link + cost of R2-R3 link] 

 Route Metric = [65 + 64 + 1] 

 Route Metric = 130 

 

NOTE: The default cost of a FastEthernet link is 1, and it is 64 for a T1 Serial link 

 

We can validate our calculation by looking at the route metric for this route as printed in the 

following output of the show ip route command on R1: 

 
R1#show ip route 4.4.4.4 255.255.255.255 

Routing entry for 4.4.4.4/32 

  Known via "ospf 1", distance 110, metric 130, type inter area 

  Last update from 10.0.0.2 on Serial0/0, 00:08:42 ago 

  Routing Descriptor Blocks: 

  * 10.0.0.2, from 3.3.3.3, 00:08:42 ago, via Serial0/0 

      Route metric is 130, traffic share count is 1 

 

The same logic would also be applicable to the calculation of the 172.16.1.0/24 network that is 

connected to the Ethernet0/0 interface of R1 from R4. First, R4 would look at the cost to this 

destination network as advertised by the ABR (R3) as illustrated below: 

 
R4#show ip ospf database summary 172.16.1.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Summary Net Link States (Area 2) 
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  Routing Bit Set on this LSA 

  LS age: 723 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 172.16.1.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0x8F98 

  Length: 28 

  Network Mask: /24 

        TOS: 0  Metric: 75 

 

The metric included in the LSA is the ABR’s (R3s) metric to this destination network. R4 would 

calculate its route metric to the same network by adding that metric to the cost of getting from 

R1 to R3. This calculation is performed as follows: 

 

 Route Metric = [ABR cost + cost of reaching the ABR] 

 Route Metric = [ABR cost + cost of R4-R3 link] 

 Route Metric = [75 + 64] 

 Route Metric = 139 

 

Again, we can validate our calculation by viewing the route metric for this route as printed in 

the following output of the show ip route command on R4: 

 
R4#show ip route 172.16.1.0 255.255.255.0 

Routing entry for 172.16.1.0/24 

  Known via "ospf 4", distance 110, metric 139, type inter area 

  Last update from 10.0.2.3 on Serial0/0, 00:16:52 ago 

  Routing Descriptor Blocks: 

  * 10.0.2.3, from 3.3.3.3, 00:16:52 ago, via Serial0/0 

      Route metric is 139, traffic share count is 1 

 

Selecting the Best Routes 
 

When determining the best route, the route with the best metric to the destination network will 

be selected. However, an important exception to this rule must be remembered. By default, 

ABRs will always select intra-area routes over inter-area routes, regardless of the metric of the 

intra-area route. To better understand this concept, consider the network topology illustrated in 

Figure 3-22 below: 
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172.16.0.0/24

Type 3 LSA: 172.16.0.0/24

Adv. Router: 1.1.1.1
Type 3 LSA: 172.16.0.0/24

Adv. Router: 2.2.2.2

R1 R2

R3

 
 

Fig. 3-22. Selecting the Best Route 

 

 

Figure 3-22 shows a basic OSPF network with two ABRs. Both ABRs generate a Type 3 LSA for 

the 172.16.0.0/24 subnet in the backbone and flood it into Area 2. R3 receives both LSAs and, 

based on the route metric calculation, if both paths are equal, load-balances across them both. 

 

Invariably, R1 and R2 also receive the Type 3 LSAs advertised by the opposite ABR. In addition 

to not flooding inter-area routes into the backbone as was described earlier in this chapter, 

ABRs will not consider these routes in their own route calculation if they have an intra-area 

route to the same destination. This happens regardless of the metric of the inter-area route. 

 

Influencing OSPF Metric Calculation 
 

The calculation of the OSPF metric can be directly influenced by performing the following: 

 

 Adjusting the interface bandwidth using the bandwidth command 

 Manually specifying a cost using the ip ospf cost command 

 

The use of the bandwidth command was described in the previous chapter when we discussed 

EIGRP metric calculation. As stated earlier, the default OSPF cost is calculated by dividing the 

link bandwidth by a reference bandwidth of 108 or 100 Mbps. Either incrementing or 
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decrementing the link bandwidth directly affects the OSPF cost for the particular link. This is 

typically a path control mechanism used to ensure that one path is preferred over another. 

However, as was described in the previous chapter, the bandwidth command affects more 

than just the routing protocol. It is for this reason that the second method, manually specifying 

a cost value, is the recommended method for influencing OSPF metric calculation. 

 

The ip ospf cost <1-65535> interface configuration command is used to manually specify 

the cost of a link. The lower the value, the greater the probability that the link will be preferred 

over other links to the same destination network but with higher cost values. The following 

example illustrates how to configure an OSPF cost of 5 for a Serial (T1) link: 

 
R1(config)#interface Serial0/0 

R1(config-if)#ip ospf cost 5 

R1(config-if)#exit 

 

This configuration can be validated using the show ip ospf interface [name] command 

as illustrated in the following output: 

 
R1#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.0.1/24, Area 0 

  Process ID 1, Router ID 1.1.1.1, Network Type POINT_TO_POINT, Cost: 5 

  Transmit Delay is 1 sec, State POINT_TO_POINT, 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:04 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 4 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 2.2.2.2 

  Suppress Hello for 0 neighbor(s) 

 

While manually adjusting the link cost using the ip ospf cost command is a straightforward 

process, it is very important to understand the underlying operations that are affected by this 

configuration change. This is described in the following section. 

 

As you may recall, in Chapter 1 we learned that the SPF algorithm creates a shortest-path tree to 

all hosts in an area or in the network backbone, with the router that is performing the 

calculation at the root of that tree. As the router goes through the SPF calculation, the node in 

the TENT set or list that is closest to the root is moved to the PATH or PATHS list or set. This 

process is repeated until all nodes are in the PATH set and the shortest-path tree is built. Once 

the tree has been completely built, routes are then derived from the tree. 
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The router calculates the cost to each node in the tree. This is performed by adding the cost to 

the PATH node and the cost from the PATH node to the TENT node. When the ip ospf cost 

command is issued, the change in the cost value requires that the router run the SPF algorithm 

again to determine the cost to all other nodes in that area. The show ip ospf process 

[process ID] command can be used to view the number of times the SPF algorithm has been 

run on a per-area basis as illustrated below: 

 
R4#show ip ospf 4 

 Routing Process "ospf 4" with ID 4.4.4.4 

 

[Truncated Output]  

 

 Number of areas in this router is 1. 1 normal 0 stub 0 nssa 

 Number of areas transit capable is 0 

 External flood list length 0 

    Area 2 

        Number of interfaces in this area is 4 (2 Loopback) 

        Area has no authentication 

        SPF algorithm last executed 00:05:40.838 ago 

        SPF algorithm executed 7 times 

        Area ranges are 

        Number of LSA 8. Checksum Sum 0x089833 

        Number of opaque link LSA 0. Checksum Sum 0x000000 

        Number of DCbitless LSA 0 

        Number of indication LSA 0 

        Number of DoNotAge LSA 0 

        Flood list length 0 

 

In the output above, the SPF algorithm has been run 7 times for Area 2 and it was last run 

almost 6 minutes ago. If we changed the cost of a link in Area 2 using the ip ospf cost 

interface configuration command, SPF would have to be run again to recalculate the Type 1 and 

Type 2 LSAs because of the configuration change. As an example, the link cost for Serial0/0 is 

adjusted using the ip ospf cost interface configuration command as follows: 

 
R4(config)#interface Serial0/0 

R4(config-if)#ip ospf cost 4 

R4(config-if)#exit 

 

Based on this change, the following output of the show ip ospf [process ID] command 

shows that the SPF algorithm has been run again in Area 2: 

 
R4#show ip ospf 4 

 Routing Process "ospf 4" with ID 4.4.4.4 

 

[Truncated Output] 

 

 Number of areas in this router is 1. 1 normal 0 stub 0 nssa 
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 Number of areas transit capable is 0 

 External flood list length 0 

    Area 2 

        Number of interfaces in this area is 4 (2 Loopback) 

        Area has no authentication 

        SPF algorithm last executed 00:00:30.843 ago 

        SPF algorithm executed 8 times 

        Area ranges are 

        Number of LSA 8. Checksum Sum 0x08F5D2 

        Number of opaque link LSA 0. Checksum Sum 0x000000 

        Number of DCbitless LSA 0 

        Number of indication LSA 0 

        Number of DoNotAge LSA 0 

        Flood list length 0 

 

In addition to running on the local router, the SPF algorithm also runs for all other routers in the 

same area. Depending on the size of the network, the router resource utilization, and other 

conditions, this can have an adverse impact on the forwarding of traffic in production networks. 

Ensure that you understand the network topology and potential impact before implementing 

this configuration command on a network-wide basis.  

 

The show ip ospf statistics [detail] command can be used to view SPF calculation 

statistics on the local router. When used without the [detail] keyword, the command prints 

a summary of SPF calculations and the events that triggered the calculations. The information 

printed by this command is shown in the following output: 

 
R4#show ip ospf statistics 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

  Area 2: SPF algorithm executed 4 times 

 

  Summary OSPF SPF statistic 

 

  SPF calculation time 

Delta T   Intra D-Intra Summ    D-Summ  Ext     D-Ext   Total   Reason 

01:42:35   0    0       0       0       0       0       0       X 

01:27:08   0    0       0       0       0       0       0       X 

01:24:50   0    0       0       0       0       0       0       X 

01:24:35   0    0       0       0       0       0       0       X 

01:24:25   0    0       0       0       0       0       0       X 

01:24:15   0    0       0       0       0       0       0       X 

01:19:23   0    0       0       0       0       0       0       X 

01:19:13   0    0       0       0       0       0       0       X 

00:16:11   0    0       0       0       0       0       0       R, SN, 

00:16:01   0    0       0       0       0       0       0       R, 
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  RIB manipulation time during SPF (in msec): 

Delta T     RIB Update    RIB Delete 

01:42:35    0             0 

01:27:10    0             0 

01:24:52    0             0 

01:24:37    0             0 

01:24:27    0             0 

01:24:17    0             0 

01:19:25    0             0 

01:19:15    0             0 

00:16:13    0             0 

00:16:03    0             0 

 

In the output above, the Reason field lists the reason the SPF calculation was performed. The 

different values that may be found in this field are listed and described in Table 3-3 below: 

 

 

Table 3-3. SPF Calculation Reason Codes 

 

Reason Code Description 
R A change in a Router LSA (Type 1) has occurred 

N A change in a Network LSA (Type 2) has occurred 

SN A change in a Summary Network LSA  (Type 3) has occurred 

SA A change in a Summary ASBR LSA (Type 4) has occurred 

X A change in an External Type-7 (NSSA) LSA has occurred 

 

 

In-depth information on SPF calculation can be viewed by appending the [detail] keyword 

to the end of the show ip ospf statistics command as illustrated below: 

 
R4#show ip ospf statistics detail 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

  Area 2: SPF algorithm executed 4 times 

 

SPF 1 executed 02:25:42 ago, SPF type Full 

  SPF calculation time (in msec): 

  SPT    Intra  D-Intr Summ   D-Summ Ext7   D-Ext7 Total 

  0      0      0      0      0      0      0      0 

  RIB manipulation time (in msec): 

  RIB Update    RIB Delete 

  0             0 

  LSIDs processed R:1 N:0 Stub:2 SN:2 SA:0 X7:0 

  Change record 

  LSIDs changed 2 

  Changed LSAs. Recorded is LS ID and LS type: 
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  3.3.3.3(R) 4.4.4.4(R) 

 

SPF 2 executed 02:25:32 ago, SPF type Full 

  SPF calculation time (in msec): 

  SPT    Intra  D-Intr Summ   D-Summ Ext7   D-Ext7 Total 

  0      0      0      0      0      0      0      0 

  RIB manipulation time (in msec): 

  RIB Update    RIB Delete 

  1             0 

  LSIDs processed R:2 N:0 Stub:4 SN:6 SA:0 X7:0 

  Change record 

  LSIDs changed 2 

  Changed LSAs. Recorded is LS ID and LS type: 

  3.3.3.3(R) 4.4.4.4(R) 

 

SPF 3 executed 00:14:42 ago, SPF type Full 

  SPF calculation time (in msec): 

  SPT    Intra  D-Intr Summ   D-Summ Ext7   D-Ext7 Total 

  0      0      0      0      0      0      0      0 

  RIB manipulation time (in msec): 

  RIB Update    RIB Delete 

  0             0 

  LSIDs processed R:2 N:0 Stub:4 SN:5 SA:0 X7:0 

  Change record 

  LSIDs changed 1 

  Changed LSAs. Recorded is LS ID and LS type: 

  4.4.4.4(R) 

 

Keep in mind that this is not the TSHOOT exam. You are not expected to demonstrate advanced 

OSPF troubleshooting skills in the ROUTE exam. 

 

 

OSPF Default Routing 
 

Unlike EIGRP, which supports several different ways of generating and advertising the default 

route, OSPF uses only the default-information originate [always] [metric 

<value>] [metric-type <1|2>] [route-map <name>] router configuration command 

to advertise dynamically the default route.   

 

The default-information originate command used by itself will configure the router 

to advertise a default route only if a default route is already present in the routing table. 

However, the always keyword can be appended to this command to force the router to 

generate a default route even when one does not exist in the routing table. This keyword should 

be used with caution as it may result in the black-holing of traffic within the OSPF domain or 

the forwarding of packets for all unknown destinations to the configured router. 
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The metric <value> keyword is used to specify the route metric for the generated default 

route. The metric-type <1|2> keyword can be used to change the metric type for the 

default route. Finally, the route-map <name> keyword configures the router to generate a 

default route only if the conditions specified in the named route map are met. 

 

NOTE: The configuration of route maps is described in detail later in this guide. 

 

The following configuration example illustrates how to configure an OSPF-enabled router to 

generate and advertise a default route if one already exists in the routing table. The existing 

default route can be a static route or even a default route from another routing protocol if 

multiple routing protocols have been configured on the router. The output below illustrates this 

configuration based on a configured static default route: 

 
R4(config)#ip route 0.0.0.0 0.0.0.0 FastEthernet0/0 172.16.4.254 

R4(config)#router ospf 4 

R4(config-router)#network 172.16.4.0 0.0.0.255 Area 2 

R4(config-router)#default-information originate 

R4(config-router)#exit 

 

By default, the default route is advertised as a Type 5 LSA. On the local router, the show ip 

ospf database external command can be used to view the default route parameters as 

illustrated below: 

 
R4#show ip ospf database external 0.0.0.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  LS age: 513 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000003 

  Checksum: 0x4796 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 172.16.4.254 

        External Route Tag: 4 
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Referencing the output above, the Link State ID for the default route will always be 0.0.0.0. The 

Advertising Router field will contain the RID of the router (ASBR) that generated the default 

route. A corresponding Type LSA will be generated for this router. 

 

The Network Mask for the default route will also always be zero, as it represents the 0.0.0.0/0 

network. The default metric type assigned to all external OSPF routes will always be 2. The 

metric is derived from the metric of the interface to which the default route is pointing. Based 

on the output above, the metric is derived from the cost of the FastEthernet interface, which is 1. 

The Forward Address field contains the value 172.16.4.254. This field contains a non-zero value 

because the 172.16.4.0/24 subnet is advertised via OSPF on R4. If the prefix was not advertised 

via OSPF on R4, this field would reflect a value of 0.0.0.0, which would mean traffic to this 

destination network should be forwarded to the ASBR.  

 

Finally, the External Route Tag field contains the process ID of the OSPF process that generated 

this default route, which is 4. All of these values remain consistent as the LSA is propagated 

throughout the network. This is illustrated in the following output of the show ip ospf 

database external command on another router that resides within the same OSPF domain: 

 
R1#show ip ospf database external 0.0.0.0 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 818 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000003 

  Checksum: 0x4796 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 172.16.4.254 

        External Route Tag: 4 

 

The following example illustrates how to generate a default route on a router when a default 

route does not exist in the routing table: 

 
R4(config)#router ospf 4 

R4(config-router)#default-information originate always 

R4(config-router)#exit 
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Before we validate this configuration, we will ensure that a default route does not presently 

exist in the routing table. This is performed using the show ip route command as illustrated 

below: 

 
R4#show ip route 0.0.0.0 

% Network not in table 

 

Using the show ip ospf database external command, we can validate that the router 

has indeed generated and is advertising a default route, even though none exists in the IP 

routing table. The output of this command is illustrated as follows: 

 
R4#show ip ospf database external 0.0.0.0 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  LS age: 204 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000001 

  Checksum: 0xF8A6 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 0.0.0.0 

        External Route Tag: 4 

 

The information printed in this output is almost the same as that in the previous output, with 

the exception of the Forward Address field. This time, the field contains the all-zeros value, 

indicating that traffic to this destination network should be forwarded to the ASBR (R4). The 

same is reflected on another router within the same routing domain as illustrated in the 

following output: 

 
R1#show ip ospf database external 0.0.0.0 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 407 
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  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 0.0.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000001 

  Checksum: 0xF8A6 

  Length: 36 

  Network Mask: /0 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 1 

        Forward Address: 0.0.0.0 

        External Route Tag: 4 

 

 

OSPF Virtual Links 
 

A virtual link is a logical extension of the OSPF backbone. As we learned earlier in this chapter, 

when implementing a multi-area OSPF network, one area must be designated as the backbone 

area and all non-backbone areas must be connected to the backbone area. In most cases, a 

physical link is used to connect the non-backbone area to the backbone area; however, this is 

not always possible or feasible. In addition to being used to connect areas that have no physical 

connection to the OSPF backbone, virtual links can also be used for redundancy as well as 

connecting a discontinuous or partitioned backbone.  

 

Connecting to the Backbone 
 

In multi-area OSPF networks, virtual links are primarily used to connect disconnected non-

backbone areas to the backbone. Consider the topology illustrated in Figure 3-23 below: 
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Fig. 3-23. Connecting to the Backbone 

 

 

Figure 3-23 shows a multi-area OSPF network comprised of three areas, which are Area 0, Area 

1, and Area 2. Area 1 is physically connected to the backbone; however, Area 2 is not. Given the 

OSPF requirement that all non-backbone areas must be connected to the backbone, a virtual link 

is required to logically connect Area 2 to the backbone. Two conditions must be met before the 

virtual link is configured, which are as follows: 

 

1. One area must be connected to the backbone area before the virtual link can be created  

2. The transit area must be a common area between the two endpoint routers 

 

Because a virtual link is a logical extension of Area 0, the area across which the virtual link is 

configured must be connected to the backbone as well. If that area were not connected to the 

backbone, then it too would require a virtual link to connect it to the backbone. The second 

condition is that the area across which the virtual link traverses (the transit area) must be a 

common area between the two endpoints of the virtual link. In other words, if R3 and R6 

resided in different areas, then the virtual link could not be configured between the two 

endpoints. This would apply even if R6 were in an area that was connected to the backbone.  

 

The simplest way of remembering what a virtual link is is to think of it as a tunnel between two 

endpoints that joins disconnected areas to the backbone. In fact, virtual links do operate in a 

tunnel-like manner, as will be described shortly.  
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Referencing Figure 3-23, the virtual link across the transit area (Area 1) would be configured 

between R3 and R6. R3 is the ABR connected to the backbone and R6 is the router that is 

connected to the disconnected area (Area 2). It is important to understand that until the virtual 

link is established, R4 is not considered an ABR. Before we move on, it is important to take a 

moment to understand this statement.  

 

Recall that, at the beginning of this chapter, we learned that an ABR is an OSPF router that 

connects one or more OSPF areas to the OSPF backbone. This means that it must have at least 

one interface in Area 0 and another interface, or interfaces, within a different OSPF area. Based 

on this definition, even though R6 is connected to both Area 1 and Area 2, it is not technically an 

ABR because it has no interfaces in the backbone area.  

 

Because R6 is not an ABR, it cannot generate Type 3 LSAs for the intra-area (i.e., Type 1 and 

Type 2) routes in either area and flood those to the adjacent areas as inter-area (i.e., Type 3 

LSAs) routes. Given this, Area 1 and Area 0 are oblivious of Area 2, and vice-versa, as Areas 1 

and 0 have no inter-area routes for Area 2 and Area 2 has no inter-area routes for Areas 1 and 0. 

At this point, the OSPF network is considered broken and these different areas cannot 

communicate.  

 

When the virtual link is established between R3 and R6, Area 0 is extended to R6. Once R6 has 

this logical connection to the backbone, it considers itself an ABR. R6 therefore generates Type 3 

LSAs for all areas it is connected to and floods them to adjacent areas. Areas 0, 1, and 2 now 

have inter-area routes for all other areas and all subnets in all networks have full connectivity 

between each other. The network is no longer broken and connectivity is completely restored. 

 

When a virtual link is established, OSPF uses Unicast, not Multicast, to send routing updates 

between the virtual link endpoints. For example, referencing Figure 3-23, routing updates 

across the virtual link from R3 to R6 would be tunneled across the virtual link and would be 

sourced from the FastEthernet0/0 interface of R3, which has the IP address 10.1.1.3, and would 

have a destination address of 10.1.1.6, which is the FastEthernet0/0 interface of R6.  

 

 

  

 

When configuring virtual links in production networks, if there is a firewall in the transit area, 

it is important to ensure that the firewall rules are configured to allow traffic between the two 

virtual link endpoints. In most cases, simply allowing IP protocol 89 (OSPF) between the two 

Real World Implementation 



 Copyright Paul Browning 2014 – www.in60days.com 

endpoint addresses will suffice; however, depending on the firewall type, more configuration 

may be required. Make sure you remember this, as it can save you a lot of troubleshooting and 

heartache in the real world. 

 

 

While routing protocol updates are tunneled, it is important to know that normal traffic is not 

tunneled and is not subject to any tunneling overhead. This is the primary advantage of using 

virtual links. The configuration of virtual links in Cisco IOS software is a straightforward 

process. This is performed using the area [transit area] virtual-link [router-
id] [hello-interval <seconds>] [retransmit-interval <seconds>] 

[transmit-delay <seconds>] [dead-interval <seconds>] [ttl-security 

hops <hop-count>] router configuration command on the ABR and the router connected to 

the disconnected area.  

 

When using the area...virtual-link router configuration command, the transit area 

refers to the common transit area that the virtual link will traverse. Referencing the topology 

illustrated in Figure 3-23, the transit area would be Area 1.  

 

The router-id specifies the router ID of the end of the virtual link. This address is the actual 

OSPF RID as seen in the output of the show ip protocols or any of the show ip ospf 

commands, not the interface address of the remote endpoint. The specified router ID does not 

have to be reachable, as the virtual link packets are tunneled using the physical interface 

addresses as source and destination addresses in the routing protocol updates. Because intra-

area routes exist for these interfaces already, the router ID does not have to be reachable. 

 

As an example, even if the router ID was configured using the router-id <address> router 

configuration command, the same value should be used when configuring the virtual link 

between the routers. If you use the interface address, the virtual link will not be established 

between the routers. This is often a point of confusion. Ensure that you remember this when 

you are configuring virtual links in Cisco IOS software. 

 

The hello-interval <seconds> keyword can be used to specify a Hello interval for the 

virtual link endpoints. This value must match on both routers. If this keyword is not used, OSPF 

will send Hello packets across the virtual link every 10 seconds by default.  

 

The retransmit-interval <seconds> keyword is used to specify the time between Link 

State Advertisement (LSA) retransmissions, and the transmit-delay <seconds> keyword 

specifies the estimated time (in seconds) required to send a link-state update packet on the 

interface. These advanced configurations are beyond the scope of the ROUTE exam 

requirements and are not illustrated in the following configuration examples. 

 

The dead-interval <seconds> keyword specifies the time after which the neighbor is 

declared down if a Hello packet has not been received in the value specified. If this is 
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configured, it must be the same on all routers. If not, it defaults to four times the Hello interval, 

which is 40 seconds. The timer automatically changes when the Hello time is changed. 

 

The ttl-security hops <hop-count> keyword configures Time-to-Live (TTL) security 

on a virtual link. TTL security is used to configure a TTL value for incoming IP packets received 

from the neighbor. The implementation of this virtual link configuration is beyond the scope of 

the ROUTE exam requirements and is not illustrated in the following configuration examples. 

 

To reinforce the virtual link fundamentals, the topology illustrated in Figure 3-24 below will be 

used to demonstrate both the configuration and the validation of virtual links: 
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Fig. 3-24. Configuring Virtual Links 

 

 

Assuming that OSPF has been configured correctly on all routers, we will begin by viewing the 

contents of the Link State Databases on all routers included in the topology. The LSDB on R1 

shows the intra-area routes for Area 0 and the inter-area routes for Area 1, which were flooded 

into the area by the ABR (R2) as illustrated below: 

 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 
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                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         384         0x80000001 0x0096AC 4 

2.2.2.2         2.2.2.2         384         0x80000003 0x00185F 2 

 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         2.2.2.2         419         0x80000001 0x00FA31 

3.3.3.3         2.2.2.2         370         0x80000001 0x00D650 

10.0.1.0        2.2.2.2         374         0x80000003 0x00C561 

 

The LSDB on R2 shows the intra-area routes for Area 0 as well as the inter-area routes, which R2 

flooded into the area. We can also see the intra-area routes for Area 1, as well as the inter-area 

(Area 0) routes that R2 has flooded into Area 1 as illustrated below:  

 
R2#show ip ospf database 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         506         0x80000001 0x0096AC 4 

2.2.2.2         2.2.2.2         505         0x80000003 0x00185F 2 

 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         2.2.2.2         540         0x80000001 0x00FA31 

3.3.3.3         2.2.2.2         490         0x80000001 0x00D650 

10.0.1.0        2.2.2.2         494         0x80000003 0x00C561 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         500         0x80000002 0x006488 2 

3.3.3.3         3.3.3.3         500         0x80000002 0x00518F 2 

 

                Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.0.1.3        3.3.3.3         501         0x80000001 0x0064A7 

 

                Summary Net Link States (Area 1) 
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Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         501         0x80000001 0x00AB44 

10.0.0.0        2.2.2.2         547         0x80000001 0x004D9D 

11.1.1.0        2.2.2.2         501         0x80000001 0x008D50 

 

The LSDB on R3 shows the intra-area routes for Area 1 as well as the inter-area routes, which R2 

flooded into the area. We can also see the intra-area routes for Area 1, as well as the inter-area 

(Area 0) routes that R2 has flooded into Area 1. In addition, the LSDB also shows the intra-area 

routes for Area 2.  

 

However, because R3 is not an ABR (i.e., has no connection to the backbone) it does not 

generate Summary LSAs (inter-area) for these routes and flood them into Area 1, nor can it 

generate a Summary LSA for the intra-area routes in Area 2 and flood it into Area 1. This means 

that neither R2 nor R1 is aware of Area 2, and R4 is not aware of Area 1 or Area 0, as illustrated 

in the following output: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         736         0x80000002 0x006488 2 

3.3.3.3         3.3.3.3         735         0x80000002 0x00518F 2 

 

                Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.0.1.3        3.3.3.3         735         0x80000001 0x0064A7 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         735         0x80000001 0x00AB44 

10.0.0.0        2.2.2.2         780         0x80000001 0x004D9D 

11.1.1.0        2.2.2.2         735         0x80000001 0x008D50 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         815         0x80000003 0x0081DD 2 

4.4.4.4         4.4.4.4         866         0x80000003 0x00B043 4 

 

Finally, The LSDB on R4 shows only the intra-area routes in Area 2 because there is no ABR to 

create and flood Summary LSAs into the area as illustrated below: 
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R4#show ip ospf database 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         1135        0x80000003 0x0081DD 2 

4.4.4.4         4.4.4.4         1183        0x80000003 0x00B043 4 

 

The configuration of the virtual link connecting Area 2 to the backbone would be implemented 

on R2 and R3. This configuration would be performed as follows: 

 
R2(config)#router ospf 2 

R2(config-router)#area 1 virtual-link 3.3.3.3 

R2(config-router)#exit 

 
R3(config)#router ospf 3 

R3(config-router)#area 1 virtual-link 2.2.2.2 

R3(config-router)#exit 

 

When the virtual link has been configured successfully, an adjacency is established between R2 

and R3. This adjacency is similar to a typical OSPF adjacency and is included in the output of 

the show ip ospf neighbor command as illustrated below: 

 
R3#show ip ospf neighbor 

 

Neighbor ID    Pri   State        Dead Time   Address     Interface 

2.2.2.2          0   FULL/  -        -        10.0.1.2    OSPF_VL0 

2.2.2.2          1   FULL/BDR     00:00:39    10.0.1.2    FastEthernet0/0 

4.4.4.4          0   FULL/  -     00:00:35    10.0.2.4    Serial0/0 

 

Adding the detail keyword to the show ip ospf neighbor command prints detailed 

information about the virtual link as illustrated in the output below: 

 
R3#show ip ospf neighbor detail 

 Neighbor 2.2.2.2, interface address 10.0.1.2 

    In the Area 0 via interface OSPF_VL0 

    Neighbor priority is 0, State is FULL, 6 state changes 

    DR is 0.0.0.0 BDR is 0.0.0.0 

    Options is 0x32 in Hello (E-bit L-bit DC-bit ) 

    Options is 0x72 in DBD (E-bit L-bit DC-bit O-bit) 

    LLS Options is 0x1 (LR) 

    Neighbor is up for 00:03:19 

    Index 1/3, retransmission queue length 0, number of retransmission 1 

    First 0x0(0)/0x0(0) Next 0x0(0)/0x0(0) 

    Last retransmission scan length is 1, maximum is 1 
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    Last retransmission scan time is 0 msec, maximum is 0 msec 

 

Referencing the sections in bold above, the output of the show ip ospf neighbor detail 

command for the virtual link includes the neighbor router ID and the interface address that will 

be used to source routing protocol packets. The state of the neighbor is also included in this 

output. This state should always be FULL. 

 

The command also includes options included in the Hello and DBD packets for the virtual link. 

The different options in Hello and DBD packets were described earlier in this chapter. The 

virtual link Hello and DBD packets include the following options: 

 

 The DC bit, which indicates that it supports Demand Circuits mentioned in RFC 1793 

 The L bit, which indicates that it supports Link Local Signaling ( LLS) 

 The E Bit, which indicates that it supports External LSAs 

 The O Bit, which indicates that it supports Opaque LSAs mentioned in RFC 2370 

 

Based on RFC 1793, Demand Circuits are defined as ”network segments whose cost depends on 

either connect time and/or usage (expressed in terms of bytes or packets). Examples include 

ISDN circuits and X.25 SVCs.” OSPF Demand Circuits have the following two characteristics: 

 

1. Periodic Hellos are suppressed 

2. Periodic LSA refreshes are suppressed 

 

The original school of thought that resulted in virtual links being considered Demand Circuits 

was based on concern over the routing protocol overhead when virtual links were used across 

low-bandwidth links. The suppression of the periodic Hello packets and LSA refreshes was 

recommended to reduce this overhead.   

 

When a link is configured as a demand circuit, periodic Hellos are suppressed only if it is a 

point-to-point or a point-to-multipoint network type. However, Hellos are not suppressed for 

other network types. As stated earlier in this chapter, by default, OSPF re-floods all LSAs every 

30 minutes (1800 seconds). When the virtual link is established, if the DC bit is supported by 

routers, the DoNotAge (DNA) is set in the LSA age, effectively preventing LSAs received across 

the Demand Circuit from being aged out. 

 

NOTE: The Link State Age field states the time (in seconds) since the Link State Advertisement 

was originated. Within this field, the DNA bit is the most significant bit. When this bit is set, the 

LSA stops aging and no periodic updates are sent. However, even for an OSPF, Demand Circuit 

periodic refresh will occur when there is a change to the network topology. This exception is 

used to ensure the accuracy of routing information when virtual links are used. 
 

The L bit indicates Link Local Signaling support. This is beyond the scope of the ROUTE exam 

requirements and is not described further in this guide. The E bit indicates External (Type 5) 
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LSA support. In other words, External LSAs can also be flooded across the virtual link. The O 

bit indicates Opaque LSA support. Types 9, 10, and 11 are Opaque LSAs. 

 

Type 9 Opaque LSAs have a link-local flooding scope and are not flooded beyond the local link 

or local network. Type 10 Opaque LSAs have an area flooding scope and are not flooded 

beyond their area. Type 11 Opaque LSAs are similar to Type 5 LSAs in that they have a domain 

flooding scope. In addition, these LSAs are not flooded into Stub areas. Opaque LSAs allow for 

upgrades to OSPF for application-specific purposes and are included for the future extensibility 

of the protocol. Going into further detail on these LSAs is beyond the scope of the ROUTE exam 

requirements. These LSAs will not be described in any further detail in this guide. 
 

The show ip ospf virtual-links command can be used to view additional information 

about the virtual link. The output printed by this command is shown below: 

 
R3#show ip ospf virtual-links 

Virtual Link OSPF_VL0 to router 2.2.2.2 is up 

  Run as Demand Circuit 

  DoNotAge LSA allowed. 

  Transit Area 1, via interface FastEthernet0/0, Cost of using 1 

  Transmit Delay is 1 sec, State POINT_TO_POINT, 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    Hello due in 00:00:06 

    Adjacency State FULL (Hello suppressed) 

    Index 1/3, retransmission queue length 0, number of retransmission 1 

    First 0x0(0)/0x0(0) Next 0x0(0)/0x0(0) 

    Last retransmission scan length is 1, maximum is 1 

    Last retransmission scan time is 0 msec, maximum is 0 msec 

 

Referencing the sections in bold above, the output of the show ip ospf virtual-links 

command shows that the virtual link is configured as a Demand Circuit. This means periodic 

Hellos and LSA refreshes are suppressed across the virtual link and the DNA bit is set in the 

Link State Age field for all LSAs received across the virtual link. This can be validated by 

viewing the LSDB on the ABR (R3) as illustrated below: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         1285  (DNA) 0x80000001 0x0096AC 4 

2.2.2.2         2.2.2.2         1     (DNA) 0x80000004 0x00EF5B 3 

3.3.3.3         3.3.3.3         1003        0x80000004 0x000CF2 1 

 

                Summary Net Link States (Area 0) 
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Link ID         ADV Router      Age         Seq#       Checksum 

2.2.2.2         2.2.2.2         1320  (DNA) 0x80000001 0x00FA31 

2.2.2.2         3.3.3.3         1003        0x80000003 0x00E242 

3.3.3.3         2.2.2.2         1269  (DNA) 0x80000001 0x00D650 

3.3.3.3         3.3.3.3         1003        0x80000003 0x00AA77 

4.4.4.4         3.3.3.3         1003        0x80000003 0x00FEDE 

10.0.1.0        2.2.2.2         1274  (DNA) 0x80000003 0x00C561 

10.0.1.0        3.3.3.3         1003        0x80000003 0x00A77B 

10.0.2.0        3.3.3.3         1003        0x80000003 0x0015CD 

44.4.4.0        3.3.3.3         1003        0x80000003 0x001D9C 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         188         0x80000005 0x005E8B 2 

3.3.3.3         3.3.3.3         1005        0x80000006 0x00587F 2 

 

                Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.0.1.3        3.3.3.3         249         0x80000004 0x005EAA 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         190         0x80000004 0x00A547 

4.4.4.4         2.2.2.2         951         0x80000003 0x0027B9 

4.4.4.4         3.3.3.3         1005        0x80000003 0x00FEDE 

10.0.0.0        2.2.2.2         190         0x80000004 0x0047A0 

10.0.2.0        2.2.2.2         951         0x80000003 0x003DA8 

10.0.2.0        3.3.3.3         1005        0x80000003 0x0015CD 

11.1.1.0        2.2.2.2         190         0x80000004 0x008753 

44.4.4.0        2.2.2.2         951         0x80000003 0x004577 

44.4.4.0        3.3.3.3         1005        0x80000003 0x001D9C 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         1005        0x80000006 0x007EDC 2 

4.4.4.4         4.4.4.4         311         0x80000006 0x00AA46 4 

 

                Summary Net Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         1008        0x80000003 0x009355 

2.2.2.2         3.3.3.3         1008        0x80000003 0x00E242 

3.3.3.3         3.3.3.3         1008        0x80000003 0x00AA77 

10.0.0.0        3.3.3.3         1008        0x80000003 0x0035AE 
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10.0.1.0        3.3.3.3         1008        0x80000003 0x00A77B 

11.1.1.0        3.3.3.3         1008        0x80000003 0x007561 

 

In the output above, following the establishment of the virtual link, R3 now has intra-area and 

inter-area routes for Area 0. Only the LSAs received across the virtual link will have the DNA 

bit set. The LSAs generated and flooded to adjacent areas by R3 will not. This is illustrated in 

the output below: 

 
R3#show ip ospf database summary 2.2.2.2 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary Net Link States (Area 0) 

 

  LS age: 1320 (DoNotAge) 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 2.2.2.2 (summary Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000001 

  Checksum: 0xFA31 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 1 

 

  LS age: 898 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 2.2.2.2 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000003 

  Checksum: 0xE242 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 2 

 

Going back to the output of the show ip ospf virtual-links command, the transit area is 

also printed, including the interface used to reach the remote endpoint and the cost of the 

virtual link. This is the cumulative cost between the local router and the remote endpoint. In the 

topology illustrated in Figure 3-24, R2 and R3 are connected via a FastEthernet link. If 

additional routers were in the path between these two endpoints, the virtual link cost value 

would reflect the cumulative metric between the two endpoints. 

 

Finally, the last bolded section in the output of the show ip ospf virtual-links 

command shows that the adjacency state is FULL and Hello packets are being suppressed, 

which is the default for demand circuits.  
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Going back to the topology used in the virtual link configuration example, R4 now has both 

intra-area and inter-area routes in its Link State Database. The inter-area (Type 3) routes are 

flooded into the area by the ABR (R3) as illustrated in the following output: 

 
R4#show ip ospf database 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         1633        0x80000006 0x007EDC 2 

4.4.4.4         4.4.4.4         934         0x80000006 0x00AA46 4 

 

                Summary Net Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         1633        0x80000003 0x009355 

2.2.2.2         3.3.3.3         1633        0x80000003 0x00E242 

3.3.3.3         3.3.3.3         1633        0x80000003 0x00AA77 

10.0.0.0        3.3.3.3         1633        0x80000003 0x0035AE 

10.0.1.0        3.3.3.3         1633        0x80000003 0x00A77B 

11.1.1.0        3.3.3.3         1633        0x80000003 0x007561 

 

NOTE: Connectivity to other routers can be performed using a simple ping as follows: 

 
R4#ping 1.1.1.1 

 

Type escape sequence to abort. 

Sending 5, 100-byte ICMP Echos to 1.1.1.1, timeout is 2 seconds: 

!!!!! 

Success rate is 100 percent (5/5), round-trip min/avg/max = 4/4/4 ms 

 

While virtual links provide a flexible way of connecting disconnected areas to the backbone, the 

major disadvantage to using them is that they cannot be configured over Stub areas. If the 

transit area is configured as a Stub area, then a tunnel must be used instead of a virtual link. 

Again, referencing the topology illustrated in Figure 3-24, if Area 1 was a Stub area, then a 

tunnel must be configured between R2 and R3.  

 

The tunnel is configured in a similar manner to a physical interface. This tunnel interface must 

then be placed into Area 0 using either the ip ospf [process ID] area 0 interface 

configuration command or the network x.x.x.x y.y.y.y area 0 router configuration 

command. Tunnel interface configuration is described in detail later in this guide. 

 

Using Virtual Links for Redundancy 
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In addition to being used to connect disconnected areas to the backbone, virtual links may also 

be used to provide redundancy. Consider the network illustrated in Figure 3-25 below: 
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R1 R2
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Fig. 3-25. Using Virtual Links for Redundancy 

 

 

Figure 3-25 illustrates a basic multi-area OSPF network. R1 and R2 are connected to Area 0 and 

to routers R3 and R5 in Areas 1 and 2, respectively. R4 is connected to Area 1 and Area 2. 

Although virtual links would not be required in this implementation, they can be configured to 

provide redundancy in the event that Area 1 or Area 2 lost its connection to the backbone. 

Figure 3-26 below illustrates how the OSPF network would be broken if the connection between 

R3 and R1, for example, was removed due to a link or other failure: 
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Fig. 3-26. Using Virtual Links for Redundancy 
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Following the failure of the link between R1 and R3, as illustrated in Figure 3-26, Area 1 will no 

longer be connected to the backbone. The same would be applicable to Area 2 if the connection 

between R2 and R5 failed. In this case, virtual links can be configured ahead of time to ensure 

that these areas have a connection to the backbone in the event of a link failure. The virtual link 

would be configured between R1 and R4 and between R2 and R4 for Areas 1 and 2, 

respectively. 

 

In addition to being used for redundant connectivity for non-backbone areas, virtual links can 

also be configured to provide redundancy in the event of a link failure that would result in the 

backbone area being partitioned or disconnected. This is illustrated in Figure 3-27 below: 
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Fig. 3-27. Using Virtual Links for Redundancy 

 

 

Referencing the network diagram in Figure 3-27, a link failure between R1 and R2 would result 

in the breakup or partitioning of the OSPF backbone. While a partitioned backbone is allowed 

when implementing multi-area OSPF, the two separate backbones must be connected using a 

virtual link. To avoid the partitioning of the backbone in the network in Figure 3-26, a virtual 

link would be configured between R1 and R2, using Area 1 as the transit area. This allows 

normal OSPF operation in the event of the failure of the link or connection between R1 and R2. 

 

Connecting Partitioned Backbones 
 

A partitioned backbone is an OSPF backbone that has been split in two. This is similar to what 

would happen in the event of a link failure between R1 and R2 as shown in Figure 3-27. 

Sometimes, a partitioned backbone is necessary to connect two different OSPF networks. These 

two OSPF networks may need to be joined together following an acquisition or merger, for 

example, as illustrated in Figure 3-28 below: 
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Fig. 3-28. Connecting Partitioned Backbones 

 

 

In Figure 3-28, two companies have recently merged and are in the process of integrating their 

networks. The two companies are using OSPF as the IGP of choice. To merge the two OSPF 

networks, a common area would need to be configured between the two backbone areas 

belonging to each individual area. A virtual link would then be configured across this common 

area to join the two backbone areas.  

 

Following virtual link implementation rules, the transit area between the two networks should 

not be configured as a Stub area. If it must be configured as a Stub area, a tunnel would need to 

be used instead of a virtual link. In addition to connecting the two backbones, general design 

verifications, such as ensuring there are no overlapping areas or IP address space, would also be 

undertaken. These issues cannot be resolved simply by implementing a virtual link. 

 

There are some significant differences in the operation of virtual links and tunnels that you 

should remember in choosing when to use one over the other to connect disconnected areas to 
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the backbone or to connect a partitioned backbone. These differences are listed in Table 3-4 

below: 

 

 

Table 3-4. Comparing Virtual Links and Tunnels 

 

Characteristic When Using a Tunnel When Using a Virtual Link 
OSPF Network Type Defaults to point-to-point Defaults to point-to-point 

Demand Circuit No Yes 

DoNotAge Bit Set No Yes 

Hellos Suppressed No Yes 

Routing Updates Tunneled between endpoints Tunneled between endpoints 

Normal User Data Tunneled between endpoints Not tunneled; sent natively 

Cost (Metric) Based on tunnel bandwidth Cumulative between endpoints 

Able to Transit Stub Area Yes No 

 

 

OSPF Route Summarization 
 

By default, OSPF does not perform automatic route summarization. Instead, OSPF-enabled 

routers must be configured manually to summarize routes. In Cisco IOS software, different 

commands must be used to summarize internal and external routing information. The 

following sections describe both types of route summarization and delve into the specifics on 

each type of summary and how it is propagated throughout the OSPF domain. 

 

Internal Route Summarization 
 

In OSPF, ABRs are responsible for generating a single Type 3 Summary LSA for each intra-area 

route (i.e., Type 1 and Type 2 LSAs) within their area. These LSAs are then flooded to adjacent 

areas, allowing for reachability between subnets and hosts in different areas. In large networks, 

this typically increases the overall size of the LSDB and the IP routing table. In addition, router 

resources, such as memory and processor utilization, may become heavily taxed, resulting in 

poor overall network and device performance.  

 

Assuming that a hierarchical IP addressing scheme is in place, internal route summarization can 

be implemented on the ABR, allowing it to generate a single Type 3 LSA to represent a 

collection of intra-area routes. This reduces the overall size of the LSDB and IP routing table for 

routers in adjacent areas, also effectively reducing resource utilization on those devices. In Cisco 

IOS software, internal route summarization is configured by using the area [area ID] 
range [<address> <mask> [advertise | not-advertise]] [cost <cost>] 

router configuration command on the Area Border Router (ABR). 
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The area ID is used to specify the OSPF area for which the summary route is being generated. 

The <address> and <mask> keywords are used to specify the aggregate (summary) address 

and its subnet mask. The advertise keyword allows the ABR to generate a Type 3 LSA for the 

summary route and flood it to adjacent areas. By default, this keyword is enabled when the 

area...range command is configured on the ABR. 

 

The not-advertise keyword sets the DoNotAdvertise bit in the Type 3 LSA. This keyword 

configures the ABR to suppress both the aggregate Type 3 LSA as well as the Type 3 LSAs for 

the specific routes that are included in the summary. This is essentially a method of preventing 

Type 3 LSAs from being generated and flooded to adjacent areas. In other words, this keyword 

can be used to perform Type 3 LSA filtering in OSPF networks. 

 

Finally, the cost <cost> keyword is used to manually specify the metric or cost for this 

summary route, which is used during OSPF SPF calculation to determine the shortest paths to 

the destination. The value can be 0 to 16777215. By default, the cost of the Type 3 LSA is derived 

from the lowest route metric of the specific routes contributing to the summary.  The topology 

illustrated in Figure 3-29 below will be used to demonstrate the configuration and validation of 

OSPF internal route summarization: 

 

 

R3

R1

R4

R2
Se0/0: 10.0.0.1/24Se0/0: 10.0.0.2/24

Se0/0: 10.0.2.3/24 Se0/0: 10.0.2.4/24

Area 2

Area 1

Area 0

Fa0/0: 10.0.1.2/24

Fa0/0: 10.0.1.3/24

Lo0:1.1.1.1/32Lo0:2.2.2.2/32

Lo0:3.3.3.3/32

Lo0:4.4.4.4/32

Lo100:192.168.0.4/24

Lo101:192.168.1.4/24

Lo102:192.168.2.4/24

Lo103:192.168.3.4/24

 
 

Fig. 3-29. OSPF Internal Route Summarization 
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Figure 3-29 shows a very basic multi-area OSPF network. R4 is advertising the 192.168.0.0/24, 

192.168.1.0/24, 192.168.2.0/24, and 192.168.3.0/24 subnets to R3, the ABR. The respective 

Loopback interfaces on R4 have been assigned to Area 2 using the ip ospf 4 area 2 

interface configuration command. In addition, the Loopback interfaces have also been assigned 

different cost values using the ip ospf cost interface configuration command. This 

configuration is illustrated in the following output: 

 
R4#show ip ospf interface brief | include Lo 

Interface    PID   Area            IP Address/Mask    Cost  State Nbrs F/C 

Lo100        4     2               192.168.0.4/24     1     LOOP  0/0 

Lo101        4     2               192.168.1.4/24     1     LOOP  0/0 

Lo102        4     2               192.168.2.4/24     2     LOOP  0/0 

Lo103        4     2               192.168.3.4/24     3     LOOP  0/0 

 

These intra-area routes are flooded into Area 2 by R4 and R3, the ABR, generating a single Type 

3 Summary LSA for each individual route, and then floods this Summary LSA into the 

backbone area as illustrated in the following output of the show ip ospf database 

summary command on R3: 

 
R3#show ip ospf database summary 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary Net Link States (Area 0) 

 

  [Truncated Output] 

 

  LS age: 167 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xE1A0 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 65 

 

  LS age: 167 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.1.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD6AA 

  Length: 28 
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  Network Mask: /32 

        TOS: 0  Metric: 65 

 

  LS age: 167 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.2.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD5A9 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 66 

 

  LS age: 169 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.3.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD4A8 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 67 

 

... 

 

  [Truncated Output] 

 

Using the area...range command, the ABR (R3) can be configured to suppress the more 

specific routes and advertises a single Type 3 LSA representing these subnets. This 

configuration would be implemented on R3 as follows: 

 
R3(config)#router ospf 3 

R3(config-router)#area 2 range 192.168.0.0 255.255.252.0 

R3(config-router)#exit 

 

After the configuration of the summary route on the ABR, the following happens: 

 

 An intra-area route for the summary pointing to Null0 is installed into the routing table 

 The specific Type 3 entries in the LSDB are replaced by the single Type 3 LSA 

 

The first point can be validated using the show ip route command on R3 as illustrated 

below: 

 
R3#show ip route 192.168.0.0 255.255.252.0 

Routing entry for 192.168.0.0/22, supernet 
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  Known via "ospf 3", distance 110, metric 0, type intra area 

  Routing Descriptor Blocks: 

  * directly connected, via Null0 

      Route metric is 0, traffic share count is 1 

 

To view the specific routes included in the summary address, the longer-prefixes keyword 

can be appended to this command as illustrated in the following output:  

 
R3#show ip route 192.168.0.0 255.255.252.0 longer-prefixes 

Codes: C - connected, S - static, R - RIP, M - mobile, B - BGP 

       D - EIGRP, EX - EIGRP external, O - OSPF, IA - OSPF inter area 

       N1 - OSPF NSSA external type 1, N2 - OSPF NSSA external type 2 

       E1 - OSPF external type 1, E2 - OSPF external type 2 

       i - IS-IS, su - IS-IS summary, L1 - IS-IS level-1, L2 - IS-IS level-2 

       ia - IS-IS inter area, * - candidate default, U - per-user static 

route 

       o - ODR, P - periodic downloaded static route 

 

Gateway of last resort is not set 

 

     192.168.0.0/32 is subnetted, 1 subnets 

O       192.168.0.4 [110/65] via 10.0.2.4, 00:15:35, Serial0/0 

     192.168.1.0/32 is subnetted, 1 subnets 

O       192.168.1.4 [110/65] via 10.0.2.4, 00:15:35, Serial0/0 

     192.168.2.0/32 is subnetted, 1 subnets 

O       192.168.2.4 [110/66] via 10.0.2.4, 00:15:35, Serial0/0 

     192.168.3.0/32 is subnetted, 1 subnets 

O       192.168.3.4 [110/67] via 10.0.2.4, 00:15:35, Serial0/0 

O    192.168.0.0/22 is a summary, 00:15:35, Null0 

 

Regarding the second point, the show ip ospf database command can be issued on R3 to 

view the single aggregate entry in the LSDB as shown in the following output: 

 
R3#show ip ospf database | begin Summary 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

 

[Truncated Output] 

 

192.168.0.0     3.3.3.3         3           0x80000001 0x00FA8E 

 

The show ip ospf database summary 192.168.0.0 command prints more detailed 

information on the summary. This includes the network ID, the advertising router, the network 

mask, and the metric. The metric is derived by simply adding the cost of the link to the cost of 

reaching the network from R3 as illustrated in the following output: 
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R3#show ip ospf database summary 192.168.0.0 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary Net Link States (Area 0) 

 

  LS age: 185 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xFA8E 

  Length: 28 

  Network Mask: /22 

        TOS: 0  Metric: 65 

 

The cost of the link is the metric included in the LSA that is flooded by R2 to R3. This value can 

be viewed in the output of the show ip ospf database summary command on R3 prior to 

implementing the summarization configuration on the router. This is illustrated below: 

 
R3#show ip ospf database summary 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary Net Link States (Area 0) 

 

  [Truncated Output] 

 

  LS age: 119 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xE1A0 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 65 

 

  LS age: 119 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.1.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD6AA 

  Length: 28 
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  Network Mask: /32 

        TOS: 0  Metric: 65 

 

  LS age: 120 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.2.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD5A9 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 66 

 

  LS age: 121 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.3.4 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000001 

  Checksum: 0xD4A8 

  Length: 28 

  Network Mask: /32 

        TOS: 0  Metric: 67 

 

... 

 

  [Truncated Output] 

 

When the not-advertise keyword is configured, the ABR suppresses the specific route 

entries and does not advertise the summary route. The DoNotAdvertise bit is set in the LSA and 

the LSA is not flooded to adjacent areas.  

 

NOTE: Do not confuse the DoNotAdvertise bit with the DoNotAge bit in Demand Circuits. 

The two are not the same and they do not operate in the same manner. 

 

Referencing the topology in Figure 3-29, and continuing with the same configuration examples, 

the following illustrates how to configure OSPF to suppress specific route entries that are 

included in the aggregate address by setting the DoNotAdvertise bit on the Type 3 LSA: 

 
R3(config)#router ospf 3 

R3(config-router)#area 2 range 192.168.0.0 255.255.252.0 not-advertise 

R3(config-router)#exit 

 

After this configuration has been implemented on the router, the following happens: 

 

 The specific entries included in the summary address range are removed from the LSDB 
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 The router does not generate a route to Null0 for the summary address 

 The Type 3 LSA for the summary address will not be present in the LSDB 

 

To verify the above, first we will ensure that the routes are indeed still received by R3 from R4 

as illustrated in the following output: 

 
R3#show ip route ospf | include 192.168. 

     192.168.0.0/32 is subnetted, 1 subnets 

O       192.168.0.4 [110/65] via 10.0.2.4, 00:08:05, Serial0/0 

     192.168.1.0/32 is subnetted, 1 subnets 

O       192.168.1.4 [110/65] via 10.0.2.4, 00:08:05, Serial0/0 

     192.168.2.0/32 is subnetted, 1 subnets 

O       192.168.2.4 [110/66] via 10.0.2.4, 00:08:05, Serial0/0 

     192.168.3.0/32 is subnetted, 1 subnets 

O       192.168.3.4 [110/67] via 10.0.2.4, 00:08:05, Serial0/0 

 

Next, view the contents of the LSDB on R3 to ensure that neither the specific entries nor the 

Type 3 LSA for the summary route is included as illustrated below: 

 
R3#show ip ospf database 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

2.2.2.2         2.2.2.2         1088        0x80000013 0x005F7D 2 

3.3.3.3         3.3.3.3         1055        0x80000003 0x003CA3 2 

 

                Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.0.1.2        2.2.2.2         1088        0x80000003 0x009876 

 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         2.2.2.2         1088        0x80000005 0x00A348 

4.4.4.4         3.3.3.3         1055        0x80000003 0x00FEDE 

10.0.0.0        2.2.2.2         1088        0x80000005 0x0045A1 

10.0.2.0        3.3.3.3         1055        0x80000003 0x0015CD 

 

                Router Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

3.3.3.3         3.3.3.3         1055        0x80000003 0x0084D9 2 

4.4.4.4         4.4.4.4         882         0x80000016 0x00A87A 7 
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                Summary Net Link States (Area 2) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

1.1.1.1         3.3.3.3         1057        0x80000003 0x009355 

2.2.2.2         3.3.3.3         1057        0x80000003 0x00E242 

3.3.3.3         3.3.3.3         1057        0x80000003 0x00AA77 

10.0.0.0        3.3.3.3         1057        0x80000003 0x0035AE 

10.0.1.0        3.3.3.3         1057        0x80000003 0x00A77B 

 

 

Finally, the cost keyword overrides the metric for the summary address and uses the value 

specified in the configuration of the summary. This configuration is illustrated below: 

 
R3(config)#router ospf 3 

R3(config-router)#area 2 range 192.168.0.0 255.255.252.0 cost 333 

R3(config-router)#exit 

 

Based on this configuration, the show ip ospf database summary 192.168.0.0 

command reflects the manually configured cost value for the Type 3 LSA as illustrated below: 

 
R3#show ip ospf database summary 192.168.0.0 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Summary Net Link States (Area 0) 

 

  LS age: 36 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000002 

  Checksum: 0x7A01 

  Length: 28 

  Network Mask: /22 

        TOS: 0  Metric: 333 

 

This cost value will be included in the Type 3 LSAs flooded into adjacent areas. For example, R2 

would reflect the same value in its LSDB and then increment that value by the cost of reaching 

R3 from itself before flooding it to adjacent areas (i.e., Area 1) as illustrated below:  

 
R2#show ip ospf database summary 192.168.0.0 

 

            OSPF Router with ID (2.2.2.2) (Process ID 2) 

 

                Summary Net Link States (Area 0) 
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  Routing Bit Set on this LSA 

  LS age: 210 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.0 (summary Network Number) 

  Advertising Router: 3.3.3.3 

  LS Seq Number: 80000002 

  Checksum: 0x7A01 

  Length: 28 

  Network Mask: /22 

        TOS: 0  Metric: 333 

 

 

                Summary Net Link States (Area 1) 

 

  LS age: 209 

  Options: (No TOS-capability, DC, Upward) 

  LS Type: Summary Links(Network) 

  Link State ID: 192.168.0.0 (summary Network Number) 

  Advertising Router: 2.2.2.2 

  LS Seq Number: 80000002 

  Checksum: 0xA2DB 

  Length: 28 

  Network Mask: /22 

        TOS: 0  Metric: 334 

 

R2 would calculate the route metric for the 192.168.0.0/22 network by adding the received 

metric value to the cost of reaching R2 from itself. Assuming the default OSPF reference 

bandwidth is used, the default cost for the FastEthernet link between R2 and R3 would be 1. R2 

would simply add 1 to 333 to derive the route metric 334 for this subnet as illustrated below: 

 
R2#show ip route 192.168.0.0 255.255.252.0 

Routing entry for 192.168.0.0/22, supernet 

  Known via "ospf 2", distance 110, metric 334, type inter area 

  Last update from 10.0.1.3 on FastEthernet0/0, 00:06:57 ago 

  Routing Descriptor Blocks: 

  * 10.0.1.3, from 3.3.3.3, 00:06:57 ago, via FastEthernet0/0 

      Route metric is 334, traffic share count is 1 

 

External Route Summarization 
 

When configuring OSPF route summarization, internal route summarization is configured on 

the ABR; however, external route summarization must be configured on the ASBR. External 

route summarization in OSPF is configured using the summary-address [<address> 

<mask> | prefix] [not-advertise] [tag <tag>] [nssa-only] router 

configuration command. The <address> <mask> keywords are used to specify the summary 

network address and its subnet mask.   
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The prefix keyword is used to specify a prefix mask length for the summary network address 

instead of a dotted-decimal subnet mask. The not-advertise keyword suppresses both the 

specific external entries and the summary route entry from being advertised. The tag <tag> 

keyword is used to specify the route tag for the summary address. By default, as was illustrated 

earlier in this chapter, this field will contain the process ID of the ASBR. 

 

Finally, the nssa-only keyword is used on the NSSA ASBR to set the NSSA-only attribute for 

the summary route. This limits the summary to not-so-stubby-area (NSSA) areas. 

 

Referencing the topology illustrated in Figure 3-29, the Loopback interfaces that are configured 

on R4 and previously advertised internal OSPF routes are now redistributed into OSPF on the 

same router using the redistribute connected subnets router configuration command, 

making R4 an ASBR. The LSDB of R4 is illustrated in the following output: 

 
R4#show ip ospf database | begin External 

                Type-5 AS External Link States 

 

Link ID         ADV Router      Age         Seq#       Checksum Tag 

192.168.0.0     4.4.4.4         21          0x8000000D 0x00A575 0 

192.168.1.0     4.4.4.4         26          0x80000001 0x00B273 0 

192.168.2.0     4.4.4.4         26          0x80000001 0x00A77D 0 

192.168.3.0     4.4.4.4         26          0x80000001 0x009C87 0 

 

These routes are then advertised to R3 as External Type 2 (default) routes as illustrated in the 

following output of the show ip route command on R3: 

 
R3#show ip route ospf | include 192.168 

O E2 192.168.0.0/24 [110/20] via 10.0.2.4, 00:00:48, Serial0/0 

O E2 192.168.1.0/24 [110/20] via 10.0.2.4, 00:00:53, Serial0/0 

O E2 192.168.2.0/24 [110/20] via 10.0.2.4, 00:00:53, Serial0/0 

O E2 192.168.3.0/24 [110/20] via 10.0.2.4, 00:00:53, Serial0/0 

 

Before summarizing on these routes on the ASBR, we will take a detailed look at one of the 

individual route entries in the LSDB using the show ip ospf database external 

command as illustrated in the following output:  

 
R3#show ip ospf database external 192.168.1.0 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 76 

  Options: (No TOS-capability, DC) 
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  LS Type: AS External Link 

  Link State ID: 192.168.1.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000001 

  Checksum: 0xB273 

  Length: 36 

  Network Mask: /24 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

In the output above, the section printed in bold, the Type 5 LSA for the 192.168.1.0/24 subnet, is 

advertised to R3 by R4. By default, OSPF routes are Type 2 External LSAs. The metric value 

assigned to the route is 20. This brings up two important points: 

 

1. When routes are redistributed into OPSF from external routing sources (e.g., connected 

interfaces or routes received via EIGRP), if a metric is not specified during 

redistribution, then the routes are assigned a default metric value of 20 because the 

metric values of external protocols are incompatible with OSPF metric values. This same 

value will be applied to the summary. 

 

2. When routes are redistributed into OSPF from another OSPF process, the metric values 

are carried over because they are compatible. In this case, the summary metric will be set 

to the lowest metric value of all contributing routes.  

 

The output below illustrates the metric on routes redistributed from another OSPF process 

using the redistribute ospf [process ID] subnets router configuration command: 

 
R3#show ip ospf database External 192.168.1.0 

 

            OSPF Router with ID (3.3.3.3) (Process ID 3) 

 

                Type-5 AS External Link States 

 

  Routing Bit Set on this LSA 

  LS age: 18 

  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 192.168.1.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000001 

  Checksum: 0x58D6 

  Length: 36 

  Network Mask: /24 

        Metric Type: 2 (Larger than any Link State path) 
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        TOS: 0 

        Metric: 11 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

The Forward Address will always be 0.0.0.0, indicating that traffic to this network should be 

forwarded to the ASBR. A corresponding Type 4 for the ASBR is automatically generated and 

flooded to adjacent areas. Finally, the Route Tag field contains a value of 0 for all redistributed 

routes, by default. However, Cisco IOS software allows all redistributed routes to be assigned a 

route tag during redistribution. The tag can then be used for route filtering. 

 

NOTE: Route redistribution is described in detail later in this guide.  

 

The following configuration example shows how to summarize the external routes that have 

been redistributed into OSPF on R4 and generate a single route entry: 

 
R4(config)#router ospf 4 

R4(config-router)#summary-address 192.168.0.0 255.255.252.0 

R4(config-router)#exit 

 

After this configuration has been implemented, the following is performed on the ASBR: 

 

 An intra-area route for the summary pointing to Null0 is installed into the routing table 

 The specific Type 5 entries in the LSDB are replaced by the single Type 5 LSA 

 

The intra-area route representing the configuration summary address can be viewed by issuing 

the show ip route command as illustrated in the output below:  

 
R4#show ip route 192.168.0.0 255.255.252.0 

Routing entry for 192.168.0.0/22, supernet 

  Known via "ospf 4", distance 110, metric 0, type intra area 

  Routing Descriptor Blocks: 

  * directly connected, via Null0 

      Route metric is 0, traffic share count is 1 

 

The second point can be validated by viewing the contents of the LSDB on R4 as illustrated in 

the following output: 

 
R4#show ip ospf database External 

 

            OSPF Router with ID (4.4.4.4) (Process ID 4) 

 

                Type-5 AS External Link States 

 

  LS age: 4 
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  Options: (No TOS-capability, DC) 

  LS Type: AS External Link 

  Link State ID: 192.168.0.0 (External Network Number) 

  Advertising Router: 4.4.4.4 

  LS Seq Number: 80000001 

  Checksum: 0xAE7B 

  Length: 36 

  Network Mask: /22 

        Metric Type: 2 (Larger than any Link State path) 

        TOS: 0 

        Metric: 20 

        Forward Address: 0.0.0.0 

        External Route Tag: 0 

 

Alternatively, the show ip ospf summary command could be used to verify most of the 

parameters illustrated above. The output of this command is shown below: 

 
R4#show ip ospf summary-address 

 

OSPF Process 4, Summary-address 

 

192.168.0.0/255.255.252.0 Metric 20, Type 2, Tag 0 

 

Because the summary address is advertised as a Type 2 External LSA, the assigned route metric 

remains consistent throughout the network as illustrated below on R3: 

 
R3#show ip route 192.168.0.0 255.255.252.0 

Routing entry for 192.168.0.0/22, supernet 

  Known via "ospf 3", distance 110, metric 20, type extern 2, forward metric 

64 

  Last update from 10.0.2.4 on Serial0/0, 00:04:39 ago 

  Routing Descriptor Blocks: 

  * 10.0.2.4, from 4.4.4.4, 00:04:39 ago, via Serial0/0 

      Route metric is 20, traffic share count is 1 

 

We will conclude this section by listing the differences between the area…range and the 

summary-address router configuration commands. It is important to understand the 

differences between these two commands as they apply to the configuration of OSPF route 

summarization. The important aspects to remember regarding the area…range router 

configuration command are as follows: 

 

 This command is issued on the Area Border Router (ABR) 

 An intra-area route for the summary pointing to Null0 is installed into the routing table 

 The specific Type 3 entries in the LSDB are replaced by the single Type 3 LSA 

 The summary is not advertised if none of the contributing entries are in the routing table 

 The summary address metric can be set directly using this command 
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 The summary metric is equal to the lowest metric of all contributing routes 

 This command can be used for OSPF route filtering 

 

The important aspects to remember regarding the summary-address router configuration 

command are as follows: 

 

 This command is issued on the Autonomous System Border Router (ASBR) 

 An intra-area route for the summary pointing to Null0 is installed into the routing table 

 The specific Type 5 entries in the LSDB are replaced by the single Type 5 LSA 

 The summary is not advertised if none of the contributing entries are in the routing table 

 The summary metric defaults to 20 for non-OSPF external routes 

 The summary metric uses the lowest contributing route metric for external OSPF routes 

 This command can be used for OSPF route filtering 

 The summary address metric cannot be set directly using this command 

 

 

OSPF Passive Interfaces 
 

In Chapter 2, passive interfaces were described as interfaces over which no routing updates are 

sent. In Cisco IOS software, an interface is configured as passive by using the passive-

interface [name] router configuration command. If there are multiple interfaces on the 

router that need to be configured as passive, the passive-interface default router 

configuration command should be used. This command configures all interfaces that fall within 

the configured network range on the router to be passive. Interfaces on which adjacencies or 

neighbor relationships should be allowed can then be configured using the passive-

interface [name] router configuration command. 

 

Passive interface configuration works the same for both OSPF and EIGRP in that if an interface 

is marked as passive, all neighbor relationships via that interface will be torn down and Hello 

packets will not send or receive packets via that interface. However, the interface will continue 

to be advertised based on the configured network statement configuration on the router. 

 

 

Securing OSPF Messages 
  

In this section, we will learn about the different types of authentication supported by OSPF. 

Unlike EIGRP, OSPF supports plain text and MD5 authentication. The authentication method 

used by OSPF is specified in the OSPF packet header in the 16-bit Auth Type field. This field 

may contain one of the following three codes: 

 

 Code 0 – Used to indicate that there is Null or no authentication 

 Code 1 – Used to indicate plain text authentication 
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 Code 2 – Used to indicate Message Digest 5 (MD5) authentication 

 

By default, an OSPF-enabled router uses Null authentication (Code 0), which means that 

routing exchanges over a network are not authenticated and are therefore prone to security 

attacks.  

 

In Cisco IOS software, OSPF authentication can be configured for the entire OSPF area or on a 

per-interface basis. Both methods are described in detail in the following sections. 

 

Configuring Area Authentication 
 

The area [area ID] authentication [message-digest] command is used to enable 

plain text or MD5 authentication for the specified OSPF area. This command must be 

accompanied by the ip ospf authentication-key [password] or the ip ospf 

message-digest-key [key ID] md5 [password] interface configuration commands on 

all interfaces within the specified OSPF area to enable either plain text authentication or MD5 

authentication, respectively. 

 

When configuring MD5 authentication, the key ID on both interfaces must match. The interfaces 

use the password configured in the lowest key ID when exchanging messages. Additionally, 

when configuring plain text authentication the password can be configured using any 

continuous string of characters that can be entered from the keyboard and can be up to 8 bytes 

in length. However, when configuring MD5 authentication, the password must be an 

alphanumeric password of up to 16 bytes in length. 

 

When plain text authentication is enabled, the specified password is used as a key that is then 

inserted into the OSPF header when the router originates OSPF packets. A separate password 

can be assigned to each network on a per-interface basis. In other words, different subnets 

within the area can use different passwords. However, all neighboring routers on the same 

subnet must have the same password in order to be able to exchange OSPF routing information. 

 

NOTE: By default, the configuration password will be shown in plain text in the router 

configuration unless the service password-encryption global command is issued.  

 

Figure 3-30 below illustrates a basic multi-area OSPF network. R3 is connected to the backbone 

area in addition to Area 2. Both R4 and R6 reside in Area 2. Based on this topology, MD5 

authentication will be enabled for Area 2:   
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R3 R4
Se0/0: 10.0.2.3/24 Se0/0: 10.0.2.4/24

Area 2
Fa0/0: 172.16.4.4/24

Area 0

R6 Et0/0: 172.16.4.6/24

 
 

Fig. 3-30. OSPF Area Authentication 

 

 

NOTE: It should be assumed that OSPF routing has been enabled correctly and the routers 

have established adjacencies with each other. 

 

The first requirement when configuring area authentication is to enable the authentication type 

for the desired area. This is performed using the area [area ID] authentication 

[message-digest] router configuration command. This command must be enabled on all 

routers within the same area. This configuration is performed as follows: 

 
R3(config)#router ospf 3 

R3(config-router)#area 2 authentication message-digest 

R3(config-router)#exit 

 
R4(config)#router ospf 4 

R4(config-router)#area 2 authentication message-digest 

R4(config-router)#exit 

 
R6(config)#router ospf 6 

R6(config-router)#area 2 authentication message-digest 

R6(config-router)#exit 

 

The next required step is to configure authentication on all interfaces within Area 2 using the ip 

ospf message-digest-key [key ID] md5 [password] interface configuration 

command. The key ID configured on the routers must match, otherwise authentication will fail 

and the adjacency will not be established. To highlight the fact that the passwords can be 

different on different subnets, R3 and R4 will be configured to use the password ospf-md5-1 for 

MD5 authentication between the two routers. This is performed as follows: 
 
R3(config)#interface Serial0/0 

R3(config-if)#ip ospf message-digest-key 1 md5 ospf-md5-1 
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R3(config-if)#exit 

 
R4(config)#interface Serial0/0 

R4(config-if)#ip ospf message-digest-key 1 md5 ospf-md5-1 

R4(config-if)#exit 

 

Following this configuration, OSPF authentication can be verified using the show ip ospf 

and the show ip ospf interface [name] commands. The show ip ospf command 

simply indicates the type of authentication configured for the OSPF area as illustrated below: 

 
R4#show ip ospf | begin Area 2 

    Area 2 

        Number of interfaces in this area is 3 (2 Loopback) 

        Area has message digest authentication 

        SPF algorithm last executed 00:08:50.465 ago 

        SPF algorithm executed 16 times 

        Area ranges are 

        Number of LSA 10. Checksum Sum 0x0532CC 

        Number of opaque link LSA 0. Checksum Sum 0x000000 

        Number of DCbitless LSA 0 

        Number of indication LSA 0 

        Number of DoNotAge LSA 0 

        Flood list length 0 

 

The show ip ospf and the show ip ospf interface [name] command, on the other 

hand, indicates the type of authentication configured, as well as shows the key ID (MD5) used 

for authentication on the interface as illustrated in the following output: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:04 

  Supports Link-local Signaling (LLS) 

  Index 3/3, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 3.3.3.3 

  Suppress Hello for 0 neighbor(s) 

  Message digest authentication enabled 

    Youngest key id is 1 
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Finally, as previously stated, it is important to remember that the passwords are displayed in 

plain text in the router configuration unless the service password-encryption command 

is enabled. This is illustrated in the following output: 

 
R4#show running-config interface Serial0/0 

Building configuration... 

 

Current configuration : 159 bytes 

! 

interface Serial0/0 

 ip address 10.0.2.4 255.255.255.0 

 ip ospf message-digest-key 1 md5 ospf-md5-1 

 ip ospf 4 area 2 

end 

 

Continuing with the area authentication configuration example, R4 and R6 will be configured to 

use the password ospf-md5-2 for MD5 authentication between the two routers. These routers 

will also use a key ID of 2. This is performed as follows: 
 
R4(config)#interface FastEthernet0/0 

R4(config-if)#ip ospf message-digest-key 2 md5 ospf-md5-2 

R4(config-if)#exit 

 
R6(config)#interface Ethernet0/0 

R6(config-if)#ip ospf message-digest-key 2 md5 ospf-md5-2 

R6(config-if)#exit 

 

Again, OSPF authentication configuration can be verified using the show ip ospf and the 

show ip ospf interface [name] commands. Following is the output of the show ip 

ospf interface command on R6: 

 
R6#show ip ospf interface Ethernet0/0 

Ethernet0/0 is up, line protocol is up 

  Internet Address 172.16.4.6/24, Area 2 

  Process ID 6, Router ID 6.6.6.6, Network Type BROADCAST, Cost: 10 

  Transmit Delay is 1 sec, State DR, Priority 1 

  Designated Router (ID) 6.6.6.6, Interface address 172.16.4.6 

  Backup Designated router (ID) 4.4.4.4, Interface address 172.16.4.4 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:08 

  Index 1/1, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 0, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 
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    Adjacent with neighbor 4.4.4.4  (Backup Designated Router) 

  Suppress Hello for 0 neighbor(s) 

  Message digest authentication enabled 

    Youngest key id is 2 

 

NOTE: When configuring MD5 authentication and a key ID is specified, you cannot simply 

change the password by entering the ip ospf message-digest-key [key ID] md5 

[password] interface configuration command with the desired new password. Instead, you 

must negate the original configuration and re-enter this command with the desired new 

password. If this is attempted, the router will print an error message similar to the following: 

 
R4(config)#interface FastEthernet0/0 

R4(config-if)#ip ospf message-digest-key 2 md5 my-new-password 

OSPF: Key 2 already exists 

 

NOTE: If an additional key is configured on an interface that is already configured for MD5 

authentication, the router begins the rollover process and sends multiple copies of the same 

packet, each authenticated by the different configured keys. For example, assume that key 5 was 

configured on the Serial0/0 interface of R4 in addition to key 1, which is currently being used for 

authentication with R3. Based on this configuration, the show ip ospf interface [name] 

command shows the following for the Serial0/0 interface of R4: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:05 

  Supports Link-local Signaling (LLS) 

  Index 3/3, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 3.3.3.3 

  Suppress Hello for 0 neighbor(s) 

  Message digest authentication enabled 

    Youngest key id is 5 

    Rollover in progress, 1 neighbor(s) using the old key(s): 

      key id 1 

 

Using the debug ip ospf events command, we can validate that R4 is indeed sending 

multiple copies of the same packets to R3, each using a different key as illustrated below: 
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R4#debug ip ospf events 

OSPF events debugging is on 

R4# 

*Mar  1 20:12:13.250: OSPF: Send with key 1 

*Mar  1 20:12:13.250: OSPF: Send Hello to 224.0.0.5 Area 2 on Serial0/0 from 

10.0.2.4 

*Mar  1 20:12:13.250: OSPF: Send with key 5 

*Mar  1 20:12:13.250: OSPF: Send Hello to 224.0.0.5 Area 2 on Serial0/0 from 

10.0.2.4 

 

R4 will continue to send multiple copies of the same OSPF packets with as many keys as are 

configured on the interface until R3 is configured with the new key (5). At this point, the old 

key ceases being used and both routers use the new key. Following is the output of the debug 

ip ospf events command after R5 has also been configured with the new key: 

 
R4#debug ip ospf events 

OSPF events debugging is on 

R4# 

*Mar  1 20:22:33.275: OSPF: Send with youngest Key 5 

*Mar  1 20:22:33.275: OSPF: Send Hello to 224.0.0.5 Area 2 on Serial0/0 from 

10.0.2.4 

 

[Truncated Output] 

 

*Mar  1 20:22:43.275: OSPF: Send with youngest Key 5 

*Mar  1 20:22:43.275: OSPF: Send Hello to 224.0.0.5 Area 2 on Serial0/0 from 

10.0.2.4 

 

The old key is retained in the configuration until it is negated. However, the following output of 

the show ip ospf interface command shows only that the new key is being used: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:09 

  Supports Link-local Signaling (LLS) 

  Index 3/3, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 
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    Adjacent with neighbor 3.3.3.3 

  Suppress Hello for 0 neighbor(s) 

  Message digest authentication enabled 

    Youngest key id is 5 

 

Configuring Interface Authentication 
 

Interface authentication is enabled first by using the ip ospf authentication [message-

digest|null] interface configuration command. Used without additional keywords, this 

command enables plain text authentication for the configured interface. The message-digest 

keyword configures the interface to use MD5 authentication. The null keyword is used to 

specify that no authentication will be used for this interface. This is the default. 

 

Interface-based authentication provides flexibility in that authentication can be configured on 

some subnets and not others for routers residing in the same OSPF area. When area 

authentication is configured, all routers must be configured for authentication. Interface-based 

authentication negates the need to configure all routers in the area for authentication. For 

example, if the LAN link between R4 and R6 was secure, perhaps due to a firewall on the LAN, 

but the WAN link between R3 and R4 was not secure, interface-based authentication could be 

configured on that link only, securing routing protocol packets between R3 and R4. 

 

After specifying the interface authentication type, the next step when configuring interface-

based authentication is to use the ip ospf authentication-key [password] or the ip 

ospf message-digest-key [key ID] md5 [password] interface configuration 

commands, which must be used to configure the password depending on the type of 

authentication enabled at the interface level. Referencing the topology illustrated in Figure 3-30, 

plain text interface-based authentication will be configured for the connection between R3 and 

R4. This configuration is implemented as follows: 

 
R3(config)#interface Serial0/0 

R3(config-if)#ip ospf authentication-key secure 

R3(config-if)#exit 

 
R4(config)#interface Serial0/0 

R4(config-if)#ip ospf authentication 

R4(config-if)#ip ospf authentication-key secure 

R4(config-if)#exit 

 

NOTE: If the plain text password is longer than 8 bytes (8 characters), then the following 

warning message will be printed on the console: 

 
R3(config)#interface Serial0/0 

R3(config-if)#ip ospf authentication-key howtonetwork 

%OSPF: Warning: The password/key will be truncated to 8 characters 
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When interface-based authentication is configured, the show ip ospf command correctly 

reflects that authentication for the area is not configured as illustrated below: 

 
R4#show ip ospf | begin Area 2 

    Area 2 

        Number of interfaces in this area is 3 (2 Loopback) 

        Area has no authentication 

        SPF algorithm last executed 00:01:27.548 ago 

        SPF algorithm executed 19 times 

        Area ranges are 

        Number of LSA 10. Checksum Sum 0x0541DD 

        Number of opaque link LSA 0. Checksum Sum 0x000000 

        Number of DCbitless LSA 0 

        Number of indication LSA 0 

        Number of DoNotAge LSA 0 

        Flood list length 0 

 

However, the show ip ospf interface [name] command can be used to validate the 

configured authentication type for the specified interface as illustrated below: 

 
R4#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.0.2.4/24, Area 2 

  Process ID 4, Router ID 4.4.4.4, Network Type POINT_TO_POINT, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:01 

  Supports Link-local Signaling (LLS) 

  Index 3/3, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 4 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 3.3.3.3 

  Suppress Hello for 0 neighbor(s) 

  Simple password authentication enabled 

 

NOTE: Plain text authentication cannot be validated using the debug ip ospf events 

command as is the case for MD5 authentication. 

 

 

Configuring OSPF over Non-Broadcast Networks 
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A Non-Broadcast Multi-Access (NBMA) network is a network type that allows multiple hosts to 

connect to the same network; however, an NBMA does not natively support Broadcast and 

Multicast packets. One of the most commonly implemented NBMA technologies is Frame 

Relay. The implementation of OSPF on NBMA networks requires a great deal of thought and 

planning. OSPF can be implemented on NBMA networks in the following three modes: 

 

1. Simulated Broadcast Mode 

2. Point-to-Point Mode 

3. Point-to-Multipoint Mode 

 

Each mode has its advantages and disadvantages. It is therefore important to weigh them 

accordingly based on the network in which you want to implement OSPF. The following 

sections describe these three modes, their advantages, and their disadvantages. 

 

Simulated Broadcast Mode 
 

Simulated Broadcast mode simulates a traditional Broadcast model by electing a Designated 

Router and a Backup Designated Router on the NBMA network. There are two ways in which 

OSPF can be implemented in simulated Broadcast mode for NBMA network types: 

 

1. Using the default network type and the neighbor router configuration command 

2. By changing the default network type to the broadcast network type 

 

When OSPF is enabled on a Frame Relay network, the default network type is Non-Broadcast. 

Unlike with Broadcast network types, Multicast Hello packets are not used for dynamic 

neighbor discovery on NBMA networks. Instead, because OSPF assumes that the underlying 

infrastructure is incapable of sending and receiving Broadcast and Multicast packets, static 

neighbor configuration is required to allow the routers on the NBMA network to communicate 

using Unicast packets instead of Multicast packets. 

 

This requirement is mandatory even if the broadcast keyword has been added to the end of 

the frame-relay map command or if Inverse ARP has been used to map remote IP addresses 

dynamically to local DLCIs. In Cisco IOS software, static OSPF neighbors are defined using the 
neighbor [address] [priority <number>] [poll-interval <seconds>] [cost 

<number>] [database-filter all] router configuration command for each directly 

connected neighbor router. 

 

The [address] keyword specifies the IP address of the neighbor router. It is important to 

remember that the specified address is the interface address connected to the non-Broadcast 

network, and not the router ID. If the router ID is specified, the adjacency will not be 

established. 

 



 Copyright Paul Browning 2014 – www.in60days.com 

NOTE: If the router ID and the interface IP address are the same, then adjacency will be 

established. 

 

The priority <number> keyword specifies the router priority of the neighbor associated 

with the IP address specified. A router priority value between 0 and 255 can be specified for the 

neighbor. By default, the neighbor priority value is set to 1. Assigning a priority value of 0 

indicates that the neighbor will not participate in DR/BDR election. The router with the lowest 

priority value will be elected DR. If the priority values are the same, the RID will be used. 

 

The poll-interval <seconds> keyword is used to configure the poll interval time based 

on RFC 1247 recommendations. This is not the Hello interval. The poll interval can be any 

integer between 0 and 4294967295. The default value is 120 seconds.  

 

The cost <number> keyword specifies the neighbor router cost. This keyword is applicable 

only to point-to-multipoint configuration.  

 

Finally, the database-filter all keyword is used to filter all outgoing Link State 

Advertisements to the specified OSPF neighbor router(s). Figure 3-31 below illustrates a typical 

full mesh Frame Relay network topology wherein all routers are connected to each other via a 

permanent virtual circuit (DLCI):  
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Fig. 3-31. A Full Mesh Frame Relay WAN 
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Referencing Figure 3-31, by default, when OSPF is enabled over Frame Relay, the interface 

defaults to a Non-Broadcast network type as illustrated in the output of the show ip ospf 

interface command below: 

 
R1#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.99.99.1/24, Area 0 

  Process ID 1, Router ID 1.1.1.1, Network Type NON_BROADCAST, Cost: 64 

 

... 

 

[Truncated Output] 

 

Because of the default network type, OSPF neighbors must be statically configured in Cisco IOS 

software in order for adjacencies to be established between the neighbor routers. Although the 

neighbors use Unicast packets to communicate, the election of the DR and BDR routers follows 

the same rules as are applicable in Broadcast network types. 

 

Again, referencing Figure 3-31 above, OSPF would be configured and implemented as follows 

on the network topology illustrated in the diagram: 

 
R1(config)#interface FastEthernet0/0 

R1(config-if)#ip ospf 3 Area 0 

R1(config-if)#exit 

R1(config)#interface Serial0/0 

R1(config-if)#ip ospf 3 Area 0 

R1(config-if)#exit 

R1(config)#router ospf 1 

R1(config-router)#neighbor 10.99.99.2 

R1(config-router)#neighbor 10.99.99.3 

R1(config-router)#neighbor 10.99.99.4 

R1(config-router)#exit 

 
R2(config)#router ospf 2 

R2(config-router)#router-id 2.2.2.2 

R2(config-router)#network 10.22.22.0 0.0.0.255 Area 0 

R2(config-router)#network 10.99.99.0 0.0.0.255 Area 0 

R2(config-router)#neighbor 10.99.99.1 

R2(config-router)#neighbor 10.99.99.3 

R2(config-router)#neighbor 10.99.99.4 

R2(config-router)#exit 

 
R3(config)#interface FastEthernet0/0 

R3(config-if)#ip ospf 3 Area 0 

R3(config-if)#exit 

R3(config)#interface Serial0/0 



 Copyright Paul Browning 2014 – www.in60days.com 

R3(config-if)#ip ospf 3 Area 0 

R3(config-if)#exit 

R3(config)#router ospf 3 

R3(config-router)#neighbor 10.99.99.1 

R3(config-router)#neighbor 10.99.99.2 

R3(config-router)#neighbor 10.99.99.4 

R3(config-router)#exit 

 
R4(config)#router ospf 4 

R4(config-router)#router-id 4.4.4.4 

R4(config-router)#network 10.44.44.0 0.0.0.255 Area 0 

R4(config-router)#network 10.99.99.0 0.0.0.255 Area 0 

R4(config-router)#neighbor 10.99.99.1 

R4(config-router)#neighbor 10.99.99.2 

R4(config-router)#neighbor 10.99.99.3 

R4(config-router)#exit 

 

NOTE: The ip ospf and the network commands are used in the configurations above to 

reinforce the statement that either method of configuration is valid and acceptable. 

 

Following the configuration of OSPF, the show ip ospf neighbor command is used to 

validate the configuration and verify the adjacencies and DR/BDR election as illustrated below: 

 
R1#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

2.2.2.2           1   2WAY/DROTHER    00:01:31    10.99.99.2      Serial0/0 

3.3.3.3           1   FULL/BDR        00:01:37    10.99.99.3      Serial0/0 

4.4.4.4           1   FULL/DR         00:01:56    10.99.99.4      Serial0/0 

 
R2#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

3.3.3.3           1   FULL/BDR        00:01:52    10.99.99.3      Serial0/0 

1.1.1.1           1   2WAY/DROTHER    00:01:37    10.99.99.1      Serial0/0 

4.4.4.4           1   FULL/DR         00:01:56    10.99.99.4      Serial0/0 

 
R3#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

2.2.2.2           1   FULL/DROTHER    00:01:56    10.99.99.2      Serial0/0 

1.1.1.1           1   FULL/DROTHER    00:01:32    10.99.99.1      Serial0/0 

4.4.4.4           1   FULL/DR         00:01:50    10.99.99.4      Serial0/0 

 
R4#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 
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2.2.2.2           1   FULL/DROTHER    00:01:50    10.99.99.2      Serial0/0 

3.3.3.3           1   FULL/BDR        00:01:50    10.99.99.3      Serial0/0 

1.1.1.1           1   FULL/DROTHER    00:01:48    10.99.99.1      Serial0/0 

 

From the output above, R4 has been elected DR (based on the RID) and R3 has been elected 

BDR (also based on the RID). Routers R1 and R2 are DROther routers. These two routers 

establish an adjacency with the DR and BDR but not with each other. If the DR fails, the BDR 

assumes the role of DR and a new BDR would then be elected, as would be the case on a 

traditional Broadcast network. 

 

The second method of implementing OSPF in simulated Broadcast mode entails the changing of 

the default OSPF network type for the NBMA network using the ip ospf network 

broadcast interface configuration command on all routers. This configuration allows for 

DR/BDR election but negates the need to configure manually static neighbors. This is because a 

Broadcast network is one that natively supports both Broadcast and Multicast traffic. This lifts 

the restriction imposed by the Non-Broadcast network type and OSPF can use Multicast Hello 

packets to discover neighbors dynamically. 

 

NOTE: When implementing OSPF in simulated Broadcast mode by changing the default OSPF 

network type, it is important to ensure that the Frame Relay network has been configured to 

support Broadcast and Multicast packets either via Inverse ARP (dynamic mappings) or by the 

addition of the broadcast keyword to frame-relay map statements. 

 

Following the configuration of the ip ospf network broadcast interface configuration 

command on all WAN interfaces of R1, R2, R3, and R4, the show ip ospf neighbor 

command is used to validate the configuration and verify the adjacencies as shown for R3 

below: 

 
R3#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

2.2.2.2           1   FULL/DROTHER    00:00:32    10.99.99.2      Serial0/0 

1.1.1.1           1   FULL/DROTHER    00:00:35    10.99.99.1      Serial0/0 

4.4.4.4           1   FULL/DR         00:00:33    10.99.99.4      Serial0/0 

 

The show ip ospf interface command is used to verify the non-default network type as 

illustrated in the following output: 

 
R3#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.99.99.3/24, Area 0 

  Process ID 3, Router ID 3.3.3.3, Network Type BROADCAST, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State BDR, Priority 1 

  Designated Router (ID) 4.4.4.4, Interface address 10.99.99.4 
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  Backup Designated router (ID) 3.3.3.3, Interface address 10.99.99.3 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:08 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 0, maximum is 1 

  Last flood scan time is 0 msec, maximum is 4 msec 

  Neighbor Count is 3, Adjacent neighbor count is 3 

    Adjacent with neighbor 2.2.2.2 

    Adjacent with neighbor 1.1.1.1 

    Adjacent with neighbor 4.4.4.4  (Designated Router) 

  Suppress Hello for 0 neighbor(s) 

 

While the previous configuration examples have illustrated the implementation of OSPF in 

simulated Broadcast mode over a fully meshed Frame Relay network, it is important to 

understand that the same solution can also be applied to a partially meshed Frame Relay 

network. However, it is imperative to ensure the following when doing so: 

 

 The DR must have a direct connection (virtual circuit) to every other router 

 The DR must have a direct connection (virtual circuit) to the BDR 

 The BDR must have a direct connection (virtual circuit) to every other router 

 

Figure 3-32 below illustrates a topology that meets these specifications: 

 

 

DR BDR

R1 R4R3R2
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Fig. 3-32. A Redundant Partial Mesh Frame Relay WAN 

 

 

Referencing Figure 3-32, both the DR and the BDR are connected to each other and all other 

routers connecting across the Frame Relay network. The spoke routers (R1, R2, R3, and R4) do 

not need to have a direct connection between them. When implementing OSPF in simulated 

Broadcast mode over such a topology, it is important to ensure that none of the spoke routers is 

ever elected DR or BDR inadvertently. The recommended solution in this network would be to 

issue the ip ospf priority 0 interface configuration command on each of the spoke 

routers, or, alternatively, use a network type that does not require or elect a DR or a BDR router. 

 

The primary advantage gained by using simulated Broadcast mode is the use of the Designated 

Router. The DR (and BDR) reduces the amount of traffic and updates required between 

individual routers by acting as a central point of contact for all routers connected to the multi-

access network. In addition, the number of adjacencies required on the multi-access network is 

also reduced, as DROther routers establish adjacencies only with the DR and BDR routers. The 

disadvantages of using simulated Broadcast mode is that all routers must have a direct 

connection (full mesh) between them or additional configuration is required to ensure that 

spoke routers do not become the DR or BDR (partial mesh). 

 

Point-to-Point Mode 
 

Point-to-point mode is perhaps the simplest method of implementing OSPF on NBMA network 

types. By default, OSPF uses Multicast on point-to-point network types for dynamic neighbor 

discovery, even on Frame Relay subinterfaces. When configuring point-to-point Frame Relay 

subinterfaces, the frame-relay interface-dlci subinterface configuration command 

must be used instead of the frame-relay map command. The following configuration 

illustrates how to configure a point-to-point connection between two routers: 

 
R1(config)#interface Serial0/0 

R1(config-if)#no ip address 

R1(config-if)#encapsulation frame-relay 

R1(config-if)#exit 

R1(config)#interface Serial0/0.1 point-to-point 

R1(config-subif)#ip address 10.99.99.1 255.255.255.252 

R1(config-subif)#frame-relay interface-dlci 102 

R1(config-fr-dlci)#exit 

R1(config-subif)#exit 

R1(config)#router ospf 1 

R1(config-router)#network 10.99.99.1 255.255.255.252 Area 0 

R1(config-router)#exit 

 
R2(config)#interface Serial0/0 

R2(config-if)#no ip address 

R2(config-if)#encapsulation frame-relay 
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R2(config-if)#exit 

R2(config)#interface Serial0/0.2 point-to-point 

R2(config-subif)#ip address 10.99.99.2 255.255.255.252 

R2(config-subif)#ip ospf 2 Area 0 

R2(config-subif)#frame-relay interface-dlci 201 

R2(config-fr-dlci)#exit 

 

Following this configuration, the show ip ospf interface command is used to validate 

the network type as well as adjacency formed with the remote router as illustrated below: 

 
R2#show ip ospf interface Serial0/0.2 

Serial0/0.2 is up, line protocol is up 

  Internet Address 10.99.99.2/30, Area 0 

  Process ID 2, Router ID 2.2.2.2, Network Type POINT_TO_POINT, Cost: 64 

  Enabled by interface config, including secondary ip addresses 

  Transmit Delay is 1 sec, State POINT_TO_POINT 

  Timer intervals configured, Hello 10, Dead 40, Wait 40, Retransmit 5 

    oob-resync timeout 40 

    Hello due in 00:00:03 

  Supports Link-local Signaling (LLS) 

  Index 2/2, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 1 

  Last flood scan time is 0 msec, maximum is 0 msec 

  Neighbor Count is 1, Adjacent neighbor count is 1 

    Adjacent with neighbor 1.1.1.1 

  Suppress Hello for 0 neighbor(s) 

 

The primary advantage of using OSPF point-to-point mode is that it is easy to configure and 

implement. However, there are certain factors that should be taken into consideration. The first 

factor pertains to IP address space. If IP address space is plentiful, this is not an issue. However, 

if IP address space is scarce, or almost depleted, it may not be feasible to allocate a subnet for 

each individual point-to-point connection, especially in a large deployment.  

 

Another factor that should be taken into consideration is the size of the Link State Database. 

Although Type 2 LSAs are not generated for the point-to-point subnets, a Type 3 LSA is still 

generated by the ABR for each one. In a large deployment, this will increase the size of the 

LSBD on routers in adjacent areas, which could lead to performance issues. However, if the IP 

address space is contiguous, the area…range command can be used to mitigate this. 

 

Point-to-Multipoint Mode 
 

Point-to-multipoint mode is a non-default OSPF mode. In Cisco IOS software, this configuration 

is used to treat the NBMA network as a collection of point-to-point connections or links. This 

mode allows all routers connected to each other to establish an adjacency without the need to 
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elect a DR or a BDR. Point-to-point mode can be configured to allow OSPF to use either 

Multicast (default) or Unicast packets to establish adjacencies with other routers. 

 

In Cisco IOS software, the ip ospf network point-to-multipoint [broadcast] 

interface configuration command is used to configure point-to-multipoint mode. When this 

command is issued, a host route is created for all routers that reside on the multi-access 

network. This negates the need to configure multiple frame-relay map statements for all of 

the routers connected to the Frame Relay network. Figure 3-33 below illustrates a typical hub-

and-spoke network wherein the spoke routers, routers R2 and R3, have a single virtual circuit 

provisioned to the hub router (R1). All routers, however, are part of the same logical Layer 3 

network 10.99.99.0/24 as shown in the following diagram: 
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Fig. 3-33. A Traditional Hub-and-Spoke Network 

 

 

Referencing Figure 3-33, the two spoke routers are connected to the hub router via a single 

virtual circuit (DLCI). While both simulated Broadcast and point-to-point mode could be 

implemented in the same network, the additional configuration required to implement both 

methods makes point-to-multipoint mode the best possible option, as it accommodates the 

current network design and requires the least amount of additional configuration. The 

following output illustrates how to implement OSPF point-to-multipoint mode on the three 

routers illustrated in Figure 3-33: 
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R1(config)#router ospf 1 

R1(config-router)#router-id 1.1.1.1 

R1(config-router)#network 10.99.99.0 255.255.255.0 Area 0 

R1(config-router)#network 10.11.11.0 255.255.255.0 Area 0 

R1(config-router)#exit 

R1(config)#interface Serial0/0 

R1(config-if)#ip ospf network point-to-multipoint 

R1(config-if)#exit 

R1(config)# 

 
R2(config)#interface FastEthernet0/0 

R2(config-if)#ip ospf 2 Area 0 

R2(config-if)#exit 

R2(config)#interface Serial0/0 

R2(config-if)#ip ospf 2 Area 0 

R2(config-if)#ip ospf network point-to-multipoint 

R2(config-if)#exit 

R2(config)#router ospf 2 

R2(config-router)#router-id 2.2.2.2 

R2(config-router)#exit 

 
R3(config)#interface FastEthernet0/0 

R3(config-if)#ip ospf 3 Area 0 

R3(config-if)#exit 

R3(config)#interface Serial0/0 

R3(config-if)#ip ospf network point-to-multipoint 

R3(config-if)#ip ospf 3 Area 0 

R3(config-if)#exit 

R3(config)#router ospf 3 

R3(config-router)#router-id 3.3.3.3 

R3(config-router)#exit 

 

To validate this configuration, either the show ip ospf interface or the show ip ospf 

neighbor commands can be used. Following is the output of the show ip ospf interface 

command on R1, the hub router, and the output of the show ip ospf neighbor command 

on spoke routers R2 and R3: 

 
R1#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.99.99.1/24, Area 0 

  Process ID 1, Router ID 1.1.1.1, Network Type POINT_TO_MULTIPOINT, Cost: 

64 

  Transmit Delay is 1 sec, State POINT_TO_MULTIPOINT, 

  Timer intervals configured, Hello 30, Dead 120, Wait 120, Retransmit 5 

    oob-resync timeout 120 

    Hello due in 00:00:24 

  Index 1/1, flood queue length 0 

  Next 0x0(0)/0x0(0) 
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  Last flood scan length is 1, maximum is 2 

  Last flood scan time is 0 msec, maximum is 4 msec 

  Neighbor Count is 2, Adjacent neighbor count is 2 

    Adjacent with neighbor 2.2.2.2 

    Adjacent with neighbor 3.3.3.3 

  Suppress Hello for 0 neighbor(s) 

 
R2#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

1.1.1.1           0   FULL/  -        00:01:38    10.99.99.1      Serial0/0 

 
R3#show ip ospf neighbor 

 

Neighbor ID     Pri   State           Dead Time   Address         Interface 

1.1.1.1           0   FULL/  -        00:01:51    10.99.99.1      Serial0/0 

 

While the implementation of point-to-multipoint mode is very simple and straightforward, it is 

important to remember that a host route is generated for each of the interfaces connected to the 

NBMA network. This is illustrated on R1 below: 

 
R1#show ip route ospf 

     10.0.0.0/8 is variably subnetted, 6 subnets, 2 masks 

O       10.99.99.2/32 [110/64] via 10.99.99.2, 00:08:35, Serial0/0 

O       10.99.99.3/32 [110/64] via 10.99.99.3, 00:08:35, Serial0/0 

O       10.33.33.0/24 [110/65] via 10.99.99.3, 00:08:35, Serial0/0 

O       10.22.22.0/24 [110/65] via 10.99.99.2, 00:08:35, Serial0/0 

 

In a small network such as the one illustrated in Figure 3-33, this is typically not even an issue. 

However, if, for example, R1 were connected to additional OSPF areas as the ABR, the router 

would also generate a Type 3 LSA for each host route and flood it to all of the adjacent areas as 

illustrated in the following output: 

 
R1#show ip ospf database 

 

            OSPF Router with ID (1.1.1.1) (Process ID 1) 

 

                Router Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         740         0x80000006 0x00CDFF 4 

2.2.2.2         2.2.2.2         1016        0x80000003 0x00E9F7 3 

3.3.3.3         3.3.3.3         1041        0x80000015 0x006B44 3 

 

                Summary Net Link States (Area 0) 

 

Link ID         ADV Router      Age         Seq#       Checksum 
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172.16.1.1      1.1.1.1         735         0x80000001 0x00DA9E 

 

                Router Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum Link Count 

1.1.1.1         1.1.1.1         740         0x80000002 0x00FB6D 1 

 

                Summary Net Link States (Area 1) 

 

Link ID         ADV Router      Age         Seq#       Checksum 

10.11.11.0      1.1.1.1         740         0x80000001 0x00F423 

10.22.22.0      1.1.1.1         741         0x80000001 0x007948 

10.33.33.0      1.1.1.1         741         0x80000001 0x007B30 

10.99.99.1      1.1.1.1         741         0x80000001 0x00F076 

10.99.99.2      1.1.1.1         741         0x80000001 0x0069BC 

10.99.99.3      1.1.1.1         741         0x80000001 0x005FC5 

 

In the output above, R1 has been configured as an ABR by connecting it to Area 1. Following 

the expected operation of an ABR, R1 generates a Type 3 LSA for each of the individual hosts 

and floods it into Area 1. In large networks, this may result in a large number of LSAs being 

flooded into adjacent areas. Again, it is important to remember that one of the core principles 

when implementing OSPF is to attempt to keep the database as lean as possible, as this reduces 

OSPF convergence time and results in better protocol performance in the network. 

 

OSPF Routing and Metric Calculation over Frame Relay Networks 
 

One of the most common errors engineers make when implementing OSPF in Frame Relay 

networks is forgetting to look at the underlying technology. In most Frame Relay 

implementations, DLCIs typically have different Committed Information Rate (CIR) values, 

especially in situations where two routers are used to back each other up at the same site. 

Consider the topology illustrated in Figure 3-34 below: 
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Fig. 3-34. A Basic Redundant Site 

 

 

Figure 3-34 illustrates a basic network topology wherein two individual routers are connected 

to the 150.254.254.0/24 subnet and are redundantly connected across the Frame Relay WAN to 

the hub router (R1). The CIR for the DLCI provisioned between R1 and the primary router at 

the site (R2) is 768Kbps. The CIR for the DLCI provisioned between R1 and the secondary 

(backup) router at the site is 384Kbps. 

 

From a network engineer’s perspective, OSPF point-to-multipoint mode would arguably be the 

simplest solution when implementing OSPF in this network. The issue, however, arises with the 

way that OSPF calculates its metric. By default, OSPF will use the cost value assigned to the 

interface to determine the metric to the destination network. Assuming that both R2 and R3 are 

using similar cost interfaces, R1 calculates the cost to the 150.254.254.0/24 subnet as being the 

same for the paths between both R2 and R3 as illustrated in the following output: 

 
R1#show ip route 150.254.254.0 255.255.255.0 

Routing entry for 150.254.254.0/24 

  Known via "ospf 1", distance 110, metric 65, type inter area 

  Last update from 10.99.99.3 on Serial0/0, 00:00:28 ago 

  Routing Descriptor Blocks: 

  * 10.99.99.2, from 2.2.2.2, 00:00:28 ago, via Serial0/0 

      Route metric is 65, traffic share count is 1 

    10.99.99.3, from 3.3.3.3, 00:00:28 ago, via Serial0/0 

      Route metric is 65, traffic share count is 1 
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Based on the output above, OSPF will perform equal cost load balancing to the 150.254.254.0/24 

subnet using both R2 and R3. However, because the DLCIs are provisioned with different CIR 

values, it is therefore important to look at the underlying infrastructure before deciding on 

which OSPF mode to implement on the NBMA network.  

 

Referencing the topology in Figure 3-34, while the first option that comes to mind would be the 

use of the ip ospf cost interface configuration command, it is important to understand that 

this would result only in a different equal cost metric for both paths and would not ensure that 

the path via R2 is preferred over the path via R3. 

 

In Cisco IOS software, the recommended solution would be to use the neighbor [address] 

cost <value> router configuration command. This command allows administrators to 

specify manually a unique cost value for each OSPF neighbor and can be used only with point-

to-multipoint (Non-Broadcast) mode. If you do not look at the overall picture, you will most 

likely find yourself having to reconfigure routers to accommodate such situations. The 

following configuration examples demonstrate how to use point-to-multipoint (Non-Broadcast) 

mode to ensure that R1 prefers the path via R2 to reach the 150.254.254.0/24 subnet: 

 
R1(config)#interface Serial0/0 

R1(config-if)#ip ospf network point-to-multipoint non-broadcast 

R1(config-if)#exit 

R1(config)#router ospf 1 

R1(config-router)#neighbor 10.99.99.2 cost 1 

R1(config-router)#neighbor 10.99.99.3 cost 2 

R1(config-router)#exit 

 
R2(config)#interface Serial0/0 

R2(config-if)#ip ospf network point-to-multipoint non-broadcast 

R2(config-if)#router ospf 2 

R2(config-router)#neighbor 10.99.99.1 

R2(config-router)#exit 

 
R3(config)#interface Serial0/0 

R3(config-if)#ip ospf network point-to-multipoint non-broadcast 

R3(config-if)#exit 

R3(config)#router ospf 3 

R3(config-router)#neighbor 10.99.99.1 

R3(config-router)#exit 

 

This configuration is validated using the show ip ospf neighbor command as follows: 

 
R1#show ip ospf interface Serial0/0 

Serial0/0 is up, line protocol is up 

  Internet Address 10.99.99.1/24, Area 0 

  Process ID 1, Router ID 1.1.1.1, Network Type POINT_TO_MULTIPOINT, Cost: 

64 
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  Transmit Delay is 1 sec, State POINT_TO_MULTIPOINT, 

  Timer intervals configured, Hello 30, Dead 120, Wait 120, Retransmit 5 

    oob-resync timeout 120 

    Hello due in 00:00:11 

  Index 1/1, flood queue length 0 

  Next 0x0(0)/0x0(0) 

  Last flood scan length is 1, maximum is 2 

  Last flood scan time is 0 msec, maximum is 4 msec 

  Neighbor Count is 2, Adjacent neighbor count is 2 

    Adjacent with neighbor 3.3.3.3, cost is 2 

    Adjacent with neighbor 2.2.2.2, cost is 1 

  Suppress Hello for 0 neighbor(s) 

 

After this change, the routing table on R1 for the 150.254.254.0/24 subnet is illustrated as 

follows: 

 
R1#show ip route 150.254.254.0 255.255.255.0 

Routing entry for 150.254.254.0/24 

  Known via "ospf 1", distance 110, metric 2, type inter area 

  Last update from 10.99.99.2 on Serial0/0, 00:02:41 ago 

  Routing Descriptor Blocks: 

  * 10.99.99.2, from 2.2.2.2, 00:02:41 ago, via Serial0/0 

      Route metric is 2, traffic share count is 1 

 

If you attempt to configure a cost value on the default network type (i.e., Non-Broadcast), the 

following error message will be printed on the console: 

 
R1(config-if)#router ospf 1 

R1(config-router)#neighbor 10.99.99.2 cost 1 

OSPF: Cost and database-filter option are allowed only for point-to-

multipoint network 

 

In summation, as has been demonstrated in this section, OSPF can be implemented in NBMA 

networks in numerous ways. It is important to plan and understand adequately the topology 

prior to deciding on the OSPF mode that will be best suited for implementation. By 

understanding the design of the Layer 2 Frame Relay network, you can accurately design the 

Layer 3 topology and avoid any pitfalls or redesigns at a later stage. 

 

 

  
 

While this section focuses exclusively on OSPF, when EIGRP is enabled across the Frame Relay 

Real World Implementation 
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WAN, it is important to remember that there are no cost configurations available in Cisco IOS 

software. Therefore, the bandwidth interface configuration command must be used. In 

topologies such as that illustrated in Figure 3-34, if EIGRP is the routing protocol being used, 

you must configure the bandwidth to represent the minimum CIR multiplied by the number of 

circuits. This approach may result in the higher CIR circuits not being fully utilized, but it 

ensures that the circuits with the lowest CIR are not oversubscribed. An alternative solution 

with EIGRP would be to use point-to-point subinterfaces instead and then configure the 

bandwidth statement to match the provided Frame Relay CIR. 

 

Additionally, when EIGRP is used as the routing protocol across a Frame Relay WAN, Cisco 

IOS software automatically attempts to ensure that no single DLCI/PVC is oversubscribed, 

dividing the interface bandwidth with the number of DLCIs/PVCs provisioned and then 

limiting the rate per individual DLCI/PVC to approximately 50% of that value. For example, if 

you had a T1 interface (1.544Mbps) and four DLCIs/PVCs provisioned on it, Cisco IOS would 

divide 1.544Mbps by 4, resulting in approximately 384Kbps per DLCI/PVC, and then restrict 

traffic per DLCI/PVC to approximately 50% of that value, which would be approximately 

193Kbps. This default behavior makes it somewhat easier to implement EIGRP over Frame 

Relay than is applicable when implementing OSPF over Frame Relay. 

 

NOTE: The default behavior can be adjusted using the ip bandwidth-percent eigrp 

[ASN] [percentage] interface configuration command when using EIGRP as the IGP. 

 

 

OSPF Logging and Reporting 
 

In this final section, we will look at some of the OSPF logging and reporting configurations that 

are supported in Cisco IOS software. By default, the router will send a Syslog message when an 

OSPF neighbor goes up and down. This is enabled using the log-adjacency-changes router 

configuration command. 

 

In addition to sending a Syslog message when a neighbor goes up and down, Cisco IOS 

software also allows the logging of each state change by appending the detail keyword to the 

log-adjacency-changes router configuration command. The following configuration 

illustrates how to configure the router to log each OSPF state change: 

 
R2(config)#router ospf 2 

R2(config-router)#log-adjacency-changes detail 

R2(config-router)#exit 

 

To verify this configuration, you can use the clear ip ospf process privileged EXEC 

command to reset the OSPF process and then view the contents of the log to validate that each 

state change is being logged as configured as illustrated below: 
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R2#clear logging 

Clear logging buffer [confirm] 

R2# 

R2#clear ip ospf process 

Reset ALL OSPF processes? [no]: y 

R2# 

R2# 

R2#show logging 

Syslog logging: enabled (11 messages dropped, 6 messages rate-limited, 

                0 flushes, 0 overruns, xml disabled, filtering disabled) 

    Console logging: disabled 

    Monitor logging: level debugging, 0 messages logged, xml disabled, 

                     filtering disabled 

    Buffer logging: level debugging, 55 messages logged, xml disabled, 

                    filtering disabled 

    Logging Exception size (4096 bytes) 

    Count and timestamp logging messages: disabled 

 

No active filter modules. 

 

    Trap logging: level informational, 77 message lines logged 

 

Log Buffer (4096 bytes): 

 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from FULL to DOWN, Neighbor Down: Interface down or detached 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from DOWN to ATTEMPT, NBMA Start 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 1.1.1.1 on Serial0/0 

from 2WAY to EXSTART, AdjOK? 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 1.1.1.1 on Serial0/0 

from EXSTART to DOWN, Neighbor Down: Interface down or detached 

*Mar  1 23:05:29.535: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from DOWN to ATTEMPT, NBMA Start 

*Mar  1 23:05:29.539: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from FULL to DOWN, Neighbor Down: Interface down or detached 

*Mar  1 23:05:29.539: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from DOWN to ATTEMPT, NBMA Start 

*Mar  1 23:05:29.567: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.567: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.567: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.571: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.571: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 
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from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:29.571: %OSPF-5-ADJCHG: Process 2, Nbr 0.0.0.0 on Serial0/0 

from ATTEMPT to ATTEMPT, Start 

*Mar  1 23:05:31.770: %OSPF-5-ADJCHG: Process 2, Nbr 1.1.1.1 on Serial0/0 

from ATTEMPT to INIT, Received Hello 

*Mar  1 23:05:31.770: %OSPF-5-ADJCHG: Process 2, Nbr 1.1.1.1 on Serial0/0 

from INIT to 2WAY, 2-Way Received 

*Mar  1 23:05:36.815: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from ATTEMPT to INIT, Received Hello 

*Mar  1 23:05:36.815: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from INIT to 2WAY, 2-Way Received 

*Mar  1 23:05:36.815: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from 2WAY to EXSTART, AdjOK? 

*Mar  1 23:05:36.823: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from EXSTART to EXCHANGE, Negotiation Done 

*Mar  1 23:05:36.831: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from EXCHANGE to LOADING, Exchange Done 

*Mar  1 23:05:36.839: %OSPF-5-ADJCHG: Process 2, Nbr 3.3.3.3 on Serial0/0 

from LOADING to FULL, Loading Done 

*Mar  1 23:05:58.635: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from ATTEMPT to INIT, Received Hello 

*Mar  1 23:05:58.635: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from INIT to 2WAY, 2-Way Received 

*Mar  1 23:05:58.639: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from 2WAY to EXSTART, AdjOK? 

*Mar  1 23:05:58.643: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from EXSTART to EXCHANGE, Negotiation Done 

*Mar  1 23:05:58.655: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from EXCHANGE to LOADING, Exchange Done 

*Mar  1 23:05:58.655: %OSPF-5-ADJCHG: Process 2, Nbr 4.4.4.4 on Serial0/0 

from LOADING to FULL, Loading Done 

 

As was stated earlier in this chapter, Cisco routers do not support Type 6 LSAs, which are used 

for Multicast OSPF (MOSPF) implementations. If a router receives a Type 6 LSA, the router will 

generate a Syslog message informing the administrators of the received OSPF Type 6 LSA. In 

multi-vendor environments, where some vendor routers do support Type 6 LSAs, this may 

result in a large number of Syslog messages being generated by the router.  In order to avoid the 

large number of Syslog messages and to disable this default behavior, you can use the ignore 

lsa mospf router configuration command as illustrated below: 

 
R2(config)#router ospf 2 

R2(config-router)#ignore lsa mospf 

R2(config-router)#exit 

 

 

Chapter Summary 
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The following section is a summary of the major points you should be aware of in this chapter. 

 

OSPF Overview and Fundamentals 
 

 RFC 1131 describes the first iteration of OSPF 

 RFC 1584 provides extensions to OSPF for Multicast support. This is not supported by Cisco 

 RFC 1587 describes the operation of an OSPF Not-So-Stubby Area (NSSA) 

 RFC 1850 allows network management of OSPF using SNMP 

 RFC 2328 details the latest update to OSPF version 2 

 RFC 2740 describes the modifications to OSPF to support version 6 of the Internet Protocol 

 The SPF algorithm is run following the database exchange 

 After the SPF algorithm is run, routes are derived and the routing table is built 

 OSPF only supports IP and supports both versions 4 and 6 of the IP protocol 

 OSPF supports VLSM, authentication and sends routing updates using Multicast 

 OSPF is a hierarchical routing protocol that logically divides the network into areas 

 OSPF runs directly over Internet Protocol using IP protocol number 89 

 Areas are used to limit the scope of LSA flooding throughout the OSPF domain 

 The OSPF backbone is the logical center of the OSPF network 

 All other non-backbone areas must be physically or logically connected to the backbone 

 The hierarchical nature of OSPF allows for the following: 

 

1. Reduces the scope of LSA flooding throughout the OSPF domain 

2. Hides detailed topology information between areas 

3. Allows for end-to-end connectivity within the OSPF domain 

4. Creates logical boundaries within the OSPF domain 

 

OSPF uses different default network types for different media, which are the following: 

 

1. Non-Broadcast  

2. Point-to-Point 

3. Broadcast  

4. Point-to Multipoint 

 

 Non-Broadcast network types do not support natively Broadcast or Multicast traffic 

 A DR and/or BDR is elected on Non-Broadcast network types 

 OSPF sends Hello packets every 30 seconds on Non-Broadcast network types 

 The dead interval for Non-Broadcast network types is 120 seconds 

 OSPF does not elect a DR or BDR on point-to-point network types 

 OSPF sends Hello packet every 10 seconds on point-to-point network types 

 The dead interval for point-to-point network types is 40 seconds 

 Broadcast network types support Broadcast and Multicast traffic natively 

 OSPF sends Hello packets every 10 seconds on Broadcast network types 
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 The dead interval for Broadcast network types is 40 seconds 

 The point-to-multipoint network type is a non-default OSPF network type 

 The point-to-multipoint network type can either be Broadcast (default) or non-Broadcast 

 The point-to-multipoint non-Broadcast type requires static neighbor configuration 

 OSPF sends Hello packets every 30 seconds for point-to-multipoint network types 

 The dead interval for point-to-multipoint network types is 120 seconds 

 OSPF can establish adjacencies using different network types if the timers are the same 

 OSPF timers can also be adjusted to reduce protocol convergence time 

 The BDR provides redundancy in case the DR fails. The BDR is not mandatory 

 DROther routers sends updates to the AllDRRouter Multicast group 224.0.0.6 

 The DR/BDR send updates to the AllSPFRouters Multicast group address 224.0.0.5 

 The DR/BDR election is based on the following: 

 

1. The highest router priority value 

2. The highest router ID 

 

 OSPF uses the DR and BDR routers as follows: 

 

1. To reduce the number of adjacencies required on the segment 

2. To advertise the routers on the multi-access segment 

3. To ensure that updates are sent to all routers on the segment 

 

The additional router types that are commonly found within the OSPF network include the 

following: 

 

1. Area Border Routers 

2. Autonomous System Boundary Routers 

3. Internal Routers 

4. Backbone Routers 

 

 An ABR is an OSPF router that connects one or more OSPF areas to the OSPF backbone 

 An ASBR, in the traditional sense, is resides at the edge of the routing domain 

 An ASBR injects external routing information into the OSPF domain 

 An ASBR defines the boundary between the internal and external networks 

 Internal routers maintain all operational interfaces within a single area 

 Backbone routers are routers that have an interface in the OSPF backbone 

 OSPF routers can have multiple roles 

 

OSPF Configuration Fundamentals 
 

 The OSPF process ID is an integer between 1 and 65,535 

 The OSPF process ID is locally significant 

 Cisco IOS creates a PDB to allow a process to be created if no interfaces are configured 
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 Within the configuration the most specific network entries are listed first in the output 

 The OSPF area ID may be configured as an integer or using dotted-decimal notation 

 

OSPF Packet Types 
 

 OSPF packets share a common 24-byte OSPF header 

 These five packet types use by OSPF are as follows: 

 

1. Type 1 = Hello packet 

2. Type 2 = Database Description packet 

3. Type 3 = Link State Request packet 

4. Type 4 = Link State Update packet 

5. Type 5 = Link State Acknowledgement packet 

 

 Hello packets are used for neighbor discovery and to establish OSPF neighbor adjacencies 

 OSPF packets are sent with an IP TTL value of 1 

 OSPF Hello packets are also used on Broadcast links to elect a DR and/or BDR router 

 Database Description packets are used during the database exchange 

 The first DBD packet is used for the master and slave election for database exchange 

 The DBD packet also contains the initial sequence number selected by the master 

 The master and slave election is performed on a per-neighbor basis 

 The router with the highest RID is elected as the master; this router polls the slave 

 The master and slave election is not the same as the DR/BDR election 

 It is possible for the DR to be the slave during the master and slave election 

 DBD packets summarize the local database by sending LSA headers to the remote router 

 LSR packets are sent to request missing or out-of-date database information 

 The different types of Link State packets that are used are: 

 It may contain one of the following fields: 

 

1. Type 1 = Router Link State Advertisement  

2. Type 2 = Network Link State Advertisement 

3. Type 3 = Network Summary Link State Advertisement 

4. Type 4 = ASBR Summary Link State Advertisement 

5. Type 5 = AS External Link State Advertisement  

6. Type 6 = Multicast Link State Advertisement 

7. Type 7 = NSSA External Link State Advertisement  

8. Type 8 = External Attributes Link State Advertisement 

9. Type 9 = Opaque Link State Advertisement – Link Local 

10. Type 10 = Opaque Link State Advertisement – Area  

11. Type 11 = Opaque Link State Advertisement – Autonomous System  

 

 Link State Update (LSU) packets are used by the router to advertise LSAs 

 LSU packets may be Unicast to an OSPF neighbor in response to a received LSR 
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 The Link State Acknowledgement (LSAck) packet is used to acknowledge each LSA 

 The LSAck contains the common OSPF header followed by a list of LSA headers 

 

Establishing Adjacencies 
 

 OSPF routers transition through several phases before they establish a neighbor adjacency 

 The Down state is the starting state for all OSPF routers 

 The Attempt state is valid only for OSPF neighbors on NBMA networks 

 The Init state indicates a received Hello but the local RID is not in the Neighbor field 

 The 2-Way state indicates bi-directional communication with the OSPF neighbor(s) 

 The Exstart state is used for the initialization of the database synchronization process 

 The Exchange state is where routers describe their databases using DBD packets 

 In the Loading state OSPF routers build an LSR and Link State Retransmission list 

 The Full state indicates that the OSPF neighbors have exchanged their entire databases 

 The following neighbor parameters must match for an adjacency to be established: 

 

1. The interface MTU values 

2. The Hello and Dead Timers 

3. The Area ID 

4. The Authentication Type and Password 

5. The Stub Area flag 

 

OSPF LSAs and the Link State Database (LSDB) 
 

 Each LSA begins with a standard 20-byte LSA header. This header contains the following: 

 

1. Link State Age 

2. Options 

3. Link State Type 

4. Link State ID 

5. Advertising Router 

6. Link State Sequence Number 

7. Link State Checksum 

8. Length 

 

 Type 1 LSAs or Router LSAs are generated by each router for each area the router belongs to 

 The Router LSA lists the originating router's router ID (RID) 

 The Type 1 LSA Link ID identifies the link itself. The following link types are supported: 

 

1. Point-to-point 

2. Link to Transit Network 

3. Link to Stub Network 

4. Virtual Link 
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 The Network LSA (Type 2 LSA) is used to advertise the routers on the multi-access segment 

 The Network LSA is generated by the DR and is flooded only within the area 

 The Network (Type 3) LSA summarizes destinations outside  local area, but in the domain 

 The Network LSA does not carry any topological information 

 Type 3 LSAs are generated by the ABRs and are flooded to all adjacent OSPF areas 

 Each Type 3 LSA matches a single Type 1 or 2 LSA on a one-for-one basis 

 The Type 4 LSA describes information about an Autonomous System Boundary Router 

 Like the Type 3 LSA, the Type 4 LSA is generated by the ABR 

 The Type 4 LSA is created by the ABR for each ASBR reachable by a Router LSA 

 The External (Type 5) LSA describes destinations that are external to the AS 

 The External LSA has a domain-flooding scope 

 The only areas that External LSAs are not flooded to are Stub-type Areas 

 

OSPF Areas 
 

 In addition to normal areas and the backbone, OSPF also supports the following are types: 

 

1. Not-so-stubby Areas 

2. Totally Not-so-stubby Areas  

3. Stub Areas 

4. Totally Stubby Areas 

 

 NSSAs are a type of OSPF Stub area that allows the injection of external routing information 

 NSSAs have the following characteristics: 

 

1. They use Type 7 LSAs to carry external information within the NSSA 

2. The NSSA ABR converts Type 7 LSAs into Type 5 LSAs 

3. Type 4 and Type 5 LSAs are not allowed into Not-so-stubby Areas  

4. Network Summary LSAs are allowed into the NSSA 

 

 Totally Not-so-stubby Areas (TNSSAs) are an extension of NSSAs 

 TNSSAs have the following characteristics: 

 

1. Type 7 LSAs are converted into Type 5 LSAs at the NSSA ABR 

2. They do not allow Network Summary LSAs 

3. They do not allow External LSAs 

4. The default route is injected as a Summary LSA 

 

 Stub areas are similar to NSSAs; however, they do not allow external routing information 

 Stub areas have the following characteristics: 

 

1. The default route is injected into Stub area by the ABR as a Type 3 LSA 
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2. Type 3 LSAs from other areas are permitted into these areas 

3. External route LSAs, i.e. Type 4 and Type 5 LSAs are not allowed 

 

 Totally Stubby Areas (TSAs) are an extension of Stub areas 

 TSAs have the following characteristics: 

 

1. The default route is injected into Stub areas as a Type 3 LSA 

2. Type 3, 4, and 5 LSAs from other areas are not permitted into these areas 

 

 There are certain Stub area limitations you should know. These limitations are as follows: 
 

1. You cannot include an ASBR in a Stub area because external routes are not allowed 

2. All routers in the Stub Area must be configured as Stub routers 

3. You cannot configure a Virtual Link across a Stub area 

4. The OSPF backbone area (area 0) cannot be configured as a Stub area 

 

Route Metrics and Best Route Selection 

 
 The OSPF metric is commonly referred to as the OSPF cost 

 The cost is derived from the bandwidth of a link using the formula 108/bandwidth (in bps) 

 OSPF routes down to the nearest integer when calculating the metric 

 Intra-area routes are preceded by an O in the IP routing table 

 Inter-area routes are preceded by an O IA in the IP routing table 

 In most cases, the route with the best metric will be used 

 However, ABRs will always select intra-area routes over inter-area routes 

 The calculation of the OSPF metric can be directly influenced by performing the following: 

 

1. Adjusting the interface bandwidth using the bandwidth command 

2. Manually specifying a cost using the ip ospf cost command 

 

 Changing the OSPF cost value results in an SPF calculation 

 

OSPF Default Routing 
 

 The default-information originate command generates a default route for OSPF 

 By default, the default route must exist in the routing table to be advertised 

 The always keyword can generate a default route even when one does not exist 

 

OSPF Virtual Links 
 

 A virtual link is a logical extension of the OSPF backbone 
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 Virtual links can be used for the following: 

 

1. Connecting non-backbone areas to the OSPF backbone are 

2. Providing network redundancy 

3. Connecting a discontinuous or partitioned backbone 

 

 Before a virtual link can be configured, the following requirements must be met: 

 

1. One area must be connected to the backbone area before the virtual link can be created  

2. The transit area must be a common area between the two endpoint routers 

 

OSPF Route Summarization 
 

 By default, OSPF does not perform automatic route summarization 

 OSPF supports the following two types of route summarization: 

 

1. Summarizing internal routes 

2. Summarizing external routes 

 

 Internal route summarization is configured on the ABR  

 The ABR generates a Type 3 LSA for the summary and suppresses specific routes 

 The ABR summary route points to the Null0 interface 

 External router summarization is configured on the ASBR 

 The ABR generates a Type 5 LSA for the summary and suppresses specific routes 

 The ASBR summary route points to the Null0 interface 

 

OSPF Passive Interfaces 
 

 When any router interfaces are configured as passive, OSPF will not send routing updates 

 OSPF will not establish adjacencies on interfaces that are passive 

 OSPF will continue to advertise passive interfaces if the configuration includes the interfaces 

 

Securing OSPF Messages 
 

 The 16-bit Auth Type field may contain one of the following three codes: 

 

1. Code 0 – Used to indicate that there is Null or no authentication 

2. Code 1 – Used to indicate that the plain text authentication 

3. Code 2 – Used to indicate Message Digest 5 (MD5) authentication 

 

 OSPF authentication can be configured as follows: 
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1. For all routers within the area (area authentication) 

2. For specific interfaces (interface authentication) 

 

Configuring OSPF over Non-Broadcast Networks 
 

OSPF can be implemented in the following three modes on NBMA networks: 

 

1. Simulated Broadcast Mode 

2. Point-to-Point Mode 

3. Point-to-Multipoint Mode 

 

 The simulated Broadcast model simulates a traditional Broadcast model 

 A DR and BDR are elected in simulated Broadcast mode 

 Simulated Broadcast mode is implemented using either of the following: 

 

1. Using the default network type and the neighbor router configuration command 

2. By changing the default network type to the broadcast network type 

 

 For simulated Broadcast mode, the following routers should be connected as follows: 

 

1. The DR must have a direct connection (virtual circuit) to every other router 

2. The DR must have a direct connection (virtual circuit) to the BDR 

3. The BDR must have a direct connection (virtual circuit) to every other router 

 

 Point-to-point mode requires no DR/BDR election 

 Point-to-point mode allows OSPF to use Multicast packets to establish adjacencies 

 Point-to-multipoint mode is a non-default OSPF mode 

 Point-to-multipoint mode can use Multicast or Unicast to establish adjacencies 
 

 


